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Preface for Instructors

For us physicists, the Standard Model is part of our everyday vocabulary. We might
make casual reference to fundamental particles and forces with the expectation that our
students should have picked them up at some point in their undergraduate education.
However, it is rare for a curriculum to spend a full term addressing the question of what
the Standard Model is and why, given the complexity of the particle zoo, it’s supposed to
be so elegant.
This work is a study in just-in-time instruction. It was developed in response to a very
real need to give students context for the rest of their education. Thus, while many key
concepts are derived rigorously, others are motivated by simple examples and appeals to
reasonableness. This book is, in the most literal sense, intended to serve as the Standard
Model in a nutshell. Students are expected to come away with not only an appreciation of
the beauty of the Model but a recognition of the many remaining problems therein.
I first started writing this book because I was teaching a course to an advanced,
but general, physics audience, and neither the minutiae of quantum field theory nor
a focus on particle phenomenology seemed right for the audience. Those tended to
be the approaches of the extant textbooks. My hope is that you might design your
course similarly—as an advanced survey for cosmology or astrophysics students, or
uncommitted theorists of any stripe.
This book is intended to serve a stand-alone, one-term course for advanced undergraduates and first- and second-year graduate students in physics who have already seen the
following:
1. Classical electromagnetism
2. Classical mechanics, including Lagrangians
3. Nonrelativistic quantum mechanics

That’s it.
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I don’t assume any knowledge of particle physics phenomenology, special relativity, relativistic quantum mechanics, group theory, or quantum field theory. If your curriculum
differs, I anticipate a couple of other paths, including the following.

The “Classical Only” Sequence
Virtually all discussion of quantum field theory can be saved until a later course. This
involves excising §5.7 as well as §7.3 and 7.4 (the initial sections, on Fermi’s golden rule,
remain to motivate the importance of a scattering amplitude in general). For the weak
and strong interactions, instructors may skip §8.5, 9.3.3, 9.4, 10.1.4, and 11.1.4 through
the end of Chapter 11.

The “Advanced Background” Sequence
While many courses will be aimed at a joint undergraduate and graduate student
audience, some instructors may focus their courses on a more advanced audience.
In that case, so long as students are comfortable with tensor and 4-vector notation,
Chapter 1 may be skipped entirely, with the exception of $1.3.2 on natural units; §2.1
and §3.1 may also be skipped for students with a very strong background in classical
mechanics. While most physics curricula do not require group theory at either the
undergraduate or graduate level, for those that include a discussion of Lie groups and
generators, Chapter 4 can be skipped with few consequences, though §4.4 and 4.5 on
SU(2) and SU(3) are still likely to be useful.
While some graduate students may be comfortable with the Dirac equation, some care
should be taken with the decision to skip Chapter 5, as the chiral representation, the
symmetry properties of a Dirac field, and the quantization of the field are all likely to be
new even to students who have seen relativistic quantum mechanics.
This work is not the end of the story, especially for students who want to go on
to particle physics research. While I think it forms a strong foundation, departments
are encouraged to develop this as the first course in a sequence which might include
experimental particle physics or advanced quantum field theory—topics which students
will likely take to more easily with a solid background in their motivation.
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Introduction

If you’ve made it this far in your physics education, you may have been struck by the
realization that as elegant as you may find Lagrangian mechanics or Maxwell’s equations
or the Schrödinger wave equation, there must be something deeper underneath.
Along the way, you may well have heard of something called the Standard Model
of particle physics. It is normally spoken of, quite rightly in my opinion, in a tone of
hushed reverence. If you’ve encountered the Standard Model only in passing, you may
be underwhelmed. It’s usually represented as a ranked list of fundamental interactions:
strong, electromagnetic, weak, and (if it must be mentioned at all in this context) gravity.1
The Standard Model is also a collection of particles and how they respond (or don’t) to
those fundamental forces (Figure 1).
For a theory that is meant to be elegant and to do away with so much of the rote
memorization that characterizes early courses in physics, the Standard Model can seem
to the uninitiated to be just a laundry list of things that happen.
It is anything but.
At its heart, the Standard Model is the theory of the symmetry of empty space, and
the rules by which classical fields can occupy and interact within that space. You’ve likely
already been exposed to at least one classical field: electromagnetism, the properties of
which can described by Maxwell’s equations and the Lorentz force law.
We will explore the symmetries of classical fields. Indeed, they will be the central focus
of our attention. But we will ultimately need to deal with the quantum nature of the
universe—which will in turn give rise to particles.
There are important differences between quantum mechanics and classical fields.
Classical systems are deterministic, while quantum systems by necessity contain
1 Gravity is not, in fact, part of the Standard Model at all—an omission that we as a physics community will
need to deal with at some point.
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Figure 1. The Standard Model particle zoo. For the moment, “Quarks,” “Leptons,”
“Mediators,” and so on, are simply labels. Throughout this course, we’ll delve into
where this structure comes from.

uncertainty and randomness. But quantum mechanics and classical fields can be unified.
For electromagnetism (and the other forces of the Standard Model) we have a quantum
field version of the theory (QFT), wherein the field is broken down into indivisible chunks:
the photons. While our main focus in this book is on the classical side of things, to
produce any useful results, we’ll need to do a few direct QFT calculations.
Don’t fret.
We’ll develop just-in-time plausibility relationships to indicate how these calculations
should work. Should you wish to do the calculations in greater detail, you can find the
Feynman rules for doing QFT calculations in Appendix C. Better yet, if you are planning
on becoming a particle physicist, you can and should do this course in sequence with a
formal QFT course.
We will focus our attention on the Standard Model fields: electromagnetism, the weak
interaction, and strong force, as well as unifications among these. We’ll see how they
are derived from simple statements of symmetry, and along the way, we’ll develop an
understanding of group theory, Lagrangian mechanics, and symmetry breaking. By the
end, we’ll be prepared to talk meaningfully about electroweak unification and the Higgs
boson, color confinement in the strong force, and what questions remain to be answered.

Symbols

We will use a number of mathematical conventions and symbols in this work. In an effort
to maintain consistency, we’ll use most symbols (especially Greek symbols) in only one
context or, alternatively, in such widely different contexts that the meaning will be clear.
Here we present a table of symbols used throughout the text, along with the numbered
equation in which each is introduced.
Symbol
A

Description

Equation First Used

The scattering amplitude of a QFT process

7.14

d x

The 4-space volume element

2.7

E Pl

The Planck energy

1.24

The Faraday tensor in electromagnetism

6.13

The SU(2) Faraday tensor

8.23

gi

Element i of a group

4.1

gi j

The components of a metric tensor

1.8

GF

The Fermi constant

8.3

gW

The weak coupling constant

8.7

The identity matrix or element

4.2

J±

The charged weak current

8.25

L

The Lagrangian density

2.7

The matrix representation of a group element

4.4

The 4-momentum of a particle

1.34

4

F

μm

F μm

I

M(θ)
p

xvi | Symbols
Symbol
{q i }

Description
A set of independent degrees of freedom for a dynamic

Equation First Used
2.4

system
S

The dynamical action

2.1

Si j

The amplitude of transition over infinite time

7.6

T μm

The stress-energy tensor

3.11

T3

Weak isospin

9.14

u

The 4-velocity of a particle

1.31

The normalized electron spinor basis

5.18

The unitary evolution operator

7.4

vs ( p)

The normalized positron spinor basis

5.19

w

The equation of state (P/q) of a fluid

3.26

The 4-vector describing a W-boson

8.27

x

A 4-vector spacetime coordinate

1.32

x

A 3-vector spacetime coordinate

1.1

xi

Component of a 3-vector (italic i = {1, 2, 3}).

1.4

X

The generator of a symmetry transform

4.5

X̂

The particle exchange operator

5.59

YW

The weak hypercharge

9.2

αe

The fine-structure constant

7.34

dij

The Kronecker delta function

1.11



A continuous parameter for a transformation

3.1

The Levi-Civita cyclic tensor

4.15

c

The relativistic time dilation factor

1.27

cμ

The gamma matrices in the Dirac equation

5.5

c

The chirality matrix

5.33

i i

The transformation matrix between two frames

1.12

kf

The Yukawa coupling constant

9.42

ri

The Pauli spin matrices

4.13

s

The proper time coordinate

1.29

φ

The amplitude of a scalar field

2.6



A multiplet (written as a column vector) of scalar fields

4.10

w

A bispinor field

5.12

us ( p)
Û(t, t0 )

W

±

i j k

5
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Symbol

Description

Equation First Used

w

The adjoint spinor

5.17



A multiplet (written as a column vector) of bispinor fields

4.21

[A, B]

The commutation operator

4.3

{A, B}

The anticommutation operator

5.6

∂i

The partial derivative with respect to xi

1.18

◦

The general “multiplication” operator of group elements

4.1

X̂

An operator on a field or wavefunction

2.16

μ



The d’Alembertian, ∂μ ∂

/p

The contraction of a 4-vector with c-matrices

2.11
5.10
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Special Relativity

Figure 1.1. Albert Einstein (1879–1955), c. 1947. Einstein developed the principles
of special relativity and much else that will be useful in this text.

The Standard Model is a study in symmetry. Throughout this volume, we’ll explore
different extrinsic and intrinsic symmetry relations, introduce notation for handling
them economically, and delve into the physical manifestations of these symmetries. But
before we do any of that, it might help if we describe what a symmetry actually is. The
mathematician Hermann Weyl [159] had a pithy definition:
A thing is symmetrical if there is something you can do to it so that after you have finished
doing it, it looks the same as before.

The “thing,” in the case of the Standard Model is “the laws of physics themselves.”
As for what “you can do to it,” the list of possible manipulations is almost without limit.
These might include shifting every atom in the universe by some fixed displacement, or
rotating all creation by some angle around a fixed point. In practice, we can’t do either of
these things, but they bring to mind the more general questions, Are the laws of physics
the same everywhere? and Is there a preferred direction in the universe? respectively.
It’s natural, therefore, to begin with a simple question that we can explore: Can an
observer tell if he or she is moving at a constant rate or standing still? This question forms
the basis of relativity, which, in turn, provides the set of ground rules for our development
of physical law.
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1.1 Galileo
In 1632, Galileo Galilei speculated about the the nature of motion in his Dialogue
Concerning the Two Chief World Systems [71]:
Shut yourself up with some friend in the largest room below decks of some large ship. ...
And casting anything toward your friend, you need not throw it with more force one way than
another, provided the distances be equal; and leaping with your legs together, you will reach
as far one way as another. Having observed all these particulars, though no man doubts that,
so long as the vessel stands still, they ought to take place in this manner, make the ship move
with what velocity you please, so long as the motion is uniform and not fluctuating this way
and that. You will not be able to discern the least alteration in all the forenamed effects, nor
can you gather by any of them whether the ship moves or stands still.

Galileo’s main argument was in favor of a heliocentric model of the universe,1 since one
of the chief counterarguments was that if the earth were to travel around the sun, then
surely, the argument goes, we’d feel the sense of the motion.
Galileo’s insight—and it still informs our understanding of physical space today—is
that there is no experiment you can perform that will establish whether you are at rest or
whether you are traveling at constant speed and direction, what we know call an inertial
frame of reference. A frame is a hypothetical construct wherein there are an arbitrarily
large number of observers who appear stationary to one another and have calibrated
their metersticks and timepieces. A frame, in other words, defines an origin and a set
of coordinate axes.

1.1.1 Galilean Relativity
Galileo argued that a coordinate transformation of the form
x  = x + v t

(1.1)

would leave all the equations of physics equally valid. Coordinate transformations of this
sort are known as boosts and are illustrated in Figure 1.2. In the transformation, the
“primed” coordinate represents the measurements determined by an observer boosted by
a fixed velocity v with respect to the “unprimed” observer, whom we conveniently label as
“at rest.”
There is no such thing as an absolute rest frame, which is rather the point of relativity
(Galilean and special). Two different observers can each assert, with equal legitimacy,
that he or she is at rest and the other is moving, and nothing in the laws of physics
can resolve the dispute one way or another. The two observers each make their measurements in different inertial reference frames, each secure in the consistency of their
measurements.
1

An argument that, for the purposes of the current work, we’ll consider settled.
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y′

y

v

x′

x

Figure 1.2. A boost transform between two frames.

Within any given frame, we can define the velocity of a particle traveling between two
events:2
u ≡

x
.
t

(1.2)

An event is nothing more than a label corresponding to a particular point in space and
time. Everything we’re going to do in Galilean and special relativity will revolve around
how the coordinates for each event change from one frame to another.
We can ask how fast that particle might be seen to be traveling in another frame:
(x + v t)
t
= u + v .

u  =

(1.3)

This is exactly what intuition would tell you. An arrow fired at 100 m/s from the back of
a plane traveling at 300 m/s (apart from being staggeringly dangerous) will have a net
speed of 200 m/s relative to the ground. Further, provided v is constant:
d u 
d u
=
.
dt
dt

In Galilean relativity, acceleration is manifestly frame independent, which is why it’s so
central to Newton’s second law.
At this point in history, it’s hard to feel the shock of this result anymore. It feels natural
and intuitive that inertial frames are all equivalent. But the implications are incredibly farreaching. Whatever fundamental laws govern the universe, they appear to be structured
in such a way as to be invariant under a boost.

1.2 Vectors and Tensors
Recognizing these symmetries will be incredibly helpful. If we were to try to formulate
every possible theory of the universe, we’d be here forever, but anticipating that the
final result has to conform to a particular set of guidelines is going to speed things up
considerably.
2 In relativity, v is typically reserved to refer to the relative speed between two frames, and u is generally used
for velocities within a particular frame.
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1.2.1 3-Vector Notation
Our work is slowly but surely taking us away from three-dimensional space and toward a
four-dimensional spacetime. Before bringing in time, it will help to clean up our vector
notation. Vectors may be written as the sum of coefficients and unit vectors:
v =

3


v i ei .

(1.4)

i=1

We’ve numbered our various dimensions: v 1 , v 2 , v 3 , where v 2 (for instance) isn’t the
square of a number but rather the value of the y-component of a vector. Likewise, v i
represents some (any) component of the vector, from one through three. The index label
i is totally arbitrary. Any Roman letter will do, and the expression will mean the same
thing: in this instance, that v i (or v j or what have you) represents the components of a
vector. The choice of index matters only within an equation, in that the notation on the
left of the equality and the right must match. Unit vectors are also written in a general
way, as ei . They also have a subscripted index (stay tuned for the significance of upstairs
versus downstairs indices).
The summation form of equation (1.4) is still a bit clunky but can be dealt with using
a space-saving notation. When there is a matching dummy index on the top and bottom,
we may sum terms explicitly using the Einstein summation convention
v = v i ei .

which is identical in content to equation (1.4). As a matter of shorthand, we will use the
term v i to refer to a vector rather than, more properly, to the components of the vector.
This distinction is much more important in curved coordinate systems than it is here and
won’t cause too many complications.
Our study of fields will introduce objects more complicated than vectors, including
those with a downstairs index, called one-forms. Fortunately, the Einstein summation
convention works for any combination of terms. We can sum over matching indices
upstairs and downstairs. For instance,
Ai B i = A1 B 1 + A2 B 2 + A3 B 3

(1.5)

regardless of what Ai represents.
This result looks very much like a dot product, and indeed it is. But before we get
into how dot products work in general (and answer the nagging questions about what a
downstairs index really means), we need to delve into the world of tensors.
2
3 and a one-form B = (
Example 1.1: Consider a vector Ai = −1
0 2 1). Compute Ak Bk .
j
Solution: The specific choice of index label doesn’t matter. Relabeling the indices Ak
and Bk in the sum is arbitrary. However, it is important that the contracted vectors have
the same dummy index. This computation yields a scalar:
Ak Bk = (2 · 0) + (3 · 2) + (−1 · 1) = 5
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1.2.2 A Few Rules about Tensors
You likely have a pretty good sense of what a vector is: it’s an object with both a magnitude
and a direction. Given some coordinate system, we can specify a vector by simply giving
a list of numbers. That is, in fact, what we’re doing when we talk about v i .
Tensors are a generalization of vectors with more than one index. As a simple example,
we can generate a tensor by taking the outer product of two vectors:
Mi j = Ai B j

where, in Euclidean space, i and j can each take on three different values. Mi j represents
a table of nine numbers, each indexed by an ordered pair. The number of distinct indices
is known as the order of a tensor, so Mi j is second order, while an ordinary vector is a
first order tensor.
In principle, we can imagine a tensor of just about any order (including zero—a scalar),
but there are a few bookkeeping rules that will keep you out of trouble.
1. The positions and order of indices matter.
In addition to vectors, we are going to encounter tensorial objects with indices of every
number and position. For instance,
ui ; g i j ; M i j ;  i j k .
Every one of these objects can be specified by the total number of indices (the order) and
whether each index is upstairs (formally known as contravariant) or downstairs (covariant).
Some of these tensor have special names. For example, as we’ve seen, an object with one
index downstairs is known as a one-form, while an object with two downstairs indices is a
two-form, and so forth.
You cannot simply interchange an upstairs and a downstairs index; that is, an equation
of the form


Ai 
=
Bi

is not allowed. We’ve put a line through invalid equations throughout to prevent anyone
from flipping through the book in search of easy answers and inadvertently writing down a
mathematical abomination. A satisfying explanation of why upstairs and downstairs indices
matter will have to wait until we’ve explored coordinate transformations, but the rule will
have to suffice for now.
Likewise, the sequence of the indices matters. For a simple but illuminating case,
suppose Mi j is an asymmetric tensor. In that case,
Mi j = −M j i .
A careless swap of the order of indices will, in this case, introduce an erroneous minus sign.
2. To be valid an equation must match indices.
that which we call a rose
By any other name would smell as sweet;
(Romeo and Juliet, Act II, Scene II)
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It does not, obviously, matter whether a tensor is labeled T i j or T kl . Those are simply
labels, and it is understood that in Euclidean space, i or j or k or l can take the values 1, 2,
or 3. Dummy indices, especially, can be labeled as desired:
Ai Bi = A j B j .
But to be valid, an equation must match the same nondummy indices. That is, an
expression like
Mi j A j = B i
is mathematically valid (whether it’s physically correct is another matter), and represents
three linearly independent equations.
However, the expression
j 
Mi
= Ak


is complete gibberish.
Likewise, the same dummy index can’t appear twice, either upstairs or downstairs. While


M
ii

may make a sort of intuitive sense, it is not meaningful in tensor algebra.
3. Tensors are not matrices.
Throughout our study of fields, we’re going to encounter a lot of second-order tensors. As
these have two indices, your natural inclination will be to treat them like matrices. Don’t.
Or, at least, be aware that tensors don’t multiply in the same way as matrices.
The closest approximation to what we’d normally call a matrix is a tensor of the form
Ai = Mi j B j ,

(1.6)

which multiplies a tensor and a vector, producing another vector. But such clean results
are the exception rather than the rule.
Consider the two different tensor contractions
Ai = Mi j B j
and
Ai = M j i B j .
Depending on which index gets contracted, the products will be a totally different, and
both results will be one-forms rather than vectors. The point is simply that while you’re
undoubtedly quite adept at multiplying matrices times themselves or vectors, you should
be extremely cautious before doing so.

With those rules in mind, we’re prepared to manipulate tensors and relate them to the
physical world.
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1.2.3 The Metric
A meterstick has the very useful property that it is a meter no matter which direction
it’s oriented, and Euclidean geometry accounts for this quite nicely. By the Pythagorean
theorem,
length2 = x · x = x2 + y 2 + z2 .

(1.7)

Though x or y will vary as we rotate the meterstick, the total length will stay the
same. The metric tensor is a geometric tool that allows to take a dot product no matter
how complicated the geometry. Think of it as a function in which the arguments are two
vectors, and out pops a scalar.
As normally written, the metric tensor is a two-form—two downstairs indices—and
almost universally given the letter g . In Cartesian coordinates, the form of the metric is
especially simple:
⎛
⎜1
⎜
gi j = ⎜
⎜0
⎝
0

⎞
0⎟
⎟
0⎟
⎟,
⎠
1

0
1
0

(1.8)

where we’ve written it as a matrix because its symmetry makes the ordering of indices
irrelevent. If you are underwhelmed, don’t be. The metric will not be so simple in all
coordinate systems, and it certainly won’t be in special relativity. The metric performs
two main functions. First, it can be used to pull indices downstairs. For instance, a vector
⎛ ⎞
⎜1⎟
⎜ ⎟
i
⎟
A =⎜
⎜2⎟
⎝ ⎠
0

can be converted into the downstairs version by contracting:
Ai = g i j A j .

(1.9)

In this particularly simple case,
Ai = g i j A j = (1

2

0).

The metric can also be used to lower an index of a tensor of any rank, but must be done
with great care. For instance
g ik Mi j = Mk

j

works only if the first index of M is lowered by the operation, leaving j as second index
in the raised position.
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Figure 1.3. A temperature map of the whole sky in microwaves, as imaged
by the Planck satellite. The image is a Mollweide projection in which the
x-axis corresponds to the celestial equator. Grayscale variations indicate fractional
temperature differences of about 10−5 , and there is little variance on smoothing
scales larger than ∼ 1◦ . Credit: ESA and the Planck Collaboration.

The metric is primarily an engine to turn two vectors into a scalar via the dot product;
that is,
A · B = g i j Ai B j .

(1.10)

The metric must be symmetric, since the dot product is commutative. Additionally, since
the metric is itself a tensorial object, there are upstairs and downstairs versions which
serve as inverses of each other:
g i j g j k = di k ,

(1.11)

where di k is the Kronecker-delta function (defined to be 1 if i = k, but 0 otherwise). In
other words, the upstairs version of the metric is simply the inverse of the downstairs
version. This relation will come in handy when raising tensor indices.

1.2.4 Coordinate Transformations
Invariances are at the heart of the Standard Model, which means that we are particularly
interested in exploring quantities that are unchanged under various transformations.
For example, the universe seems not to have any preferred direction. This is one of the
assumptions underlying the cosmological principle. The other, that there is no preferred
location in the universe, provides another important symmetry. These are assumptions,
to be sure, but large-scale surveys of both galaxies [15] and the cosmic microwave
background [56, 130] suggest that on scales well below the cosmic horizon, the universe
is largely homogeneous and isotropic (Figure 1.3). By extension, the homogeneity and
isotropy of the universe reflect a homogeneity and isotropy of physical laws.
Under the cosmological principle, all the laws of the universe remain unchanged under
a rotation of coordinate axes or with a shift of origin. This seems like a minor point, but it
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Figure 1.4. Rotated coordinate axes, with the z-axis (out of the page) suppressed.

implies that, for instance, only dot products, rather than individual components of vectors,
will be found in fundamental physical laws.
To make the concept concrete, consider two different reference frames, which we’ll
label “barred” and “unbarred.” The coordinates as measured in one frame are related to
another via some sort of yet-to-be-determined coordinate transformation:
xi → xi .

To transform between the two, we introduce a coordinate transformation tensor i i , such
that
xi = i i xi ,

(1.12)

where
i i =

∂ xi
.
∂ xi

(1.13)

In general, determining the  tensor is the hard part of the process. Once you’ve done it,
transformation of coordinates is a breeze.
Example 1.2: How do the coordinates of a vector change upon rotation of the coordinate
axes by an amount θ around the z-axis (Figure 1.4)?
Solution: We can express the transformation of coordinates (and thus all vector
components) as
x1 = x1 cos θ + x2 sin θ
x2 = −x1 sin θ + x2 cos θ
x3 = x3 ,

from which we can use the relation in equation (1.13) to compute the elements of 
directly. Computing one of these terms explicitly, we get
21 =

∂ x2
= − sin θ,
∂ x1

and similarly for the other terms.
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Writing all these out, we find a transformation matrix (and, yes, it’s a matrix):
⎛
⎜ cos θ
⎜
i
i =⎜
⎜− sin θ
⎝
0

sin θ
cos θ
0

⎞
0⎟
⎟
0⎟
⎟,
⎠
1

(1.14)

where we need to make sure we’ve identified the rows with the upper (barred) index and
the columns with the lower (unbarred) index. This matrix, in turn, allows rotation of any
arbitrary vector from the old frame to the new.
For any coordinate transformation, there is an inverse such that
i i =

∂ xi
∂ xi

,

since the choice of frame to call barred and the one to call unbarred is completely arbitrary.
Applying the coordinate transformation and then the inverse must necessarily lead back
to the original state of affairs:
i i i j = di j .

(1.15)

In example 1.2 we computed the coordinate transformation matrix for a rotation around
the z-axis. The inverse is simple enough. Instead of rotating through an angle θ , we simply
rotate back through an angle −θ :
⎛
⎜cos θ
⎜
i
i =⎜
⎜ sin θ
⎝
0

− sin θ
cos θ
0

⎞
0⎟
⎟
0⎟
⎟.
⎠
1

(1.16)

It can readily be verified that the inverse relation (equation 1.15) is satisfied by this
transform.
Transformation matrices can be used on any type of tensorial object, not only vectors.
For instance,
Ai = i i Ai

transforms the components of a one-form.
To transform tensors with more than one index, we simply need to sum over all of
them. For instance, a metric can be represented in a new frame by
j

g i j = i i  j g i j .

(1.17)

Note that to transform two indices, we required the product of two  terms. By examining
the matching indices, we note that the first transformation matrix lowers the first index
of g , and the second lowers the second index. If we were to write the sum explicitly, each
element of g i j would require summing over 3 × 3 = 9 elements in a three-dimensional
space. However, most of those elements would be zero.
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Example 1.3: What happens to the metric if we transform the coordinate frame by a
rotation (equation 1.16)?
Solution:
j

g i j = i i  j g i j
⎛
cos2 θ + sin2 θ
⎜
⎜
=⎜
⎜cos θ sin θ − cos θ sin θ
⎝
0
⎞
⎛
⎜1 0 0⎟
⎟
⎜
⎟
=⎜
⎜0 1 0⎟.
⎠
⎝
0 0 1

cos θ sin θ − cos θ sin θ
cos2 θ + (− sin θ)2
0

⎞
0⎟
⎟
0⎟
⎟
⎠
1

Rotations (around the x- and y-axes as well as around the z) leave the metric unchanged.
That’s incredibly powerful! We’ll learn later that this means that rotations are elements of
a symmetry group of Cartesian space known as SO(3). In systems with SO(3) symmetry,
all measurably quantities remain invariant under arbitrary rotations.
Example 1.4: Using the coordinate transformation matrix, compute the metric of a
two-dimensional flat space in polar coordinates.
Solution: For convenience, we’ll label Cartesian coordinates as unbarred, and polar
(r, θ ) as barred. The coordinate transformation is
x = r cos θ
y = r sin θ,

and so the transformation matrix is
⎛
⎜cos θ
i i = ⎝
sin θ

⎞
−r sin θ ⎟
⎠.
r cos θ

We can readily get the metric for the new frame:
⎛
x
x
y
y
⎜ g xx  r  r + g yy  r  r
gi j = ⎝
y
g xx xθ xr + g yy  θ  yr

⎞ ⎛
⎞
y
g xx xr xθ + g yy  yr  θ ⎟ ⎜1 0 ⎟
⎠=⎝
⎠.
y
y
0 r2
g xx xθ xθ + g yy  θ  θ

So, for example, given a particle moving in polar coordinates, we can compute the
components of a velocity by taking a simple time derivative:
⎛ ⎞
⎜ṙ ⎟
v i = ẋi = ⎝ ⎠.
θ̇
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You may notice that the two terms in the velocity do not have the same units. That’s okay!
We can compute the overall speed via
|v |2 = g i j v i v j
= ṙ 2 + r 2 θ̇ 2 ,

which you may recall from orbital dynamics problems.

1.2.5 The Real Difference between Vectors and One-Forms
We developed a tool for lowering and raising indices of tensors (the metric) and for
contracting indices (and thus reducing the order of the tensor by two). As our study of
classical fields will also be a study in dynamics, it’s important that we have the necessary
tools to increase the order of a tensor. We thus need one more operation—coordinate
derivatives.
Consider a scalar function f (x) defined and continuously differentiable everywhere in
space. This, incidentally, is basically the definition of a scalar field.
Spatial derivatives can be expressed via
∂i f (x) ≡

∂f
,
∂ xi

(1.18)

which are the components of a gradient. They also leave the expression with a downstairs
component. A gradient, in other words, is a one-form as opposed to a vector, which finally
gives us an opportunity to understand the real difference between upstairs and downstairs
indices.
A gradient of a scalar field will have units of inverse length, while a position vector
will have units of length. The same coordinate transformation that decreases the number
of standard length units between two points will increase the rate at which a scalar field
changes per unit length. Put another way, the product of a vector and a one-form produces
a scalar invariant.
More generally, derivatives add an additional downstairs index to a tensor; that is,
∂i v j =

∂v j
∂ xi

 
is a rank 2, 11 , tensor and represents nine different numbers. However, if the two indices
are the same, we get
∂i v i = ∇ · v ,

which contracts the upper and lower indices via a divergence and yields a scalar.
What works well in space will turn out to work equally well in spacetime, which is good,
because our intuition will need the support of mathematical structure.
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1.3 Foundations of Relativity
1.3.1 Einstein’s Postulates
Galilean relativity produced a remarkably intuitive statement about how vectors—and
especially how velocity vectors—transform from one inertial frame to another. A bullet
fired toward the front of a moving train will appear to travel faster when observed from
outside the train than from within. By that logic, the same should be true for a beam of
light. If a laser is fired from a moving source, it’s reasonable to expect that the photons
will travel faster than if they were shot from a source at rest (e.g., in a boosted frame, as
in Figure 1.2).
This hypothesis was put to the test by a number of researchers, including Hippolyte
Fizeau and Leon Foucault at the end of the nineteenth century, but the compelling
experimental evidence came from the interferometer designed by Albert Michelson and
Edward Morley.
In 1887, Michelson and Morley [109] published their famous result demonstrating that
the speed of light from the sun (and consequently from any other source) is constant
throughout the year. Or, more bluntly, light moves at a constant speed regardless of the
relative state of motion of the observer and source.
The constancy of the speed of light directly contradicts Galilean relativity. The only way
to resolve the tension is through the possibility that time as well as space, transforms in
different inertial frames. This was exactly the possibility explored by Albert Einstein in
his seminal 1905 paper [53].
While there’s some debate about how much direct inspiration Einstein drew from
the Michelson-Morley experiment, there can be little doubt that their work provided
substantial support for Einstein’s fundamental postulates of special relativity:
1. The laws by which the states of physical systems undergo change are not affected, whether
these changes of state be referred to the one or the other of two systems of coordinates in
uniform translationary motion.
2. As measured in any inertial frame of reference, light is always propagated in empty space
with a definite velocity c that is independent of the state of motion of the emitting body.

These postulates seem to accurately describe the laws of nature. Any equation that
purports to adequately reflect physical law needs to satisfy these symmetry constraints.
We already know that one of the classics,


m

F =
a,
doesn’t fit the bill, as it allows for the possibility of superluminal motion.3
Our notational goal will be to develop a formalism that doesn’t allow us to write physical
laws that violate the constant speed of light and nonpreeminence of any given inertial
frame.
3 Newton never actually formulated his second law as F = ma, but rather used F = d p/dt, which remains
true in relativistic systems. However, his formulation of momentum was decidedly nonrelativistic.
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1.3.2 Natural Units
The speed of light is central to special-relativistic arguments—so special, in fact, that we
generally want to remove it from our notation entirely. Astronomers occasionally talk
about distances to stars in terms of “light-years,” the distance that light can travel in a
year:
light-year = c × 1 yr

9.5 × 1015 m.

We could equally well talk about a light-second, 300, 000 km, or any other unit of
light-time.
There is a fundamental, almost intuitive sense in which units of length and units of
time can be said to be equivalent, with the speed of light used as the tool of currency
conversion. We’ll break down the distinction between space and time entirely, by setting
c =  = 1,

(1.19)

a convention known as natural units. Using natural units, we can express all quantities
as energy to some power:
[m] = [E ]1 ,

(1.20)

for example. This one should be obvious, since E = mc 2 is probably the most famous
equation in physics. In natural units, the equivalence between mass and energy can be
seen almost immediately on dimensional grounds. For example, the mass of a proton is
approximately 935 MeV, while that of an electron is only 0.511 MeV.
Things are a little less intuitive when we refer to length, but the conversion can be made
clear by computing the Compton wavelength of a particle:
kC =


.
mc

The physical interpretation of the Compton wavelength is that it is the smallest scale
on which a single particle can be identified. On smaller scales, the energy goes up, and
particles can be created out of the vacuum. Thus, in natural units:
[L ] = [E ]−1 .

(1.21)

Large scales are low energies and vice-versa. Angstrom scales, for instance have energies
in the inverse kilo-electron-volt range, while energies corresponding to femtometer scales
are in the giga-electron-volt range.
Finally, since distance and time have the same units,
[T ] = [E ]−1 .

(1.22)

These units can be combined in all sorts of ways. For example, energy density is
expressed in units of [ E ]4 , speeds are dimensionless (fractions of c), and so on. In many
cases, we won’t even find it necessary to compute physical quantities in real units, but we
will find it useful to make sure that if A = B, then both A and B have the same units.
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Table 1.1. Converson of MKS Units to Natural Units.
Unit

Natural Units

1 kg

1s

5.63 × 1026 GeV
−1

1.97 × 10−16 GeV

−1
6.58 × 10−25 GeV

E Pl

1.22 × 1019 GeV

1m

Energy (GeV)
mp mn mW
mu
mH
me md mμ mτ
mt

mν?
Electronic energies

10–10

Electroweak

10–5

10–6

100

10–11

Visible
light

Hydrogen
atom

10–16

GUT

105
10–21

1010

1015

10–26

Atomic
nuclei

10–31

EPl
1020
10–36
Planck
length

Length (m)
Figure 1.5. Characteristic energy/length scales in particle physics.

One particularly interesting case involves Newton’s constant, G. Though we won’t be
dealing with any gravity in this book, in natural units, G has a value of
G=

1
,
E 2Pl

(1.23)

where E Pl is known as the Planck energy and represents the energy scale on which
quantum mechanics and gravity are both important. Expanding the terms, we get
E Pl =

c
G

1.22 × 1019 GeV.

(1.24)

This is another way of saying that in particle calculations, gravity is staggeringly weak. We
write out a few more useful conversions to natural units in Table 1.1, and plot a range of
energy scales in Figure 1.5.

1.4 Spacetime
1.4.1 4-Vectors
Having manipulated units and tensor conventions, we’re finally prepared to delve headfirst into relativity. Because we have the advantage of history, we present results slightly
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out of order of their discovery, beginning with the fundamental interconnectedness of
space and time. As Hermann Minkowski put it in 1908 [112]:
Henceforth space by itself, and time by itself, are doomed to fade away into mere shadows,
and only a kind of union of the two [what we now call spacetime] will preserve an independent
reality.

Indeed, we now define positions and other vectorial quantities in terms of a
4-vector [111, 131]:
⎛ ⎞
t
⎜ ⎟
⎜ ⎟
⎜ x⎟
⎜ ⎟
xμ = ⎜ ⎟,
⎜ ⎟
⎜y⎟
⎝ ⎠
z

(1.25)

where μ (and other Greek-letter indices) may take the values 0, 1, 2, 3, and by convention,
Roman indices may take the values i = 1, 2, 3. While all vectors in Euclidean space have
three components (and the vector itself is labeled x ), all well-defined vectors in Minkowski
spacetime have four (with the vector simply labeled as x).

1.4.2 Lorentz Transforms
Almost immediately following the Michelson-Morley result, George FitzGerald (1889)
[66] and Hendrik Antoon Lorentz (1892) [104] attempted to explain away the constant
speed of light by proposing that measurement equipment was deformed in a particular
way when traveling through a hypothetical luminiferous aether. This aether was to be the
medium through which electromagnetic radiation propagated.
While the concept of an aether was ultimately abandoned, the mathematical grounding
developed by FitzGerald, Lorentz, and others (though now almost exclusively referred to
as Lorentz transforms) gives the relationship between the 4-vector coordinates of two
frames in relative motion (Figure 1.2). For the simplest case of a relative speed v in the
x-direction,
⎛

c

⎜
⎜
⎜vc
⎜
μ
 μ (v) = ⎜
⎜
⎜0
⎝
0

vc
c
0
0

⎞

0 0

⎟
⎟
0 0⎟
⎟
⎟.
⎟
1 0⎟
⎠
0 1

(1.26)

For the inverse, the sign of the velocity is simply switched. Boosts in other directions can
be developed essentially by inspection. The “gamma factor” is defined as
c≡ √

1
1 − v2

.

(1.27)
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The Lorentz transforms are at the center of relativistic physics. Equations are said to be
Lorentz invariant if they are identical in any rotated or boosted frame, and it is our aim
throughout to derive only Lorentz-invariant quantities and expressions. As a helpful hint,
these relations will involve only free 4-vector indices on both sides of an equation or, even
better, well-defined scalars in which all indices are contracted.
The Lorentz transforms have some nice features. In the nonrelativistic limit, c 1,
which means that the Lorentz transforms approach the Galilean transform relation
(equation 1.1).
A simple reading of the Lorentz tranform matrix demonstrates an important physical
manifestation of relativity, in that clocks run slow by a factor of c compared with their
stationary counterparts. This is not simply an optical illusion as any measurement of time
will display the same time dilation: the ticking of a clock, the beating of a heart, or even
the decay of particles.
In 1941, Bruno Rossi and David Hall [140] found that charged elementary particles
known as muons created in the upper atmosphere survive to the surface of the earth
instead of being destroyed, despite their short mean lifetime of 2.4 μs [119]. The
explanation was that muons travel at relativistic speeds, their internal “clocks” are slowed
relative to the earth, and thus their effective decay time is effectively increased.
Example 1.5: Muons are created approximately 10 km above the surface of the earth.
What is the typical speed of atmospheric muons if 5% of them reach the surface of the
earth?
Solution: Even traveling at the speed of light, it should take muons 33 μs to reach the
surface from the upper atmosphere, many their mean lifetime. If 5% of muons survive,
then in the frame of the muons, the trip to the earth takes only
e −t/s = 0.05; t = 3s = 7.2 μs.

Time must be dilated by a factor of c = 33 μs/7.2 μs = 4.58.
Inverting the c relation, we get
v=

1−

1
= 0.976.
c2

Among other things, the Lorentz transforms guarantee that massive particles move
at sublight speeds in all frames. Likewise, if a photon travels at the speed of light in
one frame, then it quickly follows that it moves at the speed of light in all boosted
frames.

1.4.3 The Minkowski Metric
We introduced a metric as a way of computing the lengths of vectors. In special relativity,
we know that time and space have very similar behavior, but they are not identical.
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The Minkowski metric plays a role in spacetime to equivalent the Pythagorean
theorem:4
⎛
1 0
⎜
⎜
⎜0 −1
⎜
g μm = ⎜
⎜
⎜0 0
⎝
0 0

⎞
0

0

⎟
⎟
0⎟
⎟
⎟.
⎟
−1 0 ⎟
⎠
0 −1
0

(1.28)

The metric is especially useful because (as with the metric in Euclidean space) it allows
us to tell the distance between two nearby event separated by a 4-vector d xμ :
ds2 = g μm d xμ d xm .

This distance is known as the interval.5 Supposing the interval is positive, s is known as
the proper time between two events. While the flow of time is a function of the relative
velocity between an observer and coordinate axes, the proper time, by definition, is the
flow as measured by an observer in his/her own frame.
Note also that the interval is a scalar. There are no remaining indices, which means
that if we’ve set our notation adequately (and we have), the entire expression should be
Lorentz invariant. In other words, regardless of the relative state of motion,
2

2

dt 2 − dl 2 = dt − dl ,

which can be shown algebraically using the Lorentz boost (equation 1.26).
This is going to be true of dot products in general. And, indeed, the interval is nothing
more than the dot product of two displacement vectors. We can express it even more
succinctly in familiar notation:
ds2 = d xμ d xμ = d x · d x,

(1.29)

where, as a reminder, the lack of a vector arrow above the d x terms indicates that they
are 4-vectors rather than 3-vectors. Because the indices are contracted, it does not matter
which is upstairs and which is downstairs The sign of the interval immediately yields
some very useful information:
•

ds2 = 0: Lightlike or null separation.
A photon can—must—travel exactly at the speed of light, which means that the emission
and observation of a photon will always be separated by an interval of zero (which is another
way of saying that time does not pass for a photon or any other massless particle).

•

ds2 < 0: Spacelike separation.
The time order of the two events cannot be determined unambiguously, and neither can
have a causal connection to the other.

4

In many texts, the sign convention is reversed, with a “−” on the time component and a “+” on the others.
If you ever want to be sure, people will usually refer to the trace of the metric. Ours is negative.
5 Like the metric itself, it’s sometimes given with the opposite sign convention.
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•

ds2 > 0: Timelike separation.
Likewise, a positive interval means that two events are separated by timelike separation.

The beauty of the Minkowski metric is that the metric itself doesn’t change upon
a Lorentz boost, just as the Euclidean metric didn’t change upon coordinate rotation.
That is,
g μm = μμ (v)mm (v)g μm

(1.30)

will again produce an identical copy of the Minkowski metric. This result is nothing more
than a consequence of Einstein’s first postulate of special relativity. In problem 1.9 you
will have the opportunity to show this for boosts as well. That the metric is invariant under
Lorentz boosts demonstrates that our initial choice of transform was correct.

1.5 Relativistic Dynamics
1.5.1 The 4-Velocity
Having developed the rules for vectors in general, we may construct dynamical quantities
that will be useful in understanding particles and their interactions with fields. For
instance, in Newtonian mechanics, we have the 3-velocity
vi =

d xi
,
dt

but this is clearly not Lorentz invariant, because time and space aren’t being treated on the
same footing. Indeed, the t coordinate is no longer fixed in special relativity, so derivatives
with respect to time are no longer well determined.
In special relativity, as with Galilean, we can define a velocity. The definition of the
4-velocity is quite simple:
uμ ≡

d xμ
,
ds

(1.31)

where s is the proper time. The 4-velocity allows us to take derivatives of an arbitrary
function f with respect to the proper time in a convenient way:
∂f
df
d xμ
= ∂μ f
= μ uμ
ds
ds
∂x

where, exactly as with 3-vectors, derivatives generate a downstairs index.
For a particle at rest, the velocity is simply
⎛ ⎞
1
⎜ ⎟
⎜ ⎟
⎜0⎟
⎜ ⎟
uμ(r es t) = ⎜ ⎟,
⎜ ⎟
⎜0⎟
⎝ ⎠
0
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which can quickly be shown to have the normalization
u · u = g μm uμ um = 1.

(1.32)

As we showed earlier, dot products of vectors are Lorentz invariant. If this is true in one
frame, it’s true in all.
But the individual components of the 4-velocity will change, even if the magnitude of the
4-velocity doesn’t. Boosted by an arbitrary velocity, the 4-velocity can be computed as
⎞

⎛
c

⎟
⎜
⎟
⎜
⎜ cv 1 ⎟
⎟
⎜
μ
u =⎜
⎟.
⎜ 2⎟
cv
⎟
⎜
⎠
⎝
3
cv

(1.33)

We leave it as an exercise for you in problem 1.7 to show algebraically that u · u = 1 in the
boosted frame.
Of greatest immediate interest is generally the component u0 = dt/ds, how quickly the
particle is moving through time. This is simply c, which we previously identified as the
classic time-dilation factor.
Photons (and all massless particles) travel at the speed of light and thus have an infinite
time-dilation factor. As a consequence, there is no such thing as “the 4-velocity of a
photon” for the simple reason that there is no such thing as “the rest frame of a photon.”
Momentum, however, is another matter.

1.5.2 The 4-Momentum
As a final physical quantity, we define a 4-momentum for a particle of mass m:
p μ = muμ ,

(1.34)

which has the pleasing property
p · p = m2 ,

(1.35)

derivable directly from the normalization condition on u. The timelike (zeroth) component of the 4-momentum is just the energy. And thus
⎞

⎛
E

⎛

⎞
mc

⎜ ⎟ ⎜
⎟
⎜ ⎟ ⎜
⎟
⎜ p 1 ⎟ ⎜ mv 1 c ⎟
⎜ ⎟ ⎜
⎟
μ
p =⎜ ⎟=⎜
⎟.
⎜ 2⎟ ⎜ 2 ⎟
⎜ p ⎟ ⎜ mv c ⎟
⎝ ⎠ ⎝
⎠
p3
mv 3 c

(1.36)

We can consider the normalization condition on the momentum in both natural units
E 2 − |p |2 = m2
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(where p represents the spacelike terms) and in MKS units, wherein we insert c to get the
correct dimensionality:
E 2 = (mc 2 )2 + (|p |c)2 .

(1.37)

Light has no mass, but it still carries momentum, as was suggested as early as 1619 by
Johannes Kepler [91], who noted that the tail of a comet points away from the sun. It is
also a natural consequence of Maxwell’s equations and can be seen by even a tabletop
radiometer. The 4-momentum gives us an immediate relation between momentum and
energy for a massless particle.
E = ±|p |,

where logic dictates that only the positive energy case is valid. In our discussion of the
Dirac equation, we’ll call this assumption into question.

1.5.3 A Final Note on Notation and Symmetry
Our discussion of tensor notation and special relativity is ultimately both an insurance
policy and a shortcut. Special relativity has survived every challenge thrown at it for more
than a century, which means that any accurate description of the physical world must be
Lorentz invariant. It must be expressed in terms of 4-vectors, tensors in four-dimensional
spacetime6 or, better yet, scalars.
Newton’s law of gravity, with its dependence on the inverse square of distance and no
dependence on time, is manifestly not Lorentz invariant, and thus there must be a deeper
physical law describing gravity. Indeed there is: general relativity. We can immediately
rule out huge swaths of physical theories by inspection alone without proving that each
one isn’t Lorentz invariant. Given that the space of possible physical theories is virtually
infinite, this narrows things down enormously.

Problems
1.1 Consider a vector field in three-dimensional Cartesian space:
⎛

⎞
xy
⎜
⎟
2
⎟
ui = ⎜
⎝ x + 2 ⎠.
3
(a) Compute the components of ∂ j ui .
(b) Compute ∂i ui .
(c) Compute ∂ j ∂ j ui .

6

In principle, our 3+1 dimensional spacetime might be embedded in a higher-dimensional space, so strictly
we might say that a theory must be expressed in d + 1 dimensional spacetime. However, in this text, we’ll
confine ourself to the known macroscopic dimensions.
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1.2 Consider the two-dimensional Cartesian plane with coordinates xi . Apply the following coordinate
transformation:
x1 = 2x1
x2 = x2
Consider a vector v with components in the unbarred frame:
i

v =

(a)
(b)
(c)
(d)

4



−3

.

What is the metric in the barred frame?
What are the components of v i in the barred frame?
What are the components of vi in the barred frame?
What is the magnitude of v i vi in the barred frame? Compare this result with that from the unbarred
frame.

1.3 Consider a transformation from three-dimensional Cartesian coordinates (x, y, z) to spherical coordinates
(r,θ ,φ):
x = r sin θ cos φ
y = r sin θ sin φ
z = r cos θ
(a) Labeling the spherical coordinates as the “barred” frame, compute the transformation matrix i i .
(b) Compute the metric for spherical coordinates.
1.4 Express the following quantities in natural units, in the form (# GeV)n .
(a) The current energy density of the universe: ∼ 10−26 kg/m3
(b) 1 angstrom
(c) 1 nanosecond
(d) 1 gigaparsec 3 × 1025 m
(e) The luminosity of the sun 4 × 1026 W
1.5 The universe has a horizon size of a few gigaparsecs. Using the results of the previous problem, estimate
the total energy within the observable universe.
1.6 Consider a 4-vector:
⎛ ⎞
2
⎜ ⎟
⎜
3⎟
⎟
Aμ = ⎜
⎜ ⎟.
⎝0⎠
0
(a) Compute A · A = Aμ Aμ .
(b) What are the components Aμ if you rotate the coordinate frame around the z-axis through an angle
θ = p/3?
(c) For your answer in part (b), verify that Aμ Aμ is the same as in part (a).
(d) What are the components Aμ if you boost the frame (from part a) a speed v = 0.6 in the x-direction?
(e) For your answer in part (d), verify that Aμ Aμ is the same as in part (a).
1.7 Show that the 4-velocity, as defined in equation (1.33), satisfies the relation u · u = 1 from the definition
of c.
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1.8 Consider two events in a 1+1-dimensional spacetime:
x1 = 2 s

t1 = 4 s

x2 = −2 s

t2 = 9 s

(a) What is the interval between the two events?
(b) Is this a spacelike or a timelike separation?
(c) If the interval is timelike, what is the 3-velocity required to get from event 1 to event 2? What is the
corresponding c factor?
1.9 Show that a Lorentz boost (equation 1.26) leaves the Minkowski metric unchanged.
1.10 Consider a scalar field
φ(x) = 2t 2 − 3x2 .
(a) Compute the components of ∂μ φ.
(b) Compute the components of ∂ μ φ.
(c) Compute ∂μ ∂ μ φ. This operation is the d’Alembertian operator on the field and is vital for wave
propagation.
1.11 Consider a tensor field in a 1+1-dimensional Minkowski space:

t 2 − x2
α
W =
.
2x
(a) Compute Wα .
(b) Compute ∂b Wα .
(c) Compute ∂α Wα .
1.12 In April, 2015, proton beams in the Large Hadron Collider were brought up to an energy of 6.5 TeV.
(a) What is the c factor of an LHC proton?
(b) What is the approximate speed of a proton in the beam? Express your answer in terms of 1 − dv, where
dv is the amount by which a proton lags light.
1.13 An excited hydrogen atom emits a 10.2 eV Lyman-α photon.
(a) What is the momentum of the photon? Be sure to express your answer in natural units.
(b) As Newton’s third law remains in force, what is the kinetic energy of the recoiling ground-state
hydrogen atom?
(c) What is the recoil speed of the proton?

Further Readings
Different texts will use different (sometimes wildly different) conventions. With that in mind, you may find the
following helpful supplements to the material in this chapter.
•

•

•

•

Einstein, Albert. The Meaning of Relativity, Princeton, NJ: Princeton University Press, 2005. Einstein wrote
a number of semipopular works on relativity, though all contain mathematics. While only the first section
of Meaning focuses on special relativity, interested readers will also find the last two sections (on general
relativity) written at a great introductory level.
Helliwell, T. M. Special Relativity, Sausalito, CA: University Science Books, 2009. The whole of Helliwell’s
book is well worth a read.
Schutz, Bernard. A First Course in General Relativity, 2nd ed., Cambridge: Cambridge University Press,
2009. I would especially recommend chapters 1 through 3, which focus on tensor notation and special
relativity. With the exception of the signature of the metric, I generally follow Schutz’s notation.
Synge, J. L., & Schild, A. Tensor Calculus, Toronto: Dover, 1949. While much of the book focuses on curved
spaces and differential geometry, the interested reader will find the first two chapters, which provide a
general introduction to tensors, especially useful.

2

Scalar Fields

Figure 2.1. Sir William Rowan Hamilton (1805–1865). Hamilton developed many
of the fundamentals of variational mechanics, including many of the equations that
now bear Lagrange’s and Euler’s names.

We have thus far focused primarily on the dynamics of individual particles, but particles
are nothing more than a shadow of deeper physics—physics dominated by fields. Fields
are a reflection of the fact that physics extends over the entire universe and can be
quantified and measured in all places and times.
The tensor notation we used in the last chapter will come in extremely handy, except
that instead of defining the properties (4-momentum, for instance) of a particle, a tensor
field represents a continuous array of values which may be differentiated with respect
to space and time. Space and time serve as a background of fixed frame-dependent
coordinates, and the fields change and interact upon that background.

The electromagnetic field—defined by the vector potential A(x)
and the scalar potential
(x)—is probably the one familiar to most readers. It took the genius of James Clerk
Maxwell to unify their interactions into a single theory, a unification that played a key role
in Einstein’s development of the theory of special relativity.
Electromagnetism will be an excellent, albeit somewhat overworked, model for us. It
will serve as both an outstanding example of a well-known classical theory, as well as
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a jumping-off point to start talking about the photon and quantization of the field—
the existence of which Einstein helpfully demonstrated through his interpretation of the
photoelectric effect [52] (and for which he was subsequently awarded the 1921 Nobel Prize
in Physics).
Other fields will follow in the same mold, and we will find it convenient to move fluidly
(as it were) between discussions of continuous fields and the particles they represent.
Eventually. Field quantization is going to require a bit of machinery first, and even our
best-understood vector field, the electromagnetic potential, is a bit complicated to start
with.
It’s far simpler to start with a scalar field, defined by only a single number everywhere
in spacetime. Fortunately for us, this isn’t entirely a toy model. Scalar fields describe both
the physics of the Higgs boson [55, 84, 88], as well as the mechanics of the inflationary
early universe [85, 103]. But first, we need some intuition about the physical interpretation
of field mechanics.

2.1 The Principle of Least Action
2.1.1 Historical Motivation
Newton’s laws work extremely well for describing the unconstrained motions of particles.
However, once we introduce constraints or, even worse, fields, all bets are off.
Take light, for instance. In the first century CE, Hero of Alexandria wrote the following
in his work Catoptrics [126]:
[W]hat moves with constant velocity follows a straight line. . . . The moving body strives to
follow the shortest path since it cannot afford the time for a slower motion, that is a longer
path. . . . The shortest of all lines is the straight line.

This principle, he argued, can explain the reflection of light off a mirror, wherein the
angle of incidence equals the angle of reflection.
This same idea was expanded by Pierre de Fermat a millennium and a half later, in
1662 [106]. Fermat’s principle, as it’s come to be known, supposes that the actual path
taken by a beam light between two points is the one that minimizes the total light travel
time, thus deriving Snell’s law (Figure 2.2) from first principles:
n1 sin θ1 = n2 sin θ2 .

Fermat’s principle is remarkable in many ways. Starting from global boundary conditions, it becomes possible to derive the path of a beam of light—almost as though the
light itself had some sort of purpose in trying to traverse the distance as efficiently as
possible.
For the next several centuries (which also saw the development of Newtonian mechanics), applications of minimization principles were further extended to trying to
solve dynamical problems. Among the most famous of these was the brachistochrone
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B
2
1

A
Figure 2.2. Refraction of light in glass.

A

B
Figure 2.3. The inverted cycloid solves the brachistochrone problem.

problem—to find the curve that would most quickly move a particle, acted on only by
gravity, between two designated endpoints.
In rather brash language, in 1696 Johann Bernoulli—one of most eminent of a famous
family of mathematical geniuses—offered the brachistochrone problem as a challenge to
the mathematics and physics communities:
If someone communicates to me the solution of the proposed problem, I shall publicly declare
him worthy of praise.

Newton, having written the Principia Mathematica a decade earlier, was able to solve it in
a long evening [115]. He found that the solution was an inverted cycloid (Figure 2.3).
The brachistochrone problem demonstrates that dynamics and minimization problems
are intimately related. By the 1750s, Leonhard Euler and his student Joseph Louis
Lagrange had developed, in essence, a generalized approach to generating Fermat’s
theorem.
Their methodology was, at least in part, a consequence of the introduction of the
concept of action as suggested by Pierre-Louis Moreau de Maupertuis in 1747 (in
language reminiscent of the principle introduced by Hero of Alexandria):
This is the principle of least Action, a principle so wise and so worthy of the supreme Being,
and intrinsic to all natural phenomena; one observes it at work not only in every change, but
also in every constancy that Nature exhibits. In the collision of bodies, motion is distributed
such that the quantity of Action is as small as possible, given that the collision occurs. At
equilibrium, the bodies arrange such that, if they were to undergo a small movement, the
quantity of Action would be smallest.
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U

q=0
Figure 2.4. A simple harmonic oscillator, along with its corresponding potential.

The action itself wasn’t well defined in the modern sense until 1834, when William
Hamilton offered the relation


S≡

dt L (q̇ , q , t),

(2.1)

where S is the action, q is the coordinate of a system with one degree of freedom, and L
is the Lagrangian (named in Lagrange’s honor by Hamilton). A particle will traverse the
path that locally minimizes the action. For particles moving under a conservative force,
the Lagrangian is simply the difference of the kinetic and potential energies:
L = K − U.

(2.2)

Historically, particle dynamics began with the development of the equations of motion,
and the Lagrangian formalism was created as a more elegant approach. However, for
our analysis of fields, we’ll find it far easier to start with a Lagrangian and work our way
backward to equations of motion, rather than the other way around. Doing so will lead
inexorably to Lorentz-invariant field equations.

2.1.2 The Euler-Lagrange Equations
Consider an example that puts the “classic” in classical mechanics: the mass on a spring.
Lessons learned from the simple harmonic oscillator will serve us well.
The mass on a spring has a single degree of freedom, the extension or compression of
the spring, q . Given some initial values of q and q̇ , it is possible to predict the complete
future evolution of the oscillator. This is true not only for a mass on a spring but—
extended to many particles—for the entire Newtonian framework. The corresponding
Lagrangian for the harmonic oscillator is
1
1
L = mq̇ 2 − kq 2 ,
2
2

(2.3)

where k is the spring constant of the system, and m is the oscillator mass.
The Lagrangian allows us to compute the action for any potential particle path. In
principle, a minimum action path q min (t) may be found through trial and error, but in
practice, trial and error isn’t necessary. Indeed, we never need to figure out the path of
extremized action at all. Instead, we merely need to suppose that we have identified an
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extremum of the action. We then consider what would happen for small perturbations
away from that extremum. That is, for any given coordinate
dL =

∂L
∂L
dq i +
∂ q̇ i ,
∂q i
∂ q̇ i

(2.4)

where dq i (t) represents the small perturbation from the “true” path. Note that the
perturbation of the Lagrangian uses up to only first-order derivatives of q i . That is because
q i and q̇ i are the only terms to enter the Lagrangian.
Near the minimum, the perturbation of the action should be zero:



dS = 0 =

dt


∂L
∂L
dq i +
dq̇ i ;
∂q i
∂ q̇ i

or, integrating by parts, we obtain

dS =



∂L
d
dt
dq i −
∂q i
dt



∂L
∂ q̇ i




dq i


∂ L  B
+ dq i
.
∂ q̇ i  A

The last term integrates zero from the boundary conditions on dq i , and thus



dt dq i

∂L
d
−
∂q i dt



∂L
∂ q̇ i


=0

for any arbitrary segment of time, and we find the familiar Euler-Lagrange equations:
d
dt



∂L
∂ q̇ i


=

∂L
.
∂q i

(2.5)

Indeed, we could easily imagine deriving classical mechanics in the reverse order of
that in which it was discovered: invent a Lagrangian assuming a variational principle and
see how a particle evolves under those constraints. This is, incidentally, almost precisely
what we will do when describing the dynamics of fields, because unlike with individual
particles, there is no preexisting equivalent to Newton’s second law of motion.
The one-dimensional harmonic oscillator Lagrangian has a corresponding EulerLagrange equation:
mq̈ = −kq ,

which you may recognize as simply Hooke’s law. Simple physics, to be sure, but the
universe of possibilities becomes much more interesting when we allow an infinite array
of oscillators to serve as a model for continuous fields.
Example 2.1: What are the equations of motion for a particle moving in a central
potential U(r ), in polar coordinates?
Solution: The Lagrangian of the system is
1 
L = m ṙ 2 + r 2 θ̇ 2 − U(r ),
2
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Figure 2.5. A string envisioned as an infinite array of oscillators.

where the kinetic energy term was derived from our work in example 1.4. We begin
by noting
∂L
= mṙ ,
∂ ṙ

which quickly yields two equations of motion:
mr̈ = mr θ̇ 2 −

∂U
∂r

d  2
mr θ̇ = 0,
dt

the latter of which is a statement of conservation of angular momentum.

2.2 Continuous Fields
2.2.1 Strings
A scalar field, as we’ve already established, has a single value defined at all points in
spacetime. And since it’s a little tricky to visualize a scalar field in three-dimensions, we’ll
confine ourselves to a one-dimensional string for the time being. We start by laying out an
infinite array of simple harmonic oscillators, each one coupled to its immediately adjacent
neighbor, as illustrated in Figure 2.5. For each oscillator, the only free parameter is the
displacement from equilibrium φi (and for which we constrain the particles to have only
vertical motion). We can write a kinetic energy
K=

1
2

mφ̇i2 ,
i

as well as a potential energy

U=
i

1
1
ks φi2 + kc (φi − φi−1 )2 + x2
2
2


,

where ks is the spring constant of each “self-coupling” spring, and kc is the coupling
between adjacent oscillators. Ignoring the final term in the potential energy (it’s a
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constant), we get for the Lagrangian

L=
i


1
1
1
mφ̇i2 − ks φi2 − kc (φi − φi−1 )2 .
2
2
2

We deal with the spatial boundary conditions by assuming that the oscillators form either
an infinite array or a closed loop. Under those conditions, the Euler-Lagrange equations
are easy to solve:
mφ̈i = −kc (2φi − φi−1 − φi+1 ) − ks φi ,

where the unexpected terms arise from considering neighbors both to the left and right
of oscillator i. If we space the oscillators ever closer together, the preceding solution takes
a pleasing form. By redefining the spring parameters
m
ks
; T ≡ kc  x ; r ≡
x
x

μ≡

as the mass density, the tension, and the stiffness of the string, respectively and invoking
the relation
lim

x→0

φi+1 − 2φi + φi−1
∂ 2φ
=
x2
∂ x2

we obtain a continuous equation of motion from the Euler-Lagrange equations:
μφ̈(x) = T

∂ 2φ
− rφ(x),
∂ x2

(2.6)

Which describes the motion of a massive string under tension.
By a similar substitutions, we can write the Lagrangian for a continuous string:

L=

dx

1 2 1
μφ̇ − T
2
2



∂φ
∂x

2


1 2
− rφ .
2

We’re almost there, but the final steps in going from oscillator to string to hypertrampoline to field involves exploiting a bit of relativity.

2.2.2 From String to Classical Field
The action for our one-dimensional string may be written as

S=

dt d x

1 2 1T
φ̇ −
2
2μ



∂φ
∂x

2


1r 2
φ ,
−
2μ

where we have exploited the fact that minimizing a functional also works if we divide by
a fixed constant.
While we derived all of this in 1+1 dimensions (one dimension of space, one of time),
there’s no reason we can’t extend it to 3+1:




S=

d4x


1 2 1T
1
(∇φ)2 − m2 φ 2 .
φ̇ −
2
2μ
2
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You’ll note that in addition to increasing the dimensionality of space, we’ve also made a
couple of substitutions. For one, we’ve defined m2 = r/μ, a suggestive variable definition
that will prove to be well named in short order.
In addition, we’ve substituted



dt d x =
3

d 4 x.

The chief advantage to working in natural units is that space and time are dimensionally
equivalent. Our action—that is, the action of all physics over all times and places in our
entire universe—is designed to keep space and time on equal footing. With that in mind,
we define a Lagrangian density:

S=

d 4 xL.

(2.7)

The Lagrangian density has three major requirements:
1. Terms must be functions of only the field(s), φ, or first derivatives of the field(s), ∂μ φ. This
is the same sort of constraint placed on Lagrangians of particles.
2. The Lagrangian must be a real-valued scalar function with the dimensionality of an energy
density: [E /l 3 ] = [E ]4 .
3. The functional form of the Lagrangian must be invariant under Lorentz boosts and
rotations.

The last requirement seems complicated but isn’t. All our work developing special
relativity led up to a denouement in which constructing Lorentz-invariant quantities
became the easiest thing in the world. We simply need to make sure that all tensor
relations are contracted over 3+1 dimensional space. Going from a string or trampoline
to a classical Lorentz-invariant field requires us to recognize that we’re using an analogy.
We need to finally let go of the analogy. That is, if we set T/μ = 1, we produce a Lorentzinvariant Lagrangian for a real-valued scalar field:
1
1
L = ∂ μ φ∂μ φ − m2 φ 2 ,
2
2

(2.8)

where the raised derivative will produce a negative sign for the spatial derivatives only.
Further, from dimensionality considerations, the field itself has units of energy
[φ] = [E ] ,

as does the quantity m, which, yes, will turn out to represent the mass of the associated
particle.
Throughout, we’ve said we’re describing classical fields, and yet, here we are, talking
about particle masses. Don’t let the casual mention of particles throw you. We’ll see how
we get something somewhat like particles even before formally quantizing our fields.
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2.2.3 Minimizing the Action
We’ve introduced a free-field Lagrangian, but now we need to figure out how to
minimize the action in general. Though the number of degrees of freedom is (infinitely)
larger, the derivation is identical to that for single-particle systems. Perturbing around a
minimization of the action alters the action by



dS =

d4x


∂L
∂L
dφ +
d(∂μ φ) = 0.
∂φ
∂(∂μ φ)

We next integrate by parts:

dS =



∂L
dφ − ∂μ
d x
∂φ
4



∂L
∂∂μ φ



B

∂L
dφ +
dφ  = 0,
∂(∂μ φ)  A
μ

where, again, the last term vanishes by the boundary value conditions (dφ X A =
μ
dφ X B = 0). Thus, the terms in the square brackets must cancel for any parameterization
of the minimized action:

∂μ

∂L
∂(∂μ φa )


=

∂L
∂φa

(2.9)

Hurrah! The expression is the relativistic form of the Euler-Lagrange equations! The
subscript a just admits the possibility that we’ve got more than one field involved.

2.3 The Klein-Gordon Equation
Applying the Euler-Lagrange equations in 4-space can be a frustrating exercise in index
accounting when you first encounter it. Consider the free-field scalar Lagrangian that we
“derived” earlier (equation 2.8). The right-hand side of the Euler-Lagrange is simple:
∂L
= −m2 φ,
∂φ

but the left-hand side,
∂μ

∂

1

∂ m φ∂m φ
∂(∂μ φ)
2



,

(2.10)

is considerably tougher.1 Simply consider the terms inside the parentheses in equation (2.10). There is only one free index, μ, and it is downstairs and also in the
denominator. Just as with ordinary fractions, this means that the term will ultimately
yield an upstairs index:
∂

1

∂ m φ∂m φ
∂(∂μ φ)
2


= ∂ μ φ,

Note that we’ve changed the dummy index in the interior of the Lagrangian from μ to m. As we’re
contracting, it can be anything we like, but it must be a different index from those attached to the derivatives on
the Lagrangian.
1
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which you can confirm by explicitly expanding the expression for μ = 0, 1, 2, 3. This is
very similar to the result you might expect from your experience taking derivatives with
respect to quadratic terms generally.
Putting the entire Euler-Lagrange equation together, we get
∂μ ∂ μ φ + m2 φ = 0.

The first term is an operator known as the d’Alembertian,2 which can more simply be
written as


φ + m2 φ =


∂2
2
2
−
∇
+
m
φ = 0.
∂t 2

(2.11)

The d’Alembertian is the central operator in wave mechanics.
Equation (2.11) is known as the Klein-Gordon equation. Starting with a second order
Lagrangian, we ultimately produced a homogeneous, linear differential equation, which
means that we can express solutions as a linear superposition of plane waves:
φ(x) ∝ e ±i p·x .

(2.12)

The terms in the exponents are most easily understood by separating out the time- and
spacelike components:
−i p · x = i(p · x − E p t),

where the timelike component of the wavenumber is just the energy of the wave
(presumed to be positive). Application of the Klein-Gordon equation to the field (equation 2.12) requires a dispersion relation such that
(−E 2p + |p |2 + m2 )φ = 0,

which should look familiar from our derivation of the special-relativistic energymomentum relation, equation (1.37).
We have not come up with a general rule for quantizing our fields, but nevertheless, we
have a good sense of what our scalar field represents: the dynamics of a particle of mass
m. Since the solutions are linear in φ, we superpose an arbitrary number of particles,
each evolving independently. We will see, further, that these particles are also spinless,
and chargeless, but proof of that will have to wait a bit.

2.4 Which Lagrangians Are Allowed?
The only Lagrangian we’ve seen so far was, in a sense, pulled out of thin air. Sure, we
argued on plausibility grounds that it strongly resembled the physics of an oscillating
string (or, in higher dimensions, a trampoline), but that sort of reasoning is only
suggestive. While ultimately, we’re going to generate the Lagrangians for observed
2

Named after the eighteenth-century mathematician and physicist Jean-Baptiste le Rond d’Alembert.
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particles in real physical systems, the space of possibilities is almost too complicated to
consider.
However, we are helped by the fact that Lagrangians can’t be any arbitrary combination
of fields and their derivatives but must obey certain constraints in addition to those noted
in § 2.2.2, namely:
1. The Lagrangian must be a function of the field and first derivatives of the field.
2. The Lagrangian must be real and have dimensions of [E ]4 .
3. The Lagrangian must be Lorentz invariant.

We can further limit the possibilities with the following considerations:
4. All terms in a Lagrangian should be at least quadratic in the field(s) or their derivatives.
As the dynamical information from a Lagrangian is obtained by taking derivatives with
respect to the field, any constant terms will necessarily vanish. Moreover, even linear terms
can readily be removed through a redefinition. For instance,
φ → φ + φ
will always allow us to swallow linear terms in such a way as to make a potential vanish
around an equilibrium.
5. Higher-order terms may not be important at all energies.
For scalar fields, there are remarkably few ways to produce dynamical expressions which
are Lorentz-invariant real scalars. They typically take the form
∂μ φ∂ μ φ.
But the same is true for the potential—the terms that include only the field itself. Using
the particle Lagrangian formalism as our example (L = K − V ), we see that the potential
for our free-field particle is
1
V = m2 φ 2 .
2
But this is not our only option. We might well imagine a potential of the form
V = c 2φ2 + c 3φ3 + c 4φ4 + . . . .
Potentials of this form have the interesting property that their behavior changes depending
on the amplitude of the field. Note, for instance, that c 2 has dimensions of [E ]2 , while c 3
has dimensions of [E ]1 , and c 4 is dimensionless.
For small perturbations, only the c 2 term in the potential will matter. Or, rather, the
quadratic term will dominate unless
φ

c2
,
c3

at which point, the cubic term kicks in.
This is important to remember. In certain physical systems, the “true” Lagrangian may
not be the one we see in a particular energy regime. This is the underlying motivation for
exploring increasingly energy sectors in particle accelerators.
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Given the constraints listed, the only real-valued scalar field with a quadratic (lowenergy) potential is the one first given in equation (2.8). But nothing prevents us from
imagining a universe made of many such fields.

2.5 Complex Scalar Fields
2.5.1 The Lagrangian
Quadratic Lagrangians dominate at low energies. They also produce linear dynamical
equations, which makes them especially simple to solve. In general, we’ll refer to them
as free-field Lagrangians, and we can easily set up a toy model filled with more than one
type of scalar field. For instance,
1
1
1
1
L = ∂μ φ1 ∂ μ φ1 − m21 φ12 + ∂μ φ2 ∂ μ φ2 − m22 φ22 .
2
2
2
2

(2.13)

The Euler-Lagrange equations are linearly independent. Particle species “1” has no impact
on species “2” and vice-versa. They simply flow past one another through space.
We can continue adding species to our heart’s content, but we’re able to simplify our
expression if the two species have the same mass, m1 = m2 = m. The potential term
becomes
1 2 2
m (φ1 + φ22 ).
2

Inspection of the Lagrangian (equation 2.13) yields a strange insight: what we call one
particle or another is really a matter of mathematical convenience. For instance, suppose
we define two new particles, A and B such that
φ A = φ1 cos θ + φ2 sin θ
φ B = −φ1 sin θ + φ2 cos θ,

where θ is an arbitrary phase. The new delineations of these particles are, in a sense,
“rotations” of the old versions. Nevertheless, the two versions produce very similar
Lagrangian mass terms:
1 2 2
1
m (φ1 + φ22 ) = m2 (φ 2A + φ 2B ).
2
2

It’s a little harder (but still straightforward) to show that
1
1
1
1
∂μ φ1 ∂ μ φ1 + ∂μ φ2 ∂ μ φ2 = ∂μ φ A∂ μ φ A + ∂μ φ B ∂ μ φ B .
2
2
2
2

The original Lagrangian (equation 2.13) can be rewritten identically for particles A and
B instead of 1 and 2. But remember, A and B are different particles from the original
ones. They are superpositions of 1 and 2, which means, in a sense, that that which we
call a particle of a particular type or another is entirely a matter of the basis in which
we measure it. This language, incidentally, may be reminiscent of your work on spin in
ordinary quantum mechanics.
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Since linear combinations of fields can be rewritten to produce Lagrangians, we can
consider the two species to be part of a single complex scalar field; that is,

φ=

φ1 + φ 2
2




+i

φ 1 − φ2
2


.

(2.14)

We leave it as an exercise (problem 2.7) to show that equation (2.13) can be rewritten as
L = ∂μ φ∂ μ φ ∗ − m2 φφ ∗ .

(2.15)

This relation is necessarily real (satisfying the constraints on Lagrangian densities).
In this case, we treat φ and φ ∗ like separate fields for the purpose of computing the
Euler-Lagrange equations. We will make a lot of use of this toy model for fields, since
it’s the simplest one we’ve yet encountered that has more than one particle.
We’ll give away some of the surprise and let you know now that complex phases
correspond to electric charge, and fields that are complex conjugates of one another have
equal and opposite charge. From that logic, purely real fields are necessarily neutral.
Treating φ and φ ∗ as independent fields quickly yields the Euler-Lagrange equations:
( + m2 )φ = 0
( + m2 )φ ∗ = 0.

Both the φ field and its conjugate evolve according to the Klein-Gordon equation, as
expected. It’s an oversimplification to say that φ and φ ∗ represent different particles; one
field completely describes the other. Indeed, they represent antiparticles of one another.
We are still within the regime of toy models, and thus φ and φ ∗ were designed to
be antiparticles of one another. But as we shall see, all particles have a corresponding
antiparticle even if, as is is the case with the Higgs boson, the photon, and the Z0 particle
of the weak interaction, the antiparticle and particle are one and the same. Those three
particles are necessarily electrically neutral, since a particle and antiparticle have opposite
electric charge, as well as opposite weak charges (weak hypercharge and weak isospin,
which we’ll explore in Chapter 9) and opposite strong charges (conventionally known as
color, which we’ll discuss in Chapter 11).
This description of the φ field as a combination of particles and antiparticles has an
interesting consequence. Exchanging φ1 for φ2 has the exact same effect as taking the
complex conjugate of the field; that is,
φ1 ↔ φ2 is equivalent to φ ↔ φ ∗ .

But taking the complex conjugate of the field doesn’t affect the Lagrangian one iota. This
suggests an important symmetry in our toy model.
Example 2.2: Compute the equations of motion for a complex scalar field with
a potential
V (φ) = α(φφ ∗ )1/2 .
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Solution: From the symmetry of the calculation, we need only compute
∂V
α φ
,
=
∂φ ∗
2 |φ|

where θ is the phase of the field. Thus,
φ = −

α φ
,
2 |φ|

which can create circular “orbits” for fixed |φ|.

2.5.2 C, P, and T
Our complex scalar field suggests a very nice symmetry between particles and antiparticles. Indeed, from the perspective of our theory there is no objective reason to say that φ
is the particle and φ ∗ is the antiparticle rather than the other way around. A number of
discrete symmetries are introduced in this simple system, but they show up throughout
our study of classical fields.
The complex scalar Lagrangian remains unchanged, both in form and for any particular
solution provided we make the following transformations:
•

C (Charge) Transformation Turn all particles into antiparticles. In this case, it means all φ1
are exchanged with φ2 , or, as we’ve seen,
Ĉφ = φ ∗ ,

(2.16)

where the “hat” notation indicates an operator. Objects more complicated than scalar fields
will tend to have more complicated charge conjugation operations.
•

P (Parity) Transformations Invert the spatial coordinates of all the vectors in a system:
P̂x = −x.

(2.17)

Thus, a scalar field will simply be turned into its mirror image:
P̂φ(t, x ) = φ(t, −x).
The parity transform can shed light on a number of familiar concepts. For instance, position
(as we’ve seen) and momentum reflect to include a minus sign:
P̂p = −p ,
and thus, the cross product of the two is
P̂(x × p ) = (−x) × (−p ) = x × p .
Angular momentum, in other words, isn’t an ordinary vector. Since the parity operator
leaves angular momentum unchanged, angular momentum transforms as what is known
as an axial vector (or pseudovector, but in this text, we prefer the former label). Spin, one
of the most important quantities in quantum mechanics, is thus also an axial vector, as are
magnetic fields.
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You might object that spin and angular momentum are governed by the “right-hand rule,”
suggesting, naively, that angular momentum should swap under parity transformations.
However, under a P symmetry transformation, every thing is reflected, including your left
and right hands.
In describing the symmetry of theories, we’re looking to see whether the theory itself
will remain invariant under the transformation. For instance, parity transformation of the
Lorentz force law,

F = q ( E + v × B),
produces a negative for the force, E-field, and velocity, leaving the entire equation
unchanged.
Likewise, the Lorentz force equation is also unchanged upon C transformations. While
individual charges will be inverted, we need to remember that the electromagnetic fields are
ultimately generated by charges, and they’ll be inverted as well. The net effect will be that a
global C transformation will leave the interaction invariant.
•

T (Time) Transformations Invert the time like coordinate of all vectors.
T̂x0 = −x0 ,

(2.18)

which is most evident in time derivatives:
T̂φ̇ = −φ̇ ; T̂φ̈ = φ̈.
The transformation properties of C, P, and T should make it clear why second derivatives and
quadratic first derivatives are so ubiquitous in real fields: those are the combinations which
will leave Lagrangians and equations of motions invariant under discrete transformations.

These operators may be combined, and their effects on scalar plane waves are particularly
interesting. For instance,
Ĉe −i p·x = P̂T̂e −i p·x = e i p·x .

In this transformation, the elements of p should be treated as fixed numbers (unchanged by the transformations), while x inverts under PT. The combination of parity and
time inversions produces the same effect on a field as taking a charge conjugation: both
produce a complex conjugate. Applying all three leaves a scalar plane wave completely
unaltered. Scalar fields, then, are invariant under CPT transformations.
Our discussion thus far has focused on toy models with scalar particles, but the
interrelations among time, space, and charge were noted early on. As Richard Feynman
put it in his 1965 Nobel Lecture [62]:
I received a telephone call one day at the graduate college at Princeton from Professor [John
Archibald] Wheeler, in which he said, “Feynman, I know why all electrons have the same
charge and the same mass.” Why? “Because, they are all the same electron!”. . . But, Professor
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I said, there aren’t as many positrons3 as electrons. Well, maybe they are hidden in the protons
or something he said. I did not take the idea that all the electrons were the same one from him
as seriously as I took the observation that positrons could simply be represented as electrons
going from the future to the past in a back section of their world lines. That, I stole!

As we move forward, this convention of assigning antiparticles as the backward-traveling
version of their ordinary-matter counterpart will prove to be extremely useful.

2.5.3 C, P, or T Violation
We’re often less concerned with the symmetry of a particle or field as we are with
the symmetry in the Lagrangian describing a theory. The Klein-Gordon Lagrangian
is manifestly invariant under parity inversion simply because scalar field particles
don’t carry intrinsic angular momentum. Likewise, combinations of φφ ∗ required the
Lagrangian to be invariant under charge conjugation.
Time inversion is a little trickier. A first-derivative velocity term will naturally produce
a negative sign upon time inversion T. As only squares of velocities show up in the
Lagrangian, the overall expression remains blissfully unaware of time inversion.
It’s a simple theory, and thus the Klein-Gordon Theory is invariant under C, P, and
T transformations individually, as well as under the combination of CPT. Indeed, every
theory yet discovered remains unchanged under CPT. Indeed, in the 1950s, Gerhart
Lüders [105] and Wolfgang Pauli [123] showed that CPT symmetry, along with an
assumption of locality,4 led inexorably to Lorentz invariance.
Our scalar Lagrangians are more special still (along with, we’ll note, both the electromagnetic and strong forces), because the Lagrangian remains unchanged under C, P, and
T individually. This will not be true in general and, in particular, in the weak interaction.
In 1957, Chien-Shiung Wu [166] and her collaborators studied the decay of cobalt60 and showed that the weak interaction did not respect mirror symmetry (P) but still
respected the symmetry of C and P combined, as we’ll see in detail in Chapters 5 and 8.
This was merely the first indication of symmetry breaking in the fundamental forces.
In 1964, James Cronin and Val Fitch [38] found CP violations in the decays of neutral
composite particles known as kaons, which we’ll explore further in Chapter 10. For now,
we’ll finish our discussion by simply noting the significance of CP-violating terms.
Partially in response to the Cronin-Fitch experiments, in 1967, the Soviet physicist
Andrei Sakharov [144] argued that for there to be a net of protons over antiprotons (and
neutrons over antineutrons), there needed to be violation of CP symmetry, in addition to
processes that simply allowed the creation of a net number of protons or neutrons. The
Cronin-Fitch experiments showed that the first criterion was satisfied. Unfortunately,
there’s been no experimental detection of baryon number violation.5 Given that matter
3

The antiparticle of the electron.
Roughly, that systems are affected only by their immediate surroundings, and thus (as we’re assuming in
this book) all forces require a mediator to propagate.
5 Baryons are, for this purpose, protons and neutrons.
4
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seems to have dominated over antimatter in our universe, at some energies or timescales
beyond current constraints, the remaining Sakharov condition needs to be met.

Problems
2.1 Snell’s law is a classic minimization problem. Consider two points, A and B (as illustrated in Figure 2.2),
at (−d, 0) and (d, h), respectively. There is an interface at x = 0, to the left of which photons travel at c = 1,
and to the right of which they travel at v = 1/n.
(a) If a photon takes two straight legs to travel from A to B, compute the travel time if it passes through
the interface at position y.
(b) Find a relationship that extremizes the light-travel time as a function of y. You need not solve for y.
(c) Noting
y
sin θ1 = 
,
y2 + d2
compute a relationship between sin(θ2 ) for the extremized path.
2.2 Consider the motion of a particle of mass m on a spring with fundamental frequency x =
the origin. The mass starts at rest at t = 0 and undergoes an oscillation of amplitude x0 :

√
k/m around

x(t) = x0 cos(xt).
(a) Though we almost never do so in practice, compute the action of the system over one oscillation.
(b) Now imagine a perturbation


2p
−t
dx(t) = t
x
which is constrained to be zero at the extremes of the oscillation. Compute the integrated action of


2p
x(t) = x0 cos(xt) + t
−t .
x
You should find that  = 0 minimizes the action.
2.3 Consider two particles of equal mass m connected by a spring of constant k and confined to move in one
dimension. The entire system moves without friction. At equilibrium, the spring has a length L .
(a) Write down the Lagrangian of this system as a function of x1 and x2 and their time derivatives. Assume
x2 > x1 .
(b) Write the Euler-Lagrange equation for this system.
(c) Make a change of variables:
 ≡ x2 − x1 − L
X ≡

1
(x1 + x2 ).
2

Write the Euler-Lagrangian in these new variables.
2.4 As a first, simple model for the behavior of interacting fields, consider a mass m on a one-dimensional
spring with constant k and an additional, coefficient α on a cubic term such that
1
V (x) = kx2 + αx3
2
under the general assumption that the system oscillates with amplitudes of x k/α.
(a) Write the Euler-Lagrange equation for the system.
(b) The solution to the Euler-Lagrange equation for a spring may be written as
x0 (t) = Xe ix0 t ,

Problems | 41
where X is a complex number, and x0 =
assuming

√

k/m as usual. Compute a perturbation term x1 (t) by

x(t) = x0 (t) + x1 (t)
and that |x1 |

|x0 |.

2.5 Starting with the equation of motion for a string under tension (equation 2.6), compute the oscillation
frequency as a general function of mass density μ, tension T , and stiffness r, for the fundamental mode
of a string of length L . Assume a solution of the form
φ(x, t) = φ0 (t) sin(kx).
Does your answer in any way explain the relative sizes of a bass and a violin?
2.6 We assert that ∂μ φ transforms like a 1-form; that is,
μ
μ ∂μ φ

= ∂μ φ.

(a) Relate the components of ∂μ φ to ∂μ φ in (1+1)-dimensional spacetime with a boost in the x-direction
of speed v.
(b) Show that the kinematic component of the Klein-Gordon Lagrangian (equation 2.8) remains invariant
upon a boost.
2.7 Show that the complex Lagrangian
L = ∂μ φ∂ μ φ ∗ − m2 φφ ∗
is algebraically identical to
L=

1
1
1
1
∂μ φ1 ∂ μ φ1 − m21 φ12 + ∂μ φ2 ∂ μ φ2 − m22 φ22
2
2
2
2

if m1 = m2 = m, and




φ1 + φ2
φ 1 − φ2
φ=
+i
.
2
2
2.8 Consider a complex plane wave of the form
φ = φ0 e −ik·x ,
where k and x are both 4-vectors, and x = k 0 should be interpreted as the frequency, while k i are the
components of the wavenumber. Recalling the Klein-Gordon equation for massive fields,
φ + m2 φ = 0,
compute the dispersion relation for the wave and from that compute the phase velocity x/k and the group
velocity dx/dk. The group velocity is the one that actually carries information and so, presumably, should
be subluminal.
2.9 Consider a Lagrangian of a real-valued scalar field:
L=

1
1
1
∂μ φ∂ μ φ − m2 φ 2 − c 3 φ 3 .
2
2
6

(a) Is this Lagrangian Lorentz invariant? Is it invariant under C, P, and T transformations individually?
(b) What are the dimensions of c 3 ?
(c) What is the Euler-Lagrange equation for the field?
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(d) Ignoring the c 3 contribution, a free-field solution may be written
φ0 (x) = Ae −i p·x + A∗ e i p·x
for a complex coefficient A. Consider a lowest-order contribution for φ1
such that

A to a perturbation

φ(x) = φ0 + φ1 .
Derive a dynamical equation for φ1 .
2.10 Show that a complex scalar Lagrangian with V = V (φφ ∗ ) is invariant under C, P, and T transformations.

Further Readings
•

•

•

•

•

Cottingham, W. N., and D. A. Greenwood. An Introduction to the Standard Model of Particle Physics.
Cambridge: Cambridge University Press, 1998. Chapter 3 has an especially nice discussion of the
Klein-Gordon equation.
Neuenschwander, Dwight E. Emmy Noether’s Wonderful Theorem. Baltimore, MD: Johns Hopkins University Press, 2011. Neuenschwander’s book is somewhat mathematical for a popular science book, but a bit
general for students considering field dynamics at the advanced undergraduate level. However, it contains
many interesting historical discussions.
Taylor, John R. Classical Mechanics. Herndon, VA: University Science Books, 2005. Taylor is an outstanding
general introduction to nonrelativistic particle mechanics. Chapters 6 and 7, which cover Lagrangian
mechanics, will be especially useful.
Tong, David. Lectures on Quantum Field Theory.
http://www.damtp.cam.ac.uk/user/tong/qft.html. University of Cambridge, 2006. Readers may find
sections 1, “Classical Field Theory,” and 2, “Canonical Quantization,” particularly useful.
Zee, A. Quantum Field Theory in a Nutshell. Princeton, NJ: Princeton University Press, 2003. Our discussion
of the derivation of field mechanics was largely inspired by Zee’s approach.
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Noether’s Theorem

Figure 3.1. Emmy Noether (1882–1935), c. 1910. Noether developed
the general connection between symmetry and conservation laws.

Conservation laws are the bread and butter of physics. Quantities like angular or linear
momentum or electric charge are useful because you can measure them at one moment,
and so they will remain forever. For much of the history of physics, conservation laws
were taken to be almost axiomatic facts of nature. Galileo argued for something very
much like the conservation of momentum in his Two New Sciences [72] in 1638, which
ultimately gave rise to Newton’s first law of motion. Benjamin Franklin, in a letter to
Peter Collinson in 1747 [67] noted a similar effect for what we now call electrical charges:
the Equality is never destroyed, the Fire only circulating. Hence have arisen some new
Terms among us. We say B (and other Bodies alike circumstanced) are electrised positively;
A negatively: Or rather B is electrised plus and A minus.

Energy conservation, too, seems experimentally to be a fact of nature, a property noted
by Galileo in the motion of pendulums, and culminating, in more modern language, in
the first law of thermodynamics as elucidated by Rudolf Clausius in 1850 [39].
Conservation laws are useful to be sure, but by the turn of the twentieth century, no one
had any real idea of why nature conserved some quantities and not others. The connection
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had to wait until 1918, when the mathematician Amalie “Emmy” Noether published
her eponymous theorem [117, 115] relating conservation laws to symmetries. We’ve
already seen how useful symmetries can be by construction of only Lorentz-invariant
Lagrangians. However, Noether’s theorem demonstrated that the seemingly “obvious”
symmetries of nature—invariance over time and throughout space, for instance—can
have profound implications and predict (or really, retrodict, given the order of scientific
discovery) important conservation laws.
Noether’s theorem can be paraphrased conceptually:
Symmetries give rise to conservation laws.

Noether’s contributions tend to get a rather cursory treatment in classical mechanics
texts, since many of the most important conserved quantities in particle systems can be
derived or deduced almost by inspection. For fields, conservation laws are another matter
entirely; we’d be completely lost without Noether’s insights as to what’s symmetric and
what isn’t.

3.1 Conserved Quantities for Particles
Noether symmetries are transformations that leave the underlying Lagrangian of a system
unchanged. Suppose a system is observed in a particular frame. We may then switch
to other reference frames using a coordinate transformation via a single continuous
parameter. For instance, in one dimension
q → q +

(3.1)

is equivalent to moving the origin to the left a small amount : a small but arbitrary
parameter describing the transformation. In the limit of  → 0, the coordinates (and thus
the Lagrangian) remain unchanged.
We are especially interested in systems such that
dL =

 ∂L
∂q i

dq i +


∂L
dq̇ i = 0,
∂ q̇ i

(3.2)

where dq i and dq̇ i refer to the change in the particle coordinates due to the transformation.
If the Lagrangian remains unchanged by a transform, then we’re dealing with a symmetry
of the system. This is, indeed, the very definition of a symmetry in the sense described by
Weyl in Chapter 1.
The first term under the sum in equation (3.2) can be substituted by a judicious use of
the Euler-Lagrange equations:
dL =
=


 d  dL 
∂L
dq i +
dq̇ i
dt d q̇ i
∂ q̇ i
d  dL
dq i .
dt
d q̇ i
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y

x
Figure 3.2. The Lagrangian remains unchanged under a linear translation
of coordinates.

Assuming that all coordinates can be written as a function of the transformation
parameter ,


d  ∂ L dq i
dL
,
=
dt
∂
q̇
d
d
i
i

(3.3)

and thus the term in the brackets is conserved if the Lagrangian is invariant under
the transformation. The trick is figuring out symmetry transformations that leave the
Lagrangian unchanged.
Example 3.1: Linear Momentum
Consider a particle moving in a gravitational field near the surface of the earth:
1
1
L = mẋ2 + mẏ 2 − mg y.
2
2

What is the conserved Noether quantity for horizontal translations?
Solution: The Lagrangian is invariant under the translation
x → x + ,

since there is no explicit or implicit x dependence in the Lagrangian. Thus, the conserved
Noether quantity is
px =

∂L ∂x
= mẋ.
∂ ẋ ∂

Noether’s theorem immediately (and unsurprisingly) yields conservation of linear
momentum.
Example 3.2: Angular Momentum
Consider the motions of a planet in the potential of the sun, or any other central potential:
1
L = m ṙ 2 + r 2 θ̇ 2 + r 2 sin2 θ φ̇ 2 − U(r ),
2

where U(r ) is some unknown central potential. Under a central potential, the transform is
φ → φ + .

Find the conserved Noether quantity.
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Solution: The transformation leaves the Lagrangian unchanged, since φ enters the
Lagrangian only in the time derivative. Thus,
pφ =

∂ L ∂φ
∂ φ̇ ∂

= mr 2 sin2 θ φ̇,

which is simply the angular momentum in the z-direction.
While the form of the Lagrangian may remain invariant under translations in time, the
value of the Lagrangian likely will not. Thus,
dL
= 0.
dt

In that case, equation (3.3) produces the conservation relation


d  ∂L
q̇ i − L = 0.
dt
∂ q̇ i
i

(3.4)

You may recognize the term in the square brackets as the Hamiltonian, the classical
energy of the system.
Energy and time invariance are very intimately related. You may even have anticipated
a relationship of this form from the time-dependent Schrödinger equation,
i∂ 0 = Ĥ,

just as spatial invariance and momentum are connected via the operator
i∂ i = p̂ i .

It’s not chance that the time derivative operator and the energy operator are one and the
same in quantum mechanics.
Noether’s theorem for particles produces a number of important conservation laws:
•

Symmetry in time translation → conservation of energy

•

Symmetry in spatial translation → conservation of linear momentum

•

Symmetry in rotation → conservation of angular momentum

But the true power of Noether’s theorem comes in exploring the symmetries of field
Lagrangians. In those cases, there aren’t necessarily any simple Newtonian analogs.

3.2 Noether’s First Theorem
Conservation laws for fields are somewhat more complicated than for individual particles.
Under Newtonian mechanics, in particular, we can simply specify some quantity—
energy, momentum, and so on—and note that it doesn’t change over time. But that
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privileges time over the spatial coordinates, and our insistence on Lorentz invariance in
all things suggests that conservation laws need to have a somewhat more general form.
Rather than using simple numbers, we’ll develop a theory of conserved currents,
generically written as J μ . The most famous of these currents, the electromagnetic charge
density and three-dimensional current density, can be written
⎞

⎛
q

⎜ ⎟
⎜ ⎟
⎜ Jx⎟
⎜ ⎟
μ
J = ⎜ ⎟.
⎜ y⎟
⎜J ⎟
⎝ ⎠
Jz

A conserved current (whether electromagnetic or otherwise) is such because
∂μ J μ = q̇ + ∇ · J = 0.

(3.5)

This form is Lorentz invariant (note the matching indices!), but more important, it
immediately yields the familiar statement of conservation of mass or energy in fluid
dynamics. While the form itself is Lorentz invariant, for many practical calculations,
it makes sense to separate the time from the other coordinates.
Integration over an arbitrary volume yields




d V q̇ + ∇ · J = 0.

Defining a charge Q (electrical or otherwise) as the integral over q and invoking the
divergence theorem for the second term yields a very compact relationship:



J · d S.

Q̇ = −

(3.6)

S

The charge within a region decreases or increases only when a current carries it out or in
across a surface. Supposing that surface is the entire universe, or any sufficiently isolated
region of space, Q will be a conserved quantity.
We note that the definition of a conserved quantity becomes a bit more complicated in
curved spacetime. Under those circumstances, care needs to be taken with the volume
element. We consider just such a situation in the context of an expanding universe in
§3.6. But for now, we’re confronted with a more fundamental question: How are these
currents generated in the first place?

3.2.1 Symmetries and Conservation Laws
We showed for a single classical particle that if the Lagrangian (or the action, generally) is
invariant under some transformation, then there is a conserved value. Now, we’re going
to do something more general. Noether’s first theorem really states
If a system has a continuously symmetric action, then there is a corresponding conserved
current.
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Having motivated with a single-particle Lagrangian, we consider coordinate transformations on a Lagrangian density on a group of fields:
∂L
∂L
∂μ (dφa )
dφa +
∂φa
∂(∂μ φa )


∂L
∂L
= ∂μ
dφa +
∂μ (dφa )
∂(∂μ φa )
∂(∂μ φa )


∂L
= ∂μ
dφa ,
∂(∂μ φa )

dL =

(3.7)

where the fields and coordinates vary with respect to the transformation parameter . We
will see how, in short order, but in general, we may suppose that the symmetry transform
is described by a parameter  such that
dφa =

∂φa
.
∂

The variation of the field with the transformation parameter can be a bit tricky, but it will
become more intuitive with a few worked examples, as we’ll see in the next section.
If the Lagrangian is unchanged on the transformation, then our work is done.
Comparison of equation (3.7) with equation (3.5) suggests that we have already found
a conserved current.
Noether’s theorem is useful, in large part, because the form of the Lagrangian is often
patently symmetric upon a particular transformation. The Klein-Gordon Lagrangian (and
all other Lagrangians found in nature) has no explicit position or time dependence, and
thus displacements in spacetime leave the form of the Lagrangian unchanged.
The same cannot be said for the value of the Lagrangian. The Lagrangian is also a
function, and thus transformations—especially spatial transformations—mean that the
Lagrangian needs to be evaluated in the transformed coordinates, and this means that it
will have a different value.
How can the Lagrangian vary? Unlike a field, which can be complex or can represent
vectors or other complicated objects, the Lagrangian must be a real-valued scalar. Thus,
we tend to care only about coordinate transformations; that is,
∂L
∂ xμ
= ∂μ L
.
∂
∂

(3.8)

Supposing that the divergence of the coordinate on the transform is zero (as is the case
for coordinate rotations and displacements),
∂μ

∂ xμ
= 0,
∂

which yields a particularly nice result:
∂L
= ∂μ
∂




∂ xμ
L .
∂

(3.9)
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If the perturbation to the Lagrangian is expressible in terms of a total derivative, then
equation (3.7) produces a conserved current density
Jμ =

∂L ∂φa ∂ xμ
−
L,
∂(∂μ φa ) ∂
∂

(3.10)

where there is an explicit sum over all the fields. If the form of the current isn’t
immediately intuitively obvious, don’t worry. A few examples will help clarify things.

3.3 The Stress-Energy Tensor
We saw in our analysis of nonrelativistic particles that invariant Lagrangians upon
displacement in space give rise to a conserved momentum, and symmetry in time give
rise to a conserved energy. But special relativity suggests that the two displacements
should be related to one another. Thus, consider a more general displacement in
spacetime:
xm → xm +  m .

In this particular case,  m represents four possible different transformation parameters.
As a result, we expect to find four different (but related) conserved currents. Shifting our
coordinates to the left (for instance) changes the value of various scalar fields at any given
point in spacetime by
φa (x) → φa (x) +  m ∂m φa ,

which may be expressed more compactly as
∂φa
= ∂m φa ,
∂ m

yielding a conserved Noether current:
T μm =

∂L
∂m φa − dμm L.
∂(∂μ φa )

This is, in fact, a set of four conserved currents, known as the stress-energy tensor, by
comparison with fluid mechanics (albeit extended into 3+1 dimensions).
Raising the lowered index yields the tensor form:
T μm =

∂L
∂ m φa − g μm L.
∂(∂μ φa )

(3.11)

The stress-energy tensor is, as we noted, a collection of four closely related currents,
which may be interpreted as follows:
•

T 00 – The energy density of a field

•

T i0 – The momentum density of a field in the ith direction

•

T 0i – The energy flow through through a plane normal to the ith direction

•

T i j – The stress tensor as normally defined in fluid mechanics
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The stress-energy tensor is most famous as the source term of general relativity.
It provides the basis for the Einstein field equation [54],
G μm = 8pGT μm ,

(3.12)

where G μm is known as the Einstein tensor and describes, roughly, the overall curvature
of the universe. It’s not just the energy density that produces gravitational fields: the
pressure and bulk flow contribute as well.

3.3.1 The Stress-Energy of Real-Valued Scalar Fields
Consider a real-valued scalar field with an arbitrary potential V (φ):
1
L = ∂μ φ∂ μ φ − V (φ).
2

(3.13)

The density component of the stress-energy tensor almost immediately yields
q = T 00 = φ̇ 2 − L
=

1 2 1
φ̇ + (∇φ)2 + V (φ).
2
2

(3.14)

The form of the energy density is almost identical (except for the gradient terms) with
what you might naively expect from simply extrapolating from the energy of a particle in
a one-dimensional potential. Unsurprisingly, the energy density is not Lorentz invariant,
since it involves only a single component of a tensor.
Other terms in the stress-energy tensor have important physical interpretations. The
diagonal spacelike terms, for instance, are equal to the pressure:
T 11 = (∂1 φ)2 + L
=

1 2 1
φ̇ + (∂1 φ)2 − (∂2 φ)2 − (∂3 φ)2 − V (φ).
2
2

It may take a little experimentation to verify that manipulating signs and positions
of indices works, and after we’ve done that, we’re left with a rather awkward-looking
expression. However, this simplifies considerably if
1
(∂1 φ)2 = (∂2 φ)2 = (∂3 φ)2 = (∇φ)2 ,
3

as will be the case for an isotropic fluid. In that case, T 11 = T 22 = T 33 is the pressure:
1
1
P = φ̇ 2 − (∇φ)2 − V (φ).
2
6

(3.15)

The relationship between pressure and density will become particularly interesting when
we consider the behavior of the inflaton field in the early universe.

3.3.2 Complex Scalar Fields
Next, consider a massive complex scalar field (equation 2.15). Following the example
for a real field almost exactly, we can quickly compute the various components of the
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stress-energy tensor, and in particular, the energy density:
q = φ̇ φ̇ ∗ + ∇φ · ∇φ ∗ + m2 φφ ∗ .

(3.16)

The complex field can be thought of as a superposition of fields for an antiparticle pair,
which we’ll label b particles and c particles (as we motivated in equation 2.14). Further, we
can express a general solution to the field as a plane-wave Fourier expansion of the KleinGordon solution (equation 2.12), albeit with a somewhat odd-looking normalization:

φ(x) =

1
d3 p

3
(2p) 2E p

b p e −i p·x + c ∗p e i p·x .

(3.17)

The terms b p and c p are arbitrary complex coefficients with the surprising dimensionality
of [b p ] = [c p ] = [E ]−3/2 .
Most of our work in this book will be made enormously simpler by working in
Fourier space, since plane waves are energy and momentum eigenfunctions. Linear
operations, including time and space derivatives, are made especially simple, and because
the fundamental basis involves the momentum and energy of individual particles, it will
be especially simple to interpret Fourier modes physically.
Further, going from classical to quantum will prove especially simple in Fourier space.
It should not surprise you to learn that when we ultimately quantize the scalar field, b p
and c p will be operators, creating and annihilating the b and c particles of the appropriate
momentum and energy. For now, they’ll remain simple classical amplitudes.
We can operate on φ by taking time or spatial derivatives of equation (3.17). For
instance,

φ̇ = −i

d3 p E p

(2p)3 2E p

b p e −i p·x − c ∗p e i p·x .

But since the density is quadratic in the field, we need to integrate over a second dummy
momentum. Thus, the first term in the energy-density relation (equation 3.16) is
∗

φ̇ φ̇ =



d 3 p d 3q E p E q

b p e −i p·x − c ∗p e i p·x
(2p)6 2 E p E q

b q∗ e iq ·x − c q e −iq ·x .

As we are treating superpositions of plane waves, on average, the field will represent a
constant density and momentum of particles. That said, it will make sense to integrate
over all space. Under those circumstances, our exponentials simplify dramatically. We
will use the integral relationship



d 3 x e ik·x = (2p)3 d(k)

a lot. In that case, cross terms will produce very nice delta functions. For instance,

d 3 xe i( p∓q )·x = (2p)3 d(p ∓ q ).

Integrating over all space as well as d 3 q yields


d 3 xφ̇ φ̇ ∗ =



d 3 p E 2p
∗
b p b ∗p + c p c ∗p − b p c −p − b ∗p c −
p .
(2p)3 2E p

(3.18)
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The last two terms might seem like a cause for concern, but be patient. Multiplying out
the other two terms in the energy density (3.16) in similar (and unilluminating) fashion,
we get





 


d3 p 1  2
∗
E p + |p |2 + m2 b p b ∗p + c p c ∗p + −E 2p + |p |2 + m2 b p c −p − b ∗p c −
p
(2p)3 2E p

d3x q =





d3 p 1  2 
∗
2E p b p b ∗p + c p c ∗p + (0) b p c −p − b ∗p c −
p
3
(2p) 2E p

=




d3 p
E p b p b ∗p + c p c ∗p ,
3
(2p)

=

(3.19)

a very pleasing-looking result. A straightforward interpretation of this is that

Nc =

d3 p
c p c ∗p
(2p)3

represents the number of c’s in the system. The result is similar for b particles.
Example 3.3: Calculate the linear momentum density
scalar field as expanded in terms of Fourier modes.



d 3 xT i0 for a complex-valued

Solution: The momentum is
φ̇∂ i φ ∗ + φ̇ ∗ ∂ i φ

with g 0i = 0. Computing the spatial derivative of equation (3.17), we obtain

∂ i φ(x) = −i

so
φ̇ ∗ ∂ i φ =



d 3 p pi

b p e −i p·x − c ∗p e i p·x ,
(2p)3 2E p

pi E q
d 3 p d 3q

b p e −i p·x − c ∗p e i p·x
3
3
(2p) (2p) 2 E p E q

b ∗p e iq ·x − c p e −iq ·x ,

which, adding the complex conjugate and integrating over all space, quickly yields



d 3 xT i0 =

d3 p i
p [b p b ∗p + c p c ∗p ],
(2p)3

demonstrating that both b and c particles carry positive inertial mass.

3.4 Angular Momentum
As was the case in particle dynamics, rotation is also the generator for angular momentum
in fields. To make matters more concrete, we will focus on rotations around the z-axis,
which will, naturally enough, generate the z-component of angular momentum. Under
those circumstances
∂φa
= (x2 ∂1 φa − x1 ∂2 φa ).
∂
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μ

The angular momentum is a conserved current l z , but we’re really interested only
in μ = 0, since it corresponds to the angular momentum density, as opposed to the
angular momentum flow. Thus, following the prescription for generating currents
(equation 3.10), yields
∂ x0
= 0,
∂

and thus,
l z0 = φ̇ x2 ∂1 φa − x1 ∂2 φa ,

(3.20)

which more or less immediately produces the relation
l = r × p ,

where l is the angular momentum density in each of the three spatial directions. This is,
naturally, the expected result.
There’s a slightly more intuitive way to describe the angular momentum density, one
which doesn’t require quite so many cross products, namely,
lz =

∂L ∂φa
,
∂ φ̇a ∂θ

(3.21)

where θ is the angle of rotation around the z-axis. We’ll find this form a bit more useful
when we start considering the angular momenta of nonscalar fields later on.

3.5 Electric Charge
We’ve focused thus far exclusively on coordinate transforms, but many other symmetry
transformations are possible. In the Standard Model, most of the interesting symmetries
arise out of internal symmetries, which are perhaps simpler to explain by way of example
than by a strict definition.
In quantum mechanics, since all measurable quantities (e.g., the probability density)
are products of the wavefunction and its complex conjugate, (e.g., ww∗ ), changing the
phase of the wave produces no change in observables; that is,



ww∗ → e −iθ w e iθ w∗ = ww∗ .

The same relation holds for complex-valued scalar fields. Since all terms in the Lagrangian
are products of the field and its conjugate,
L = ∂μ φ∂ μ φ ∗ − m2 φφ ∗ ,

then transformations of the form
φ → φe −iq θ
φ ∗ → φ ∗ e iq θ
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will yield no change in either the form or the value of the Lagrangian. Here, q is an
arbitrary coupling constant that we will associate with the electric charge of the particle.
Noether’s theorem tells us exactly how to turn this symmetry into a conserved quantity.
Under small changes in the parameter θ the fields change as
∂φ
= −iq φ
∂θ
∂φ ∗
= iq φ ∗ ,
∂θ

yielding an electromagnetic current:
J μ = iq [φ∂ μ φ ∗ − φ ∗ ∂ μ φ] .

(3.22)

Calculating the current for the plane-wave expansion of the complex field (equation 3.17)
gives


d3x J μ = q




d 3 p pμ 
b p b ∗p − c p c ∗p .
3
(2p) E p

(3.23)

Several exciting results pop out immediately. For one, it is clear that the b and c
particles have opposite charges, despite having the same mass, as we showed earlier.
It’s completely arbitrary which one we choose to call the particle and which one the
antiparticle. It’s merely historical accident (a convention owed to Benjamin Franklin) that
we label the electron with a negative charge.
For the timelike component J 0 , the total charge is
Q = q (Nb − Nc ),

(3.24)

while for the spacelike components, the current is
I i = q v i (Nb − Nc ).

Since we haven’t yet introduced any electromagnetism into our theory of fields, the
very concept of charge is thus far meaningless. But in short order, we’ll see how the same
symmetry which gives rise to conserved charge will also give rise to Maxwell’s equations
themselves.

3.6 Digression: Inflation
As a final example of the centrality of conserved currents in understanding dynamical
systems, we will explore how even a simple scalar field can exhibit complex behavior
under the right circumstances. In particular, we will consider the dynamics of the very
early universe, both as an interesting system in its own right, as well as a precursor to our
work on the Higgs field in Chapter 9.
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3.6.1 Fluids in an Expanding Universe
As Georges Lemaître predicted from general relativity in 1927 [101], and Edwin
Hubble [90] observed two years later, the universe is expanding. Technically, Hubble
simply noted that nearby galaxies are generally receding from us, with more distant
galaxies receding more quickly, but the implication is the same.
Rewind the expansion, and the natural interpretation is that at some early time, the
overall density and temperature of space must have been incredibly high. This is the
foundation of the hot Big Bang model of cosmology. At the earliest moments (current
estimates put it at around 10−36 s after the Big Bang), the dynamics of the universe were
likely driven by a scalar field known as the inflaton field [85, 103]. We’ll consider how the
inflaton field and the expansion of the universe played off one another. But first, we’ll
need a little background physics.
Hubble noted that within the distance range that he could accurately measure, galaxy
recession seemed to be linearly proportional to distance. Through the lens of general
relativity, this is interpreted as the scale of the universe increasing monotonically by
a dimensionless scale parameter a(t). Expansion diffuses the density of a system, but
some care must be used, since the expansion of a fluid under pressure does work on the
universe. As a consequence, the density of a fluid scales as
q ∝ a −3(1+w) ,

(3.25)

where w is the equation of state of the fluid, which in natural units may be written
w≡

P
.
q

(3.26)

In practice, w is a rational constant for many fluids ( 0 for nonrelativistic matter, 1/3 for
radiation). For ordinary, nonrelativistic matter, the density is inversely proportional to the
proper volume element, q ∝ a −3 , as expected. Conversely, for relativistic fluids, including
radiation, the expansion of the universe produces the somewhat more surprising relation
q ∝ a −4 . Not only does the density of photons decrease in an expanding universe, but the
energy of each photon decreases as its wavelength stretches with the universe.
Most peculiar is the case of w = −1, wherein, counterintuitively, the density remains
constant despite the expansion. A negative pressure corresponds to a tension, which we
can generate with a wide range of scalar fields. Consider a Lagrangian with an as-yetunspecified potential:
1
L = ∂ μ φ∂μ φ − V (φ).
2

(3.27)

We may compute the density (equation 3.14) and pressure (equation 3.15) relations, and
further simplify under the assumption of a homogeneous field:
w=

1 2
φ̇ − V (φ)
P
= 21 2
.
q
φ̇ + V (φ)
2

(3.28)

For systems where the potential term is larger than the kinetic term, w → −1, and,
following equation (3.25), the energy density of the field will remain a constant in time.
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3.6.2 The Friedmann Equation
Einstein’s field equation (3.12) relates the stress-energy tensor to the time evolution of
a gravitational system. During the 1920s, Alexander Friedmann and others found that
the evolution of the expansion factor could be written as a fairly simple function of an
integration constant and the energy density at any given time. This solution is known as
the Friedmann equation [69] and can be used to compute the rate of expansion at any
epoch in the universe:
 2
ȧ
8pGq
,
≡ H2 =
a
3

(3.29)

where H is known as the Hubble parameter, after Edwin Hubble’s observational discovery of the expanding universe. At present, the Hubble parameter has an approximate
value of (14 Gy)−1 . Of particular relevance to our discussion of scalar fields is the inflaton
field with q = constant. In that case, equation (3.29) can be solved to produce
a ∝ e Ht ,

or, in other words, the universe exponentially expands without end. This is known as a
de Sitter universe, and its dynamics seem to describe the first instant after the Big Bang.
Classical inflation isn’t really eternal; it came to an end roughly 10−34 s after it began
(nearly an eternity in the context of the Big Bang). To understand how, we’ll need to take
a slightly closer look at the form of the inflaton potential.

3.6.3 The Inflaton Field
From the Planck time onward, the universe started to cool, but it wasn’t until approximately 10−36 s after the Big Bang that the inflaton field began to become important. At
that time, temperatures had cooled to energies of about 1016 GeV.
Our picture of the inflaton field depends largely on the details of the inflaton potential
V (φ), but we suppose a model with a false vacuum (where the field started) and a true,
lower vacuum (where the field ended up), as seen in Figure 3.3.
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Figure 3.4. The growth of the universe during the inflationary epoch.

At an early time, the field starts near φ = 0 (this is, in essence, what we mean by the
vacuum). We have seen that the proper volume in an expanding universe requires a factor
of a 3 , and thus an appropriately normalized Lagrangian density must be written as

L = a3


1 2
φ̇ − V (φ) .
2

Applying the Euler-Lagrange equation quickly yields
φ̈ + 3Hφ̇ = −

∂V
.
∂φ

(3.30)

As the universe expands, the expansion itself acts as a friction term until ultimately
the inflaton field reaches the true vacuum of the universe, and the inflationary epoch
stops. The whole process takes, in most models, around 10−34 s, but during that time, the
universe inflates on the order of 10100 .
Inflation blows up the universe to such extreme scales that any curvature that it
may have had is essentially erased in the process, and inhomogeneities in the very
early universe are smoothed out. While we haven’t explored the quantum effects,
quantum fluctuations in the inflaton field seed the universe with low-amplitude density perturbations—ultimately giving rise to cosmological structure. This discussion,
however, is beyond the scope of this book.
Further, it’s entirely possible (though difficult to swallow from a “naturalness” perspective) that a remnant of the inflaton field remains. The universe still has an energy
component that seems to both accelerate expansion and remain constant in density over
time. This cosmological constant or dark energy is small, about 10−120 the density of
the inflaton field, but it is possible that the true vacuum of the inflaton potential wasn’t
identically zero.1 It’s only been in the last few billion years that the density of ordinary
and dark matter has become sufficiently diffuse for dark energy to dominate [56, 130],
1

If the true vacuum isn’t identically zero, then it differs only fractionally from zero, by 1 part in 10120 .
This represents an incredible (in the most literal sense) fine-tuning problem, and barring some fundamental
principle to enforce it, seems unlikely to have occurred naturally.
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but dominate it does. In that sense, eternal exponential expansion describes the future
evolution of the universe as well as the past.

Problems
3.1 A nonrelativistic particle moves in Cartesian coordinates with a potential energy
U(z) = mg z.
The Lagrangian will remain invariant under the transformation
x → x + y
y → y − x.
What is the corresponding conserved Noether quantity?
3.2 A particle is confined to move along the surface of an infinitely long cylinder of radius R. The equipotential
curves on the surface makes a helical pattern:
U = U0 sin(φ − αz).
(a) What is the coordinate transformation on φ and z that leaves the Lagrangian invariant?
(b) What is the corresponding conserved quantity?
3.3 A particle of mass m and charge q in an electromagnetic field has a Lagrangian
L=

1 ˙2

mr − q ( − r˙ · A),
2

 is the vector potential.
where  is the scalar potential, and A
(a) Suppose (just for the moment) that the potential fields are not explicit functions of x. Use Noether’s
theorem to compute the conserved quantity of the electromagnetic Lagrangian (the canonical
momentum).
(b) More generally, assume that the potential fields vary in space and time. What are the Euler-Lagrange
equations for this Lagrangian corresponding to particle position xi ?
(c) Solve (and simplify) your previous solution explicitly for mẍ. Remember that the Euler-Lagrange
equation uses a total time derivative (apply the chain rule!).
 fields.
Express the fields as combinations of components of E and B
3.4 Consider a universe consisting of two real-valued scalar fields φ1 and φ2 with the total Lagrangian
L = L1 + L2 + Lint ,
where L1 and L2 are the free-field Lagrangians of the two fields:
L1 =

1
1
∂μ φ1 ∂ μ φ1 − m21 φ 2 ;
2
2

L2 =

1
1
∂μ φ2 ∂ μ φ2 − m22 φ22 .
2
2

There is also an interaction Lagrangian
Lint = −kφ12 φ22 ,
with k > 0.
(a) What is the dimensionality of k?
(b) Compute the T 00 component of the stress-energy tensor for the φ1 and φ2 free fields.
(c) Compute the T 00 component of the stress-energy tensor for the interaction Lagrangian.
(d) Based on your previous answer, state whether the scalar fields attract or repel one another.
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3.5 Compute all four components of T 1μ for a massive complex scalar field.
3.6 We’ve seen that a real-valued scalar field may be expanded as a plane-wave solution:

φ(x) =

1
d3 p

[c p e −i p·x + c ∗p e i p·x ].
(2p)3 2E p

Compute the total anisotropic stress

d 3 xT i j ,
where i = j , for a real-valued field by integrating over the stress-energy tensor.
3.7 Consider the plane-wave solution for a complex scalar field (equation 3.17). The elements of the stressenergy tensor may all be expressed as
T μm =





1
d 3 p d 3q

B μm b p b q∗ e i(q − p)·x + B μm∗ c ∗p c q e −i(q − p)·x + cross terms .
3
3
(2p) (2p)
4E p E q

(a) For the stress-energy components T μ0 compute the coefficient B μ0 explicitly.
(b) Now, consider the continuity equation
∂μ T μ0 = 0.
Compute the coefficient corresponding to each term of this divergence.
(c) Combine the coefficients in the previous parts to demonstrate that energy is conserved for a complex
scalar field.
3.8 We might suppose (incorrectly, as it happens) that a vector field has a Lorentz-invariant Lagrangian
L = ∂μ Am ∂m Aμ − m2 Aμ Aμ .
(a) Compute the Euler-Lagrange equations for this Lagrangian.
(b) Assume a plane-wave solution for the vector field
Aμ =



d3 p μ 1
 
a p e −i p·x + a ∗ e i p·x ,
(2p)
2E p

where we haven’t specified the polarization state(s)  μ explicitly.
Develop an explicit relationship between the polarization, the momentum of the field, and the mass.
What condition does this impose for a massless vector particle?
(c) What is the energy density of the vector field?
3.9 In subsequent chapters, we will often describe multiplets of scalar fields,

=

φ1
φ2


,

where φ1 and φ2 is each, in this case, a real-valued scalar field. For example,
L=

1
1
∂μ T ∂ μ  − m2 T 
2
2
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is a compact way of describing two free scalar fields with identical masses. This Lagrangian is symmetric
under the transformation
 → (I − iθ X),
where X is some unknown 2 × 2 matrix (to be determined), and θ is assumed to be small.
(a) What is the transformation of T (to first order in θ )? Show that T  remains invariant under this
transformation.
(b) What is the conserved current in this system?
(c) As we will see, for the particular case described in this problem (known as SO(2)) the elements
of X are


0 i
.
X=
−i 0
Compute the conserved current in terms of φ1 and φ2 explicitly.
3.10 Consider a few field theory requirements of inflation.
(a) Following the Friedmann equation (3.29), at what equation of state w (equation 3.28) is the threshold
between an accelerating universe (ä> 0) and a decelerating one?
(b) Given the constraint on the previous problem, set a reasonable relationship on the “velocity” of the
φ field (φ̇) such that inflation is ended.
(c) Assume that the change in φ is sufficiently slow that φ̈ 0. This is known as slow roll inflation. Using
equation (3.30) with your previous result, give a constraint on where on the V (φ) curve inflation will
end. You may assume the Hubble constant is, indeed, constant prior to this point.

Further Readings
•

•

•

•

Goldstein, Herbert, Charles Poole, and John Safko. Classical Mechanics, 3rd ed. San Francisco: Addison
Wesley, 2002. Goldstein is rightly considered the definitive text for advanced classical mechanics. The
discussion of Noether’s theorem, in Chapter 13, is particularly useful for supplementing the material
presented here.
Jackson, John David. Classical Electrodynamics. 3rd ed. New York: Wiley, 1999. Chapter 12 has a nice
discussion of relativistic fields in the context of electromagnetism and, in particular, of the stress-energy
tensor. This reading will anticipate our work in vector fields.
Neuenschwander, Dwight E. Emmy Noether’s Wonderful Theorem. Baltimore, MD: Johns Hopkins University Press, 2011.
Peacock, John A. Cosmological Physics. Cambridge: Cambridge University Press, 1999. Chapter 11 has a
very nice discussion of not only the inflationary paradigm from fields discussed here but also its relation
to the growth of structure.
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Symmetry

Figure 4.1. Évariste Galois (1811–1832). Galois was a pioneer in the study of
group theory.

We’ve been talking about symmetries of the Lagrangian in a very ad hoc sort of way. Our
reliance on inspection and hairy algebraic calculations seems to contradict the idea that
the Standard Model is elegant, natural, or beautiful, which are the sort of appellations that
it’s normally given.
In this chapter, we’ll embark on a more formal discussion of symmetry, but we start by
addressing why symmetry arguments are especially useful. Consider a uniform circular
ring of electric charge for which we ask the question, what is the electric field at the
center of the ring? It is, of course, possible to compute the field as an integral over
every segment of the ring, but symmetry arguments in this case are far faster. There’s
no possible direction in which an electric field could be pointed that wouldn’t break the
circular symmetry of the system, and thus the field is zero.
Symmetry arguments don’t so much allow us to solve new problems as they allow
us to constrain the space of possible solutions. We have already seen, for instance, that
the requirement for Lorentz invariance significantly reduces the number of potential
Lagrangians describing physical interactions. Our goal will be to introduce new symmetries with the hope (informed by experiment and history) that they will limit the flexibility
of theories to only a few parameters.
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What we’re really talking about here are groups of transformations that leave the
Lagrangian unchanged. These symmetries, via Noether’s theorem, ultimately give rise
to conservation laws.
Groups will turn out to be the key to describing the contents of the particle zoo, and
their interactions, and, more to the point, how the Standard Model can be said to be
developed from a set of simple assumptions. But first, we need to say a few words about
what groups are.

4.1 What Groups Are
The term groupe was first coined by Évariste Galois [73], a precocious French mathematician1 whose work, along with that of Joseph-Louis Lagrange [94] is generally considered
foundational to the development of group theory [68].
In terms of definition, groups are a fairly modest concept. A group is nothing more
than a collection of operations, labeled {g i }, that can be applied in sequence and which
adhere to a few basic rules.
1. Closure. If g i and g j are part of the group, then
gi ◦ g j = gk

(4.1)

must be as well. “Multiplication” (denoted by the ◦ symbol) in this context, must be
contextually defined and need not correspond to what we’d normally think of as scalar
multiplication. It simply means applying the transformations on some object, sequentially
from right to left.
2. Identity. There must exist an element I such that
gi ◦ I = I ◦ gi = gi

(4.2)

for all members of the group. This is analogous to multiplying by one or adding zero in
ordinary arithmetic.
3. Inverse. For every element g there exists an inverse g j = (g i )−1 such that
g j ◦ gi = gi ◦ g j = I
4. Associativity. Grouping doesn’t matter. Thus,
g i ◦ (g j ◦ g k ) = (g i ◦ g j ) ◦ g k .

In general, elements of groups need not commute. As a reminder, the commutation
operator is defined as
[ Â, B̂] = Â B̂ − B̂ Â .

(4.3)

1 Galois exemplifies the truism that mathematicians do their best work at an early age. He was fatally
wounded in a duel at age 20.
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Table 4.1. The Multiplication Table of a Finite Group.
◦

I

g1

g2

I

I

g1

g2

g1

g1

g1 ◦ g1

g1 ◦ g2

g2
..
.

g2

g2 ◦ g1

g2 ◦ g2

...

Note: The closure condition requires that all products are
themselves members of the group.

Table 4.2. The Multiplication Table of the Z2 Group.
◦

1

−1

1

1

−1

−1

−1

1

For operations that commute (yielding a zero for the commutator) the order of operations
doesn’t matter. For instance, translations in space commute, since retracing your steps
in reverse order gets you back to where you started. Such groups are called Abelian (after
the Norwegian mathematician Neils Henrik Abel).
In many ways, non-Abelian groups are going to be of greatest interest to us. For
instance, consider rotations of a sphere. A rotation through the equatorial axis followed
by a rotation along the prime meridian will produce a different configuration than the
operations applied in reverse order.
Taking our cues from quantum mechanics, we know that there are a number of
important operators (momentum and position, for instance) that do not commute with
one another. These commutation relations, in turn, provide the basis for ideas like the
uncertainty principle. Most of the important symmetry groups in the Standard Model will
behave similarly. We note by way of a teaser that the noncommutation of the symmetry
groups tends to produce some interesting coupling effects in the electroweak and
strong forces.
For the moment, however, we’ll content ourselves with simply noting whether a group
is or isn’t Abelian and leave it at that.

4.2 Finite Groups
Finite groups are an easy foray into group theory, since in principle all their elements can
be written in a multiplication table (Table 4.1).
One of the simplest finite groups is {1, −1} under the operation of multiplication, often
called Z2 . In that case, we can explicitly write out a multiplication table (Table 4.2).
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Figure 4.2. The spiral galaxy M81 as imaged by the Hubble Space Telescope.
Credit: NASA, ESA, and The Hubble Heritage Team (STScI/AURA)

Not only is this group finite, but it’s cyclical, since every element appears exactly once in
each row and column of the multiplication table. This group is also, incidentally, Abelian,
since the multiplication table is symmetric. Don’t worry if the parade of groups gets a
bit confusing. Only a few groups are terribly important in the scheme of things, and we
enumerate the important ones in Appendix D.
The Z2 group looks for all the world like reflection or charge conjugation, since in
each case, there are only two possible operations: flip or stay the same, and flipping twice
is equivalent to staying the same. We will find that a number of groups are essentially
equivalent to one another. The name for this property is isomorphism, which is another
way of saying that there is a 1:1 mapping between the elements of one group and another.
Take a look at the spiral galaxy M81 in Figure 4.2. Apart from doing nothing
(I in the language of groups), there is precisely one unique operation that will keep the
appearance of the galaxy (essentially) the same: rotation by 180◦ . Applying this rotation
twice returns the galaxy to its original configuration. This operation produces the exact
same multiplication table as the Z2 group and is thus an isomorphism.
Z2 is the simplest nontrivial group and one that shows up surprisingly frequently in
both physics and mathematics, but a higher-order group might shed a little more light on
how finite groups (and by extension, infinite groups) work.
Example 4.1: The Equilateral Triangle (D3 )
Consider the symmetry transformations allowed on an equilateral triangle (also known as
D3 for the third dihedral group). For recordkeeping, we label the vertices of the triangle
ABC as in Figure 4.3. What is the group of allowed transformations that leaves the
appearance of the triangle unchanged?
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A

B

C

B

A

C

A

A

C

B

B

C

Figure 4.3. Some allowable symmetry transformations on an equilateral triangle,
R−1 and F1 .

Table 4.3. The Multiplication Table of the Equilateral Triangle Group.
◦

I

R1

R−1

F1

F2

F3

I

I

R1

R−1

F1

F2

F3

R1

R1

R−1

I

F3

F1

F2

R−1

R−1

I

R1

F2

F3

F1

F1

F1

F2

F3

I

R1

R−1

F2

F2

F3

F1

R−1

I

R1

F3

F3

F1

F2

R1

R−1

I

Note: The members along the rows are to the left of the members
above the columns.

Solution: There are six permutations of the vertices that leave the appearance of the
triangle unchanged: ABC, BCA, CAB, ACB, CBA, BAC, and thus there must be six
members of D3 :
•

I : Do nothing

•

R1 : Rotate 1/3 of a clockwise turn

•

R−1 : Rotate 2/3 of a turn or −1/3 of a turn

•

F1 : Flip through the vertical axis

•

F2 : Flip through the axis passing through the lower right corner

•

F3 : Flip through the axis passing through the lower left corner

This geometric object can be abstracted to its multiplication table (Table 4.3).
The asymmetry of the table immediately indicates that the group is non-Abelian.
Inspection of Table 4.3 indicates that there are a number of subgroups within D3 . For
instance, {I, R1 , R−1 } form an Abelian subgroup of rotations, the cyclic group, Z3 . This
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can be seen by considering the terms in the table that contain only multiplications of I,
R1 , or R−1 and subsequently produce only those members. Z3 is a subgroup of D3 .
The beauty of this formalism is that we can replace our triangle with another geometric
shape or something abstract, and as long as the relative terms in the multiplication table
remain the same, any conclusions about the group that hold for the triangle also hold for
another object with the same symmetry group.

4.3 Lie Groups
Not all groups have a finite number of elements. For instance, the set of integers under the
operation of addition has all the properties of a group. The inverse is simply the negative,
and the identity is addition of zero.
In physics, we are typically much more concerned with continuous groups known as
Lie groups (pronounced “Lee,” named after the mathematician Sophus Lie [102], who
did much of the groundbreaking work in their development). Unlike discrete groups, Lie
groups are necessarily infinite and have one or more continuous parameters. Any unique
value of the parameter in turn produces a unique group element.

4.3.1 Rotations and Notations
While mathematicians may find it useful to discuss members of a group as a pure
abstraction, physicists tend to focus more on the representation of the group. We almost
always operate on numbers or vectors or vector-like objects (bispinors, which we’ll
encounter in the next chapter), and so we’ll generally find it most convenient to express
members of Lie groups as square matrices, which we’ll generically denote as M.
Consider a set of points defined in two-dimensional Cartesian coordinates. We could
imagine applying many different coordinate transformations: a uniform translation, for
instance, or a Lorentz boost. But suppose we want to limit ourselves to only that set of
transforms for which the distances between each point and the origin and each other
remained fixed. Or, to put it another way, suppose we wish to find the set of transforms
such that
r 2 = xi xi = fixed.

As we learned in our discussion of our discussion of metrics, the distance between the
points and the origin will remain invariant upon a rotation. Having worked in plane
geometry, the coordinate transformations will be written in the form
⎛
⎜ cos θ
M(θ) = ⎝
− sin θ

⎞
sin θ ⎟
⎠.
cos θ

(4.4)
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This is the irreducible representation (because it’s the smallest matrix that will
describe it) of SO(2), which stands for “special orthogonal group in two dimensions,”
or, more simply, the “circle group.”2
Because many of the matrices representing elements of important groups in the
Standard Model have a number of things in common, some definitions are necessary
to explain the shorthand. The most commonly used symbols are the following:
1. Special (S): The determinant of the matrix is +1.
2. Orthogonal (O): The inverse is equal to the transpose:
MMT = I.
As the determinants of the matrix and its transpose are equal, the determinant can be ±1,
and the matrix itself is real.
3. Unitary (U): The inverse of a complex-valued M is equal to the Hermitian transpose:
MM† = I.

Inspection will show that rotations are both special and orthogonal, and as it can be
represented by a 2 × 2 matrix, we label the group as SO(2).
We’ve seen rotational invariance before. We noted in the first chapter that a quantity
that is completely independent of direction in 3-space will have an SO(3) symmetry—
a designation that makes a little more sense now. The gravitational potential of the
sun is completely isotropic, and thus the theory of Newtonian gravity should have
an SO(3) symmetry. However (and this is a very important point) that doesn’t mean
that the solutions will be necessarily symmetric. As Kepler noted and Newton proved,
the solutions to this symmetric potential are less-symmetric-looking ellipses. As David
Griffiths [80] put it:
The Greeks apparently believed that the symmetries of nature should be directly reflected in
the motion of objects: Stars must move in circles because those are the most symmetrical
trajectories. Of course, planets don’t, and that was embarrassing (it was not the last time that
naive intuitions about symmetry ran into trouble with experiments).

SO(2) and SO(3) are subgroups of a very important group that we assumed implicitly
in our discussion of special relativity even though we didn’t call it such—the Poincaré
group [131], which consists of
•

Linear translations in spacetime

•

Rotations

•

Boosts

The latter two transforms are a subgroup that constitutes the Lorentz group.
2

A circle, naturally, because a circle is completely unchanged under a rotation.

68 | Chapter 4 Symmetry
Part of our working assumption in constructing realistic Lagrangians will be that they
must be invariant under Poincaré group transformations. Fortunately, as near as we can
tell, nature seems to have simplified our work by satisfying these symmetry conditions.
Returning to SO(2), we may consider subsequent applications of rotations. We’ll leave
it as an exercise for you to show that
M(θ1 )M(θ2 ) = M(θ1 + θ2 ) = M(θ2 )M(θ1 ).

The members commute, and thus the SO(2) group is Abelian.
A very closely related group to SO(2) is U(1), but while the former is real valued, the
latter is complex. As U(1) is parameterized by a single number, its members can be
generated via
M(θ) = e −iθ .

It should be clear that both SO(2) and U(1) are isomorphic to one another, as they both
represent a periodic rotation in one dimension.

4.3.2 Generators
We saw earlier that to calculate the Noether current, we need to compute the effect
of arbitrarily small transforms. That is, both SO(2) and U(1) have a single continuous
parameter θ . In the limit of θ → 0, both groups reduce to I, the identity element.
We can expand any such transformation in terms of a Taylor series in the parameter;
that is, defining a generator X for a group as
M = e −iXθ ,

(4.5)

we can expand the transformation to first order as
M(θ)  I − iXθ.

(4.6)

For U(1),
e −iθ  1 − iθ,

and thus the generator is simply X = 1.
Example 4.2: What is the generator for SO(2)?
Solution: Taking the derivative of equation (4.4) with respect to θ ,
⎛
∂M ⎜ − sin θ
=⎝
∂θ
− cos θ

⎞
cos θ ⎟
⎠ = −iX,
− sin θ
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and in the limit of θ → 0, sin θ = 0 and cos θ = 1. Thus, for SO(2),
⎛
⎜0
X=⎝
−i

⎞
i⎟
⎠,
0

(4.7)

which you may recognize as the negative of r2 , the second Pauli spin matrix.
Once we’ve determined a complete set of generators for a symmetry group, we can
return to equation (4.6) and suppose that it’s merely the first term in a Taylor series.
This makes sense, since by the closure requirement of groups, multiple small rotations
must produce a larger rotation that is also a member of the symmetry group. This result
is particularly useful because it means that when expressed as matrices, the elements’
group can be generated via an exponential,
 

M = e −i θ ·X ,

(4.8)

 for instance, to represent an N-dimensional space vector composed
where we’ve used X,
of the Pauli generators. Thus, a dot product takes the form
=
θ · X



θ i Xi .

i

You may note that generators play the same role that ordinary basis vectors do in ordinary
geometry and trigonometry, where θ represents a coordinate in a linear space. The
combination of angles defines a set of coordinates, while generators define unit vectors
in a Hilbert space, named after the mathematician David Hilbert [89, 147]. That we can
think of group elements as being points in an N-dimensional space also means that our
choice of basis vectors in that space isn’t set in stone. We can combine them using the
normal tricks of linear algebra, so long as there are N of them.
The linearity of the space, in turn, makes differentiation of the group elements a fairly
trivial operation.

4.3.3 Generators and Noether’s Theorem
Group theory formalism may just seem like circular reasoning (pun intended) for the
U(1) and SO(2) groups, but it becomes important in other cases. Consider translational
symmetry, introduced earlier:
x → x + .

We don’t care so much about the coordinates but rather about a function defined by the
now-changed coordinate
φ(x + ) = φ(x) + 

∂φ
,
∂x
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which makes the generator for translations the operator
X = −i

∂
,
∂x

which looks very familiar. This starts to give us a deep insight into two seemingly
unrelated facts:
1. The conserved Noether quantity for translational symmetry is momentum.
2. The momentum operator in quantum mechanics is the spatial derivative.

The reason that these are so important is that we will frequently want to take
derivatives of our Lagrangian with respect to symmetry parameters. For instance, if we
have a field φa operated on by a member of a group M, then following Noether’s theorem
(equation 3.10), we’ll often want to compute
∂φa
= −iXi φa ,
∂θ i

(4.9)

Knowing the generators means that we essentially get the currents instantly.

4.4 SU(2)
We close our discussion of group theory by introducing two very important Lie groups in
particle physics, SU(2) and SU(3). The first is central not only in the weak interaction but
also (and perhaps more familiarly) in the discussion of spin. The latter is the basis of our
description of the strong force.
What we mean when we say something like “SU(2) describes the weak interaction”3 is
that the Lagrangian which describes the weak interaction will be invariant under SU(2)
symmetry transformations. We can guess the existence of a group and then try to find the
simplest Lagrangian that is invariant under those symmetry transformations, or we can
do the whole thing the other way around (as we’ll do now for pedagogical reasons).

4.4.1 The Members of SU(2)
We begin by imagining that the universe consists of a doublet of scalar particles, and for
compactness we’ll pair them together, and label the entire two-component object :
⎛

⎞

⎜ φ1 ⎟
 = ⎝ ⎠.
φ2

(4.10)

3 Those familiar with the symmetries of the Standard Model may realize that we’re fudging the truth
somewhat at this stage. The underlying symmetry of the electroweak model is SU(2)L ⊗ U(1), not SU(2). The
weak interaction is necessarily left-handed, and the SU(2) symmetry by itself doesn’t explain, for instance,
massive mediators. We’ll deal with these questions in Chapter 9.
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These components don’t correspond to time and space but are instead two components
of a single field, each of which varies in time and space.
Let’s further suppose that the Lagrangian contains only terms that look like
†  = φ1∗ φ1 + φ2∗ φ2 ,

(4.11)

and corresponding derivatives that couple in the same way. We are primarily concerned
with how two particles couple to one another, and we will generally focus on multiplets
of particles that have identical interactions. For a transformation to be a symmetry, the
preceding sum needs to remain unchanged. The Lagrangian satisfying these symmetry
constraints would describe two particles that are identical but for their labels. The form of
the terms in the Lagrangian looks almost exactly the same as a rotational invariance. From
the perspective of an SU(2) theory, φ1 and φ2 particles are so utterly indistinguishable that
swapping one for the other changes absolutely nothing in our toy universe.
It should be clear that whatever else we do to transform , we need to do so from a 2 × 2
matrix, but the determinant of that matrix must be ±1. Otherwise, the inner product of φ
with itself wouldn’t be conserved; that is,
 → M
† → † M†
†  → † M† M,

so
M† M = I,

(4.12)

which is the definition of the unitary group U (that is, the inverse of an element is the
Hermitian conjugate). The reason that we have the special unitary group is that we already
know the case where the determinant of M isn’t 1,
⎛
⎞
1
0
⎜
⎟
e iθ ⎝
⎠,
0 1

which is just a representation of U(1). Nothing prevents us from having a combined group
of both SU(2) and U(1). Notationally, this is written as SU(2) ⊗ U(1) and is the union of
the two groups. It is also, not coincidentally, the basis of electroweak unification.
For the moment, we’ll confine ourselves to looking for the elements of SU(2).
Expanding equation (4.12) yields
 

 

e i θ·X e −i θ·X = I,
†

which can be satisfied only if Xi = Xi .
Counting the degrees of freedom (and eliminating the U(1) solution) produces three
independent coordinates in Hilbert space and thus three unique generators. Fortunately,
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our studies of nonrelativistic quantum mechanics have not been in vain:
⎛
⎜0
r1 = ⎝
1

⎞
1⎟
⎠;
0

⎛
⎜0
r2 = ⎝
i

⎞
−i ⎟
⎠;
0

⎛
⎜1
r3 = ⎝
0

⎞
0⎟
⎠,
−1

(4.13)

which are a complete basis for describing any possible generator for SU(2) and also have
the nice properties
ri ri = I (no sum)

(4.14)

and
ri , r j = 2i



rk i j k ,

(4.15)

k

where the i j k is known as the Levi-Civita symbol and yields 1 for indices in cyclic order
(e.g., 231), −1 for indices in anticyclic order (e.g., 213), and 0 otherwise (e.g., 221).

4.4.2 Algebras
Owing to the closure requirement on groups, commutators of generators must take the
form
Xi , X j =



2i f i j k Xk ,

k

where the f symbols are known as the structure constants (sometimes defined without
the factor i). The commutation relationships between the generators (and, by extension,
between the group members themselves) define an algebra, which is simply a fancy way
of describing how the vectors in the Hilbert space can be added and subtracted from
one another.
Structure constants turn out to be exceedingly important. In some sense, the definition
of a group (closure and associativity, in particular) requires that commutation relations
between two generators produce a third generator. But these relations can be abstracted
still further by introducing the Baker-Campbell-Hausdorff relations,
1

e X e Y = e X+Y+ 2 [X,Y]

(4.16)

and
e X Ye −X = Y + [X, Y],

(4.17)

where X and Y are assumed to be generators, operators, or matrices.
We’ve introduced U(1) and SU(2) because of their relative simplicity but also because
they are of fundamental importance in the Standard Model. In 1941, Wolfgang Pauli
recognized the significance of U(1) as the symmetry underlying electromagnetism [122],
and 20 years later, Sheldon Glashow [78] proposed that the SU(2) symmetry, along with
U(1), could unify the weak and electromagnetic forces. Understanding the underlying
symmetries is going to be time well spent.
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There is meaning behind the number of generators. Each generator will ultimately give
rise to a new particle—a mediating particle—that communicates the interaction. U(1) has
one generator, and thus electromagnetism has one particle, the photon. Likewise, SU(2)
has three generators, and thus three mediators, W+ , W− , and Z0 .
But before getting into the details of how a field moves between states, it’s worth
considering what the two “states” in an SU(2) theory correspond to. As it happens, this
symmetry shows up in two different contexts.

4.4.3 Spin and Weak Isospin
In the most familiar context, the SU(2) symmetry group describes the spin of electrons.
For spin-symmetric Lagrangians, converting all spin-up particles |↑ to spin-down |↓ ,
and vice-versa, will have no effects on interaction energies, where we’ve used Paul Dirac’s
bra-ket notation [48] in anticipation of combining states with more than one particle.
Combinations of multiple particles lend an additional insight. We enumerate all
possible combinations of two-particle systems:
1
|↑↑ ; |↓↓ ; √ (|↑↓ + |↓↑ ) (triplet)
2

(4.18)

and
1
√ (|↑↓ − |↓↑ ) (singlet),
2

(4.19)

where the triplet of states is symmetric under change of spins (total spin of 1), and the
singlet is antisymmetric (spin of 0). No amount of rotation in SU(2) will turn an element
of the singlet state into a triplet, or vice-versa. Indeed, it’s not a coincidence that there
are three generators and three different ways of constructing symmetric states. The
generators are the operations whereby the different elements of the triplets can be rotated
into one another.
Part of the reason that Noether’s theorem is so powerful is that it allows us to quickly
relate the transformation properties of a unitary matrix to conservation laws. This can
easily be seen by noting that for a symmetry transformation in general,
M Ĥ|w = ME |w = E w = ĤM|w ,

or, equivalently,
[ Ĥ, M] = 0.

(4.20)

Symmetry operations commute with the Hamiltonian.
The advantage of the singlet-triplet classification scheme is that it allows us, almost
without any additional work, to identify allowed processes which conserve energy or, in
the case of spin, total angular momentum.
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But there is a subtler manifestation of the SU(2) symmetry as well. Under weak
interactions, particles can be sorted into doublets such as
⎞
m
⎜ e⎟
 = ⎝ ⎠,
e
⎛

⎛ ⎞
⎜u⎟
⎝ ⎠,
d

(4.21)

where me is the electron neutrino, e is the electron, u is the up quark, and d is the down
quark. We haven’t formally encountered most of these particles yet, but they have a
centrality in physics (see Figure 1). Trios of quarks make up baryons, the lightest of which
is the proton, followed closely by the neutron.4
The statement that Lagrangians of  are invariant under SU(2) transformations means
that as far as the weak interaction is concerned, the two particles in the doublet are
interchangeable.5 That is, turning all electrons to neutrinos and vice-versa will not alter
the weak interaction calculation one iota, or even that
1
|ee ; |me me ; √ (|me e + |eme )
2

should all be energetically identical under the weak interaction.
Because the form of the Lagrangian requires terms like those found in equation (4.11),
the mass of each particle in the doublet should be the same. As the electron (me =
0.511 MeV) is far more massive than the nearly massless neutrino, this is clearly not
the end of the story.
We hasten to also point out that that doesn’t mean that electrons and neutrinos are
identical as far as the other forces are concerned. Electromagnetism distinguishes very
strongly between the two particles, as one (the electron) has charge and the other (the
neutrino) does not. For what it’s worth, the strong force will ignore both neutrinos and
electrons equally.

4.5 SU(3)
Much of the development of the Standard Model hinges upon selecting possible symmetries for the underlying Lagrangian and exploring the fields and conserved currents
generated by those symmetries. In 1964, Murray Gell-Mann [75] and George Zweig
[170, 171] independently proposed that the strong force is described by the SU(3) group.
4 It is curious that the neutron is heavier than the proton. The electromagnetic potential energy of the proton
ought to make its mass the larger of the two. The massive neutron arises since a down quark is 2–4 MeV higher
than an up quark, and neutrons comprise two downs and an up, while protons comprise two ups and a down.
In problem 6.3, you’ll have the opportunity to estimate the proton mass correction.
5 We need to make the caveat (as often as possible) that the symmetry of the weak force isn’t quite SU(2) for
two reasons. First, the weak interaction is only a remnant of a broken symmetry of SU(2)L ⊗ U(1), and second,
the L corresponds to the fact that the weak interaction is left-handed. As a result, even absent electromagnetism,
neutrinos and electrons are clearly distinguishable, if for no other reason than by their vastly different masses.
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While we haven’t discussed much about the strong force yet, we can make a few
observations from simple inspection.
For instance, the elements of SU(3) are represented by a 3 × 3 matrix, which means
that the symmetry operations are applied to a triplet. By analogy with our work with
SU(2), there should be three possible states or particles that are completely symmetric
with respect to the strong force. Unlike electrons and neutrinos, quarks respond to the
strong force. Gell-Mann coined the word quark after a passage in Finnegan’s Wake [76],
and it caught on, in preference to Zweig’s proposed “aces.”
There are six different flavors of quarks—corresponding to a unique name and
electrical charge—but those don’t concern us here. What most concerns us is the color,
the strong force equivalent to electrical charge. Every flavor of quark can come in “red,”
“green,” or “blue”:
⎛ ⎞
⎜r ⎟
⎜ ⎟
⎟
 =⎜
⎜ g ⎟.
⎝ ⎠
b

It should go without saying that the word “color” is simply a handy mnemonic for
remembering the triplet. Indeed, as quarks can be probed only on the subfemtometer
scale, color in the optical sense is meaningless.
We will ultimately derive the properties of the strong force interaction, but to give a
sense of what color means, we consider a group of quarks of the same flavor. As with
electromagnetism, there are some approximate rules of thumb:
•

Quarks with different colors attract.

•

Quarks with the same color repel.

These rules should look very similar to those of electromagnetism. In electromagnetism,
flipping the signs of all charges doesn’t change the forces at all. Likewise, changing all red
quarks to green quarks and vice-versa will leave the energy of interaction in the system
unchanged.
And what of the generators of the SU(3)?
In general, the SU(N) group will have
nX = N2 − 1

(4.22)

generators, derivable entirely from the conditions that X† = X, and thus the trace of
the generators must be zero (and consequently the determinant of the transform must
be 1). In SU(2), this resulted in three generators, which we noted correspond to the three
weak interaction mediating particles, W± and Z0 . Thus, in SU(3), we anticipate 32 − 1 = 8
generators and thus eight mediators for the strong force. These, collectively, are known
as gluons.
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The generators are known as the Gell-Mann matrices, and while it’s premature to delve
too deeply into their role in the strong force, we can get a sense of them:
⎛
⎜0
⎜
k1 = ⎜
⎜1
⎝
0

1
0
0

⎞
0⎟
⎟
0⎟
⎟.
⎠
0

The seven others would prove equally unilluminating at this point. We’ll get to them in
due course. But first, we’ll need to deal with fields more complex than scalar.

Problems
4.1 Consider a rectangle

A

B

D

C

(a) List (and label) all the possible unique transformations that can be performed on the rectangle that
will leave it looking the same as it did initially.
(b) Construct a multiplication table for your set of transformations.
(c) Does the set have the properties of a group?
4.2 Quaternions are a set of objects that are an extension of imaginary numbers, except that there are three of
them, i, j , and k, with the relations
i 2 = j 2 = k 2 = i j k = −1.
(a) Construct the smallest group possible that contains all the quarternions.
(b) Compute the commutation relation [ j, i].
(c) Construct a multiplication table for the quarternions.
4.3 Show that
M(θ1 )M(θ2 ) = M(θ1 + θ2 ) = M(θ2 )M(θ1 ),
where M(θ ) are the elements of SO(2).
4.4 In quantum mechanics, SU(2) is used to describe the spin of electrons and other spin-1/2 fermions,
including quarks. Consider a meson comprising a ud pair. Assume that the quarks have zero orbital
angular momentum. Previously, we noted that there are a triplet of symmetric states and a singlet of
antisymmetric states.
(a) What is total spin for mesons in the symmetric and antisymmetric state? As a reminder, addition of
spins yields the relationship
S2 = s 12 + s 22 + 2s1 · s2 ,
with the quantum spin relation S2 = s (s + 1).
(b) Starting with | ↑↑ show that an SU(2) rotation of both spins results in transforming a symmetric spin
state into a different superposition of symmetric states.
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4.5 Consider a three quark system comprising three distinguishable flavors (e.g., uds ). What are the possible
total spin quantum numbers of the resulting baryon? Are there any states which would not be allowed if
the three quarks were indistinguishable (e.g., uuu)?
4.6 Expand the series e −iθr2 explicitly and reduce to common trigonometric, algebraic, or hypergeometric
functions.
4.7 Using the Baker-Campbell-Hausdorff relations, compute
1
2
(a) e iθ r1 e iθ r2 .
(b) e −ir1 r2 e ir1 .
4.8 The SO(3) symmetry (rotation in three dimensions) has the generators
⎞
⎞
⎞
⎛
⎛
⎛
0 0 0
0 0 i
0 −i 0
⎟
⎟
⎟
⎜
⎜
⎜
⎟
⎟
⎟
⎜
⎜
X1 = ⎜
⎝0 0 −i ⎠ ; X 2 = ⎝ 0 0 0⎠ ; X 3 = ⎝ i 0 0⎠ .
0 i 0
−i 0 0
0 0 0
(a) Compute the commutator of [X 1 , X 2 ].
(b) Now consider a vector in this 3-D space:
⎛ ⎞
1
⎜ ⎟
⎟
Vi = ⎜
⎝2⎠.
0
Applying a small rotation, θ 3 1, compute the first-order estimate of the transformed vector.
(c) In a short sentence (or an equation if you like), what about the vector (or other 3-D vectors) is going to
be conserved in an SO(3) transformation?
4.9 Consider a 1+1 dimensional spacetime. We would like to compute transformations such that

V0
M
V1
produce a fixed value of
(V 0 )2 − (V 1 )2 .
Astute observers may recognize this as a restatement of Lorentz invariance. This dot product will be
conserved if
MT gM = g,
where g is the metric, written as a matrix, and

a b
,
M=
b d
where M is a symmetric, real-valued matrix.
(a) Multiply out the terms in equation 4.23, and determine b and d in terms of a based on the constraint,
and rewrite M in terms of a explicitly.
(b) Compute the determinant of M.
(c) Note that a = 1 corresponds to no boost (e.g., rest frame). More to the point, in general, a = c. Expand
M to first order in v (which will be the parameter of our group).
(d) Recalling the definition of the generator as
M = I − iv X,
compute the generator of the group, X.
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4.10 Consider a universe consisting of a complex field defined by two components:
=

φ1
φ2


.

The Lagrangian takes the form
L = ∂ μ † ∂μ  − m2 † .
In some sense, there are four fields at work here: φ1 , φ1∗ , φ2 , φ2∗ . But for the purposes of this problem, you
should generally think of  and † as representing the two different fields. Since each is a 2-D vector,
there are still four degrees of freedom.
(a) Consider a rotation in SU(2) in the θ 1 direction (rx ). Expand M as an infinite series, and express as a
2 × 2 matrix of only trigonometric functions of θ 1 .
(b) Verify numerically that your matrix (i) is unitary and (ii) has a determinant of 1.
(c) Compute a general expression for the current associated with rotations in θ 1 .
4.11 The Gell-Mann matrices are the generators for the SU(3) group, the Lie group at the heart of the strong
force. Two of the Gell-Mann matrices are
⎞
⎞
⎛
⎛
0 1 0
0 0 1
⎟
⎟
⎜
⎜
⎟
⎟
⎜
k1 = ⎜
⎝1 0 0⎠ ; k4 = ⎝0 0 0⎠ .
0 0 0
1 0 0
What is [k1 , k4 ]?

Further Readings
•
•

•

•

•

•

Cornwell, J. D. Group Theory in Physics: An Introduction. New York: Academic Press, 1997.
Feynman, Richard P., and Robert B. Leighton. The Feynman Lectures on Physics. Reading, MA: AddisonWesley, 1963. Chapter 52, Symmetry in Physical Laws, is especially good for giving a broad-brush overview
of why symmetry is so important.
Georgi, Howard. Lie Algebras in Particle Physics: From Isospin to Unified Theories, 2nd ed. Boulder, CO:
Westview Press, 1999. The group theory neophyte will find chapters 1, 2, 3, and 7 especially instructive.
Griffiths, David. Introduction to Elementary Particles, 2nd ed. Hoboken, NJ: Wiley-VCH, 2008. Chapter 4
has an excellent discussion of symmetries and elementary Lie groups.
Weyl, Hermann. Symmetry. Princeton, NJ: Princeton University Press, 1952. Weyl doesn’t explicitly deal
in the language of group theory, but his discussion of symmetries in nature and mathematics is excellent.
Zee, A. Group Theory in a Nutshell for Physicists. Princeton, NJ: Princeton University Press. 2016. Zee
provides an important resource for mathematically minded students who want to learn more about group
theory and its application in other areas of physics.
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The Dirac Equation

Figure 5.1. P.A.M. Dirac (1902–1984). Dirac’s equation serves as the foundational
description for relativistic fermions and thus for Lagrangians in the Standard
Model.

Scalar fields are about as simple as fields can get, and our reliance on them has relieved
us, so far, from being bogged down in the complexities of spin. However, the universe
isn’t obliging enough to allow us to ignore spin indefinitely. Most of the interesting stuff
in our universe—everything we can directly interact with, in fact—comprises electrons
and quarks, particles with intrinsic spin, and is collected under the umbrella of fermions.
The statistical properties of fermions had been understood since 1926, when Enrico
Fermi [59] and Paul Dirac [44] independently found that particles like electrons failed
to obey the classical specific-heat relationships predicted for an ideal gas, especially at
low temperatures. Fermi and Dirac1 hypothesized that the energy states of electrons are
quantized, but antisocial; multiple electrons can’t be found in the same quantum state. An
explanation as to why fermions behave the way they do had to wait until the development
1

Interestingly, and touchingly, both ascribed priority to the other.
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of the Dirac equation in 1928 [46], which finds its origins in the unification of quantum
mechanics and special relativity.

5.1 Relativity and Quantum Mechanics
5.1.1 The Form of the Field
There are many ways in which the quantum wave function and a classical field can be
used almost interchangeably. There’s not much difference in many applications between
saying, “there is a 10% probability of finding a particle here,” (quantum) and saying, “10%
of the particles can be found here” (classical). In either case, we can construct a solution
as a series of plane waves
w(x) ∝ e −i p·x ,

(5.1)

with the understanding that a measurement of intensity or probability will require the
square of the wave.
Each mode represents a monoenergetic beam of coherent particles, but we so far lack
a general dispersion relationship or a method for evolving w if we know only its initial
conditions. In quantum mechanics (what’s generally known as the first quantization)
of the system is achieved by taking all the dynamical variables and turning them into
operators,
p̂ μ w = i∂ μ w = p μ w,

(5.2)

and inserting the plane-wave solutions from equation (5.1). We have seen hints of this
relationship in our discussion of Noether’s theorem. Translational invariance (generated
by spatial derivatives) gives rise to conserved momentum, while time invariance produces
conserved energy. Consequently, the Hamiltonian Ĥ provides a mechanism for describing the time evolution of a wavefunction. The operator notation can be retroactively
inserted into the Klein-Gordon equation (2.11):



p̂ μ p̂μ − m2 φ = 0.

This is an elegant-looking equation, but it hides a bit of physical ugliness: the timeevolution component is second order in time.
A second-order time operator means that initial conditions for both φ and φ̇ must be
specified to evolve the field. This situation may not, at first blush, seem that dire. It is not
so different from the physics in the Newtonian framework, wherein we need to specify
both initial positions and velocities to solve for future evolution.
But quantum fields are different. In particular, quantum mechanics is predicated on
the idea that the probability density of particles integrated over space is a positive definite
constant. Alas, second-order dynamic equations prevent such a simple interpretation of
the field [80, 83].
If, however, we have a first-order equation of motion, then the initial state of a system
tells us everything we need to know to evolve it indefinitely. That’s precisely the state of
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affairs in non-relativistic quantum mechanics, wherein a freely propagating particle can
be described by the Schrödinger wave equation:


∂
∇2
w = 0.
i +
∂t 2m

Unfortunately, as the Schrödinger equation privileges time over space, it’s no simple
matter to extend it to relativistic systems.

5.1.2 Electrons and Holes
When we quantize a classical field, energies turn into time derivatives. Thus, if we want an
evolution equation that’s first order in time, we’d like to turn the Klein-Gordon dispersion
relation
( p 0 )2 − |p |2 − m2 = 0

(5.3)

into an equation that’s linear in energy. Using a bit of middle-school algebra, we might
be tempted to suppose that we can factor a quadratic equation into two linear equations.
This approach seems especially promising if we consider the limiting (and patently framedependent) case of a particle at rest,
E 2 − m2 = 0,

which quickly yields
E = ±m,

either of which could be used to produce a differential wave equation linear in the time
derivative. One of these solutions—the negative-energy one—seems a bit perplexing.
Experimentally, there is no such thing as negative mass, and you might feel tempted
to throw out the negative-energy solution as unphysical.
Common sense notwithstanding, Dirac was willing to follow this reasoning through to
the end. As Richard Feynman put it [64]:
When I was a young man, Dirac was my hero. He made a breakthrough, a new method of
doing physics. He had the courage to simply guess at the form of an equation, the equation we
now call the Dirac equation, and to try to interpret it afterwards.

Dirac [47] described his initial approach to negative energy particles (“holes”) thus:
It was proposed to get over this difficulty, making use of Pauli’s Exclusion Principle which
does not allow more than one electron in any state, by saying that in the physical world almost
all the negative-energy states are already occupied, so that our ordinary electrons of positive
energy cannot fall into them.

Dirac was referring to Pauli’s recent work [120] wherein he explained the apparent ease
with which atoms with odd numbers of electrons interact with each other compared with
those carrying an even number. The noble gases, for instance, have even atomic numbers
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Electron
states

–

–

–

Positron
states
(holes)
Figure 5.2. Dirac’s negative energy “sea.” As an electron is pulled out from the sea
it leaves behind a negative-energy hole, what we now call a positron. Electrons and
positrons are thus always created or annihilated in pairs.

(helium, Z = 2; neon, Z = 10; argon, Z = 18). Pauli introduced a quantum-numbering
scheme, but it wasn’t yet motivated as to why it worked. He simply supposed that multiple
electrons couldn’t occupy the same state. We’ll justify the Pauli exclusion principle later
in this chapter.
Dirac, initially, didn’t believe that the negative-energy solutions corresponded to
anything new, supposing that they might simply be protons.2 But in 1931, he proposed
the existence of a particle [47]:
unknown to experimental physics, having the same mass and opposite charge to an electron.
We may call such a particle an antielectron.

The experimental discovery of the positron was almost immediate. Indeed,
it technically antedated Dirac’s prediction of the particle. The Soviet physicist
Dmitri Skobeltsyn [151] presented a strange cloud chamber result in which particles
seemed to be deflected in the direction opposite that predicted for an electron. This result
was considered anomalous, and it wasn’t confirmed until 1932 when Carl Anderson was
given official recognition for discovery of the positron [14] in a cosmic ray shower, for
which he won the Nobel Prize in Physics in 1936, which he shared with Victor Franz,
for his discovery of cosmic radiation. It was his editor, incidentally, who coined the word
“positron.”

5.1.3 The c -Matrices
To solve for the behavior of electrons and positrons generally (as opposed to those at rest),
we attempt to factor equation (5.3) by assuming the heuristic form
p μ pμ − m2 = (bj pj + m)(ck pk − m) = 0,

(5.4)

where, as always, the dummy indices are arbitrary.

2

With the unfortunate complication that protons and electrons differ in mass by a factor of nearly 2000.
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You’re likely to encounter some difficulties if you assume bj and ck are simply
numbers. Expanding the factors in (5.4) explicitly yields
p μ pμ − m2 = b0 c0 p0 p0 + b1 c1 p1 p1 + . . .
+(b0 c1 + b1 c0 ) p0 p1 + . . .
+(−b0 + c0 )mp0 + . . .
−m2 .

Since only the diagonal elements of the multiplication are coupled to one another, only
the first and last lines of the expanded solution won’t vanish. The third line immediately
yields
b j = c j,

while the first and second can readily be combined to yield
{cμ , cm } = 2g μm I.

(5.5)

The curly brackets denote the anticommutation operator
{A, B} ≡ AB + B A.

(5.6)

Each of the four elements of cμ represents a 4 × 4 matrix (Dirac found that nothing
simpler would satisfy the anticommutation relation), but these c-matrices are not unique.
For instance, c0 in the Dirac representation is diagonal,
⎛

⎞
I
0
⎜
⎟
c0(Dir ac) = ⎝
⎠,
0 −I

while in chiral representation (also sometimes called Weyl basis) it can be written as
⎛

⎞
0
I
⎜
⎟
c0 = ⎝
⎠,
I 0

(5.7)

with the other three matrices expressible as
⎛
⎜ 0
ci = ⎝
−ri

⎞
ri ⎟
⎠.
0

(5.8)

Here and throughout, we’ve used a block notation to describe the matrices for compactness. I, for instance, represents the 2 × 2 identity matrix, and ri is the ith Pauli spin
matrix (equation 4.13). We will use the chiral representation throughout in this book.
Example 5.1: Verify the anticommutation relation for c0 and c3 .
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Solution: Using the block notation, we get
⎛
⎞⎛
0
I
⎜
⎟⎜ 0
c0 c3 = ⎝
⎠⎝
−r3
I 0

and

⎛

⎜ 0
c3 c0 = ⎝
−r3

⎞ ⎛
r3 ⎟ ⎜−r3
⎠=⎝
0
0

⎞⎛
⎞ ⎛
r3 ⎟ ⎜0 I ⎟ ⎜r3
⎠⎝
⎠=⎝
0
I 0
0

⎞
0⎟
⎠
r3

⎞
0 ⎟
⎠,
−r3

which clearly add to zero, as required, since g 03 = 0.

5.1.4 A Few Tricks with the c -Matrices
After a while it will get tedious to multiply c-matrices by hand. Fortunately, we don’t
always need to. For instance, the c-matrices behave a lot like components of vectors, not
least because they were derived in an effort to produce Lorentz invariance. As such, we
may produce a one-form version of the matrices,
cμ = g μm cm ,

(5.9)

which simply reverses the sign on the spacelike c-matrices.
More significantly, we can contract the matrices with an ordinary 4-vector to produce a
Lorentz-invariant term. For instance, for an arbitrary 4-vector a:
aμ cμ = a/

(5.10)

which is known as Feynman’s slash notation. The slashed objects are themselves 4 × 4
matrices.
Example 5.2: Compute the components of /p for a particle moving in the z-direction with
momentum p and energy E .
Solution: Writing the terms out explicitly, we get
0
3
/p = E c − pc
⎛
⎞
⎛
0
I
⎜
⎟
⎜ 0
= E⎝
⎠− p⎝
−r3
I 0

⎛
0

⎜
⎜
⎜ 0
⎜
=⎜
⎜
⎜E + p
⎝
0

⎞
r3 ⎟
⎠
0

0

E−p

0

0

0

0

E−p

0

⎞
0

⎟
⎟
E + p⎟
⎟
⎟,
⎟
0 ⎟
⎠
0

5.1 Relativity and Quantum Mechanics | 85
which may not look exciting, but upon taking the determinant, we find
det( /p ) = (E 2 − p 2 )2 = m4 ,

a comfortingly Lorentz-invariant term.
From the definition of the slash relation, and from the anticommutation relation for
the c-matrices themselves, we quickly find
{/
a , b/} = 2a · bI.

(5.11)

We will develop these sorts of relationships again on an as-needed basis (and in
problems 5.2 and 5.3), but they will become very important when we encounter Casimir’s
trick two chapters hence. We also give some of the more commonly used relationships in
Appendix A.

5.1.5 The Dirac Equation
The c-matrices were necessitated by a desire to factor a quadratic dispersion relation to a
linear relation,
ck pk − m = 0,

from which we can quickly use the first quantization to yield
icμ ∂μ w − mw = 0.

(5.12)

Equation (5.12) is known the Dirac equation,3 and a few things should be apparent from
inspection. For one, w cannot be a simple number; it must, instead, be a four-component
object:
⎞

⎛
w1

⎜ ⎟
⎜ ⎟
⎜ w2 ⎟
⎜ ⎟
w = ⎜ ⎟.
⎜ ⎟
⎜ w3 ⎟
⎝ ⎠
w4

This is not a 4-vector. This is a Dirac Spinor,4 and it’s going to have some interesting
properties. While scalar fields were found to correspond to an ensemble of spin-0
particles, bispinor fields will be shown to correspond to spin-1/2 fermions: electrons,
neutrinos, quarks, and other similar particles.
But take heed. Despite our use of quantum mechanical language, we have not yet
generated a quantum field. While we are still in the realm of the classical, the number
of particles is specified, but in quantum field theory (the so-called second quantization),
even the number of particles cannot be said to be fixed. We will discuss quantization of
3
4

four.

Using our “slashed notation” from earlier makes it even more elegant: (i ∂/ − m)w = 0.
Technically, it’s a bispinor, since a spinor has two components, and the object in the Dirac equation has
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Momentum
Spin

Momentum
Spin

Spin
Right-handed

Stationary

Left-handed

Figure 5.3. A right-handed particle.

the bispinor field at the end of this chapter, but for now, we allow ourselves the luxury of
referring to the state of a particle.

5.2 Solutions to the Dirac Equation
The block form of the c matrices suggests that the solution to the Dirac equation may be
broken up into an upper and a lower pair of components in a bispinor field. That is, we
may think of w as
⎞
w
⎜ L⎟
w=⎝
⎠,
wR
⎛

(5.13)

where w L and w R have two elements each:
⎛ ⎞
⎜w1 ⎟
w L = ⎝ ⎠;
w2

⎛ ⎞
⎜w3 ⎟
w R = ⎝ ⎠.
w4

Very roughly speaking, the four components of the bispinor account for the two
possible spin states of a fermion, along with the two possibilities of a particle or an
antiparticle. We have also added a bit of suggestive notation in terms of subscripts, since
the L and R refer to the handedness of a particle. Though we haven’t yet derived the
properties of spin, we will find that a right-handed particle’s intrinsic angular momentum
is in the same direction as the spin (as given by the right-hand rule, Figure 5.3), and that
of a left-handed particle is the the reverse.

5.2.1 Stationary Particles
Consider a bispinor field that’s entirely independent of position, in which case the Dirac
equation reduces to
ic0 ẇ − mw = 0,
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which the block form of the c-matrices allows us to express as two coupled equations,
i ẇ L − mw R = 0
i ẇ R − mw L = 0,

which quickly yield four linearly independent solutions,
⎛ ⎞
1
⎜ ⎟
⎜ ⎟
⎜0⎟
⎜ ⎟
u± (x) = N ⎜ ⎟ e −imt ;
⎜ ⎟
⎜1⎟
⎝ ⎠
0
⎛

⎛ ⎞
0
⎜ ⎟
⎜ ⎟
⎜1⎟
⎜ ⎟
N ⎜ ⎟ e −imt
⎜ ⎟
⎜0⎟
⎝ ⎠
1

⎞
1

⎜ ⎟
⎜ ⎟
⎜0⎟
⎜ ⎟
v∓ (x) = N ⎜ ⎟ e imt ;
⎜ ⎟
⎜−1⎟
⎝ ⎠
0

⎛

⎞
0

⎜ ⎟
⎜ ⎟
⎜1⎟
⎜ ⎟
N ⎜ ⎟ e imt ,
⎜ ⎟
⎜0⎟
⎝ ⎠
−1

where N represents an as-yet-undetermined normalization.
Application of the Hamiltonian (equation 5.2) reveals the energy of the particles,
Ĥus = mus
Ĥvs = −mvs ,

where s refers to the spin of the particle. We’ll justify our choice of spin-up versus spindown in §5.5.2.
For the v states, the energy of a stationary particle (the mass term) is negative. We saw
earlier that these are the positrons, and they present their own particular problems. Our
approach moving forward is to focus primarily on the u particles, and once we’ve got a
firm intuition, to address the issues raised by the v particles.

5.2.2 Particles in Motion
We are now prepared to consider the free-field solutions to the Dirac equation. Assuming
a generalized plane wave of the form in equation (5.1) yields

 μ
±c pμ − m w( p) = 0,

where w( p) is assumed to be spatially and time invariant. Multiplying out with the block
form of the c-matrices yields
⎛
⎞
⎞
i
w
(
p
−
p
r
)w
0
i
R
L
⎜
⎜
⎟
⎟
±⎝
⎠ = m⎝
⎠.
i
( p0 + p ri )w L
wR
⎛

(5.14)
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There is an implicit sign reversal in the spatial component of momentum when the
indices are raised.
The block version of the Dirac equation may be solved by assuming the form of
either the left- or right-handed component of the field and solving the coupled linear
equation (5.14). We will save you some frustration by selecting only momentum states
along the z-axis.
⎛ ⎞
⎜1⎟
w L = N ⎝ ⎠,
0

which, along with the assumed negative in the exponent, generates
⎞

⎛
1

⎟
⎜
⎟
⎜
⎜ 0 ⎟
⎟ −i p·x
⎜
u+ ( p, x) = N ⎜
⎟e
⎜ E + pz ⎟
⎜ m ⎟
⎠
⎝
0

(5.15)

in general. We will often find it useful to isolate the propagating term in the solution, and
thus we’ll write
us ( p, x) = us ( p)e −i p·x .

(5.16)

We could solve for the three other basis states, but there’s little to be gained in doing so
until we answer a few questions. We haven’t figured out a way to normalize or transform
our solutions. We haven’t yet determined a Lagrangian, which means that we can’t
compute any conserved currents, including the stress-energy tensor.

5.3 The Adjoint Spinor
Much as with the wavefunction in ordinary nonrelativistic quantum mechanics, we expect
a quadratic combination of bispinor terms to yield a conserved scalar quantity. We define
a new object, the adjoint spinor, as
w(x) ≡ w† c0 .

(5.17)

Just as w is a column vector, w can be thought of as a row vector.5 A normalization
will leave the product ww as a Lorentz-invariant scalar. We can, for instance, define the
contraction of the basis spinors in terms of particle mass:

u(+) ( p)u+ ( p) = N 2 2

E + pz
m



= 2m.
Astute readers may wonder why we introduce the adjoint spinor at all, rather than simply use w† , which
also produces a scalar upon contraction. The reason is that only the combination of ww produces a result that is
Lorentz invariant.
5
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The factor-of-2 convention, which will be useful in simplifying other expressions,
produces the normalized basis spinors
⎛

⎛

⎞
1

m
u± ( p) = √
E + pz

⎜
⎟
⎜
⎟
⎜ 0 ⎟
⎜
⎟
⎜
⎟;
⎜ E + pz ⎟
⎜ m ⎟
⎝
⎠
0

⎛
⎜
⎜
⎜
m
⎜
v± ( p) = √
⎜
E − pz ⎜
⎜
⎝

⎞
0
1
0
−E + p z
m

⎟
⎟
⎟
⎟
⎟;
⎟
⎟
⎠

⎞
0

m
√
E − pz

⎜
⎟
⎜
⎟
⎜ 1 ⎟
⎜
⎟
⎜
⎟
⎜
⎟
⎜ 0 ⎟
⎝
⎠

(5.18)

E − pz
m

⎛
1
⎜
⎜
⎜ 0
m
⎜
√
⎜
E + p z ⎜ − E + pz
⎜
m
⎝
0

⎞
⎟
⎟
⎟
⎟
⎟,
⎟
⎟
⎠

(5.19)

where E and M are defined to be positive numbers.
Example 5.3: Consider a spin-down Dirac particle moving at relativistic speeds v  1 in
the +z-direction. What is the spinor representation?
Solution: In the relativistic limit, m = 0 and p z = E . Noting that
√

√
m
m E+p √
=
= 2E ,
E−p
E 2 − p2

we get a bispinor for a left-handed fermion:
⎛

⎞
0
⎜
⎟
⎜√ ⎟
⎜ 2E ⎟
⎜
⎟
u− = ⎜
⎟.
⎜
⎟
⎜ 0 ⎟
⎝
⎠
0

Example 5.4: Consider a relativistic spin-up antiparticle in the +z-direction. What is the
spinor representation?
Solution: The constraints are identical to those in the particle example but for v+ rather
than u− . Substituting into equation 5.19 yields
⎛

⎞
0
⎜
⎟
⎜√ ⎟
⎜ 2E ⎟
⎜
⎟
v+ = ⎜
⎟.
⎜
⎟
⎜ 0 ⎟
⎝
⎠
0
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This is curious. A left-handed particle and a right-handed antiparticle, have an identical
description so long as they are relativistic. This result will become even more important
when we consider neutrinos.
We have explicitly chosen to set our coordinates along the direction of motion (the
z-axis), as it’s an arbitrary choice that makes our notation a bit neater. In principle,
we could solve equation (5.14) with a velocity in an arbitrary direction. Regardless of
the direction of motion, these basis spinors satisfy the generalized orthogonality and
normalization conditions
ur ( p)us ( p) = 2mdr s ; vr ( p)vs ( p) = −2mdr s ; ur ( p)vs ( p) = vr ( p)us ( p) = 0.

(5.20)

Things are a bit more interesting for the antiparticle solutions, in which case the
contraction yields a negative number. This difference in sign, as we’ve noted, is the
difference between particles and antiparticles. Any wavefunction can be constructed
as a linear series of u± ( p) and v∓ ( p), over any 4-momentum satisfying the relativistic
dispersion relation (equation 5.3).
We may also compute the outer products, which produce a 4 × 4 matrix:


us us = /p + mI;

s



vs v s = /p − mI.

(5.21)

s

You can verify a particular case in problem 5.8.
Field theories are generally built upon Lagrangians, and the Dirac theory is no different.
It is a simple matter to introduce a good candidate solution:
L = iwcμ ∂μ w − mww.

(5.22)

By construction, the quantity ww is an invariant scalar, and based on the normalization,
the dimensionality of the bispinor field must be [w] = [ E ]3/2 . This will come in handy
when we do some dimensional analysis later. The Dirac equation (5.12) is trivial to derive
from the Dirac Lagrangian, but it’s important to have the Lagrangian; it is essential to
determining the conserved Noether currents.

5.4 Coordinate Transformations
5.4.1 Rotations
Dirac spinors were developed as orthogonal solutions to the Dirac equation. Unlike
scalars and vectors, spinors aren’t simple tensorial objects, which means that we don’t
yet know how they transform under boosts and rotations.
Fortunately, our work in group theory has prepared us to delve headfirst into an
unknown transformation. We will call the representation of rotations on spinors M R and
simply work through its properties,
M R = e −iφX R ,
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where the generator, X R is to be determined, and where
w = M R w; w = wM†R .

As a scalar, the mass term in the Dirac Lagrangian should be invariant under rotations,
mw w = mwM†R M R w,

demonstrating that M R is unitary. Invariance in the Lagrangian also requires that vector
terms transform according to Lorentz transforms:
M†R cμ M R = μμ cμ .

(5.23)

For the particular case of a very small rotation around the z-axis (the form of the generator
in equation 4.7), the coordinate rotation transformation may be written
⎞

⎛
c0

⎟
⎜
⎟
⎜
⎜c1 − dφc2 ⎟
⎟
⎜
μ μ
 μc = ⎜
⎟ = e idφX R cμ e −idφX R
⎜ 2
1⎟
⎜c + dφc ⎟
⎠
⎝
c3

to first order in dφ. If we expand the exponentials using the Baker-Campbell-Hausdorff
relations, the generator must satisfy the commutation relations


X R , c1 = ic2


X R , c2 = −ic1 .

Thus, the generator for rotation of bispinors is
⎛
1 ⎜r3
XR = ⎝
2 0

⎞
0⎟
⎠.
r3

(5.24)

The factor of 1/2 is a bit surprising and will have some interesting implications when
we determine the intrinsic angular momentum of fermions. The generators of rotations
around the other two principal axes follow fairly transparently.
Example 5.5: Consider a stationary spin-up electron. If you rotate the particle around
the x-axis by an amount φ, what is the new state?
Solution: The initial state of the particle is
⎛ ⎞
1
⎜ ⎟
⎜ ⎟
⎟
√ ⎜
⎜0⎟
w = m ⎜ ⎟.
⎜ ⎟
⎜1⎟
⎝ ⎠
0

(5.25)
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The transformation matrix can be written as
⎛

cos

⎞⎤ ⎜
⎜
0 ⎟⎥ ⎜
⎜−i sin
⎠⎦ = ⎜
⎜
r1
0
⎜
⎝
0

⎛

⎡

φ
2

⎢ φ ⎜ r1
M R,x = exp ⎣−i ⎝
2 0

−i sin
φ
2

cos φ2

φ
2

⎞
0

0

0

⎟
⎟
⎟
⎟
⎟,
φ⎟
−i sin 2 ⎟
⎠
cos φ2
0

φ
2

0

cos

0

−i sin

φ
2

where it is necessary to expand powers of the generator as a series to get the trigonometric
form. This expansion yields
⎛
cos

φ
2

⎞

⎟
⎜
⎟
⎜
φ⎟
−i
sin
√ ⎜
⎜
2⎟
w = Mw = m ⎜
⎟.
⎜
φ ⎟
⎜ cos 2 ⎟
⎠
⎝
−i sin φ2

Rotation by φ = p turns a spin-up electron, unsurprisingly, into spin-down.

5.4.2 Boosts
Our study of special relativity has primed us (so to speak) for the idea that rotations and
boosts are intimately related. The arguments for constructing a generator for boosts are
almost identical to those for a rotation, albeit with a different coordinate transform. To be
explicit, we’ll consider a boost in the +z-direction (following equation 1.26),
⎛
⎜
⎜
⎜
⎜
μ μ
 μc = ⎜
⎜
⎜
⎝

c0 + dvc3
c1
c2
c3 + dvc0

⎞
⎟
⎟
⎟
⎟
⎟,
⎟
⎟
⎠

for small values of dv. We may follow the example of a rotation nearly exactly. A boost in
the z-direction results in the commutation relations



X B , c0 = −ic3


X B , c3 = −ic0 ,

which are satisfied for
⎛
i ⎜r3
XB = − ⎝
2 0

⎞
0 ⎟
⎠,
−r3

which is easily generalized to boosts along the x- and y-axes. The boost operator
M B = e −iθX B

(5.26)
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requires a bit of work to relate the parameter θ to a momentum or velocity in generality.
Problem 5.11 focuses on this very question.

5.5 Conserved Currents
5.5.1 The Stress-Energy Tensor
We’re now in for some real fun! We can compute the various conserved currents.
Preeminent among them is the stress-energy tensor (equation 3.11), which may quickly
be written as
T μm = iwcμ ∂ m w − g μm L,

(5.27)

which gives


T 00 = w −ici ∂i + m w energy density;
T i0 = iwci ∂ 0 w

momentum density.

(5.28)
(5.29)

We’ll get some additional clarity if we expand the Dirac field as a combination of plane
waves,
w(x) =

  d3 p


1

b p ,r ur ( p)e −i p·x + c ∗p ,r vr ( p)e i p·x .
3
(2p)
2E
p
r

(5.30)

a form that is almost identical (including normalization) to the plane-wave solution for
a complex scalar field (equation 3.17) but with the inclusion of the bispinors. Given
that [φ] = [E ]1 , and [w] = [E ]3/2 , and [u] = [E ]1/2 , the expansion makes sense at least on
dimensional grounds.
The adjoint of the wave can be written
w=


s

 ∗

1
d 3q

b q ,s us (q )e iq ·x + c q ,s v s (q )e −iq ·x ,
(2p)3 2E q

where we have used a different dummy variable for both spin and the 4-momentum.
Moving forward, we’ll omit the explicit sum over spins, with the understanding that all
spin states need to be included.
Integrating over all space we get a result nearly identical to what we found with the
scalar field,

E=



d 3 x w −ici ∂i + m w =





d3 p
E p b p ,r b ∗p ,r − c p ,r c ∗p ,r ,
(2p)3

(5.31)

where—as a word to the wise if you’re trying to replicate the result—some care must be
taken to demonstrate that all cross terms in the Hamiltonian vanish.
All the same, this is an incredibly strange result. The b particles (we may as well call
them electrons) have a positive energy at any speed, while the c particles (positrons) carry a
negative energy, as we’ve already seen. No clever normalization will be able to square this
discrepancy with the lack of negative-energy particles in the real physical universe.
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The momentum, likewise, may be computed as

Pi =



d 3 x w ici ∂0 w =




d3 p i 
p b p ,r b ∗p ,r − c p ,r c ∗p ,r .
(2p)3

We’ll resolve these negative-energy positrons before the end of the chapter, but for the
moment, we have a few more conserved quantities to compute.

5.5.2 Angular Momentum
The general expression for angular momentum was developed during our discussion of
Noether’s theorem (equation 3.21):
lz =

∂L ∂φa
.
∂0 φa ∂θ

For the Dirac Lagrangian, this yields
l = wc0 X
 R w,

with the generator given by equation (5.24). Because we have selected our basis spinors
as eigenstates of spin, the generator does double duty as the spin operator (hence the
notation). Operating on the basis functions, the spin operator yields +1/2 for u+ (0)
and v− (0), while for u− (0) and v+ (0) the angular momentum is −1/2.6 The half-integer
angular spin means that Dirac particles are fermions.
We can combine the spin operator with the momentum of a particle to produce a
helicity operator:
ˆ
p · S
hˆ =
.
|p |

(5.32)

The helicity operator produces +1/2 for a right-handed beam and −1/2 for a left-handed
one.
Relativistic (and only relativistic) fermions are helicity eigenstates. If the spin and
momentum are aligned, the particle is considered right-handed in the sense that a particle
propagating in the direction given by your right-hand thumb will be spinning in the
direction indicated by the curl of your fingers. The left handed case (u− propagating in the
+z-direction, for instance) is the same, but for your left hand (see Figure 5.3). This result
justifies our labeling of w L and w R spinor components in the Weyl basis construction of
the bispinor.
This distinction between left and right is an important one. In 1956, Tsung-Dao Lee
and Chen-Ning Yang [99] did a literature review of the question of parity violation.
While they found plenty of evidence that both electromagnetism and the strong force
are ambidextrous, they didn’t find any evidence one way or another regarding the weak
It may appear surprising that v+ has a spin of −1/2 rather than +1/2. This is yet another consequence of
the fact that, classically, positrons have negative mass. The classical angular momentum of the positron may be
negative, but its angular velocity is positive.
6
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Co

e–

Figure 5.4. Cobalt-60 decay, as seen in a mirror. In 1957, C.-S. Wu [166] found that
weak interactions are not symmetric with regard to parity transformations.

interaction. The following year, Chien-Shiung Wu and her collaborators tested the
question by examining the weak nuclear decay of cobalt-60.
Wu found that the outgoing electrons were emitted preferentially opposite to the
direction of the nuclear spin of the cobalt—a result which most definitely does not appear
identical when seen in a mirror (see Figure 5.4). By performing the experiments at very
low temperature, Wu was able to definitively show that neutrinos are always produced
left-handed in weak reactions, while antineutrinos are always right-handed [166].
It is frequently helpful (and absolutely required once we get into the weak interaction) to
decompose a beam into right-handed and left-handed components. Thus, we define the
c5 matrix as
⎛
⎜−I
c5 ≡ ic0 c1 c2 c3 = ⎝
0

⎞
0⎟
⎠.
I

(5.33)
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Table 5.1. Bilinear Combinations of Dirac Spinors.
Bilinear

C

P

w1 w2

Scalar

−w2 w1

w1 w2

w1 cμ w2

Vector

w2 cμ w1

−w1 cμ w2

w1 cμ c5 w2

Axial Vector

w2 cμ c5 w1

w1 cμ c5 w2

Note: It should be understood that parity transformations on the field map (t, x ) to
(t, −x), even though this is not explicit in the table. Note that this table may differ
from similar tables in other texts by a factor of −1 for charge conjugation. This
is because we have not yet included the ad hoc anticommutation relation for the
creation and annihilation operators that come from quantizing the field.

This matrix has the property of separating out spin; that is,
⎛ ⎞
1
⎜w L ⎟
(I − c5 )w = ⎝ ⎠
2
0
⎛ ⎞
1
⎜0⎟
(I + c5 )w = ⎝ ⎠.
2
wR

(5.34)

(5.35)

We will find the c5 matrix especially useful when dealing with weak interactions, and it is
essential in constructing axial vectors (see Table 5.1).7

5.5.3 Electric Charge
We’ve been talking about electrons and positrons, but we haven’t discussed their most
salient feature: electrical charge. The generator for the electromagnetic charge, as we’ve
seen, is simply X = 1, the generator for the U(1) group. For the Dirac Lagrangian, this
yields a current density
J μ = q e wcμ w,

(5.36)

where q e is the charge of the electron.8
By now, the interpretation should be getting fairly familiar. Introducing the plane-wave
solution (equation 5.30) yields a total current
Iμ =



J μd 3 x = qe





d3 p
E p b p ,r b ∗p ,r + c p ,r c ∗p ,r .
(2p)3

(5.37)

Well, I’ll be! According to our naive interpretation of Dirac fields, positrons contribute
negatively to the energy density but positively to the charge! In some sense, this is less
7 We encountered axial vectors before, the most familiar of which is the magnetic field, which is unchanged
upon reflection.
8 The fact that Franklin’s convention makes q negative shouldn’t overly concern us. What will concern is
e
that in the classical interpretation, the electron and the positron will turn out to have the same charge.
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of a problem than it might otherwise seem, since experimentally, we generally measure
the mass/charge ratio [154] (which for the classical positron will be opposite that of the
electron) rather than the mass and the charge individually.
However, we won’t be able to get away with ignoring the problems with positrons
indefinitely. Rather, we’re going to need to be a bit more systematic about the difference
between matter and antimatter.

5.6 Discrete Transforms
Noether’s theorem allows us to determine conserved currents for our Lagrangians by
use of continuous symmetries. But we have already encountered an important group of
discrete transforms. We noted earlier (§2.5.2) that all theories in both the Standard Model
and in general relativity are invariant upon transformations of successive applications of
charge conjugation (C), reflection or parity (P), and time reflection (T), and all but the
weak-interaction Lagrangian are invariant upon each of the three individually.
As simple as these transformations may first appear, they’ll have a profound impact on
the space of possible theories we can consider. But first, we need a sense of how fermions
(and thus other particles) transform under C and P.

5.6.1 Charge Conjugation (C)
A charge conjugation transformation will turn positrons into electrons and vice-versa.
We’ve already encountered the rather frightening proposition that positrons seem to have
negative mass. All things being equal, we might naively suppose that electrons should
quickly decay into positrons, an operation which evidently spoils the symmetry between
them.
Ignoring this difficulty for just a few pages more, we consider what the charge
conjugation operator looks like for Dirac fields:
wcμ ∂μ w → wĈ−1 cμ ∂μ Ĉw

This expression should be invariant upon the transformation. Both electromagnetism
and the strong interaction exhibit C symmetry, but not the weak interaction. Since all
neutrinos are left-handed and all antineutrinos are right-handed, charge conjugation
violates symmetry in the weak interaction.
As to the form of the Ĉ operator, we may choose an answer and then show that it’s
right. Supposing
wc = Ĉw = −ic2 w∗ ,

(5.38)

we can quickly apply these to the basis spinors (equations 5.18, 5.19) to show that our
form of the C operator yields
Ĉu+ = v+ ; Ĉv+ = u+ ,
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and similarly for the negative angular momentum states. Double application of charge
conjugation returns a system to its original state, as expected.
Example 5.6: How does the scalar quantity w1 w2 transform under charge conjugation?
Solution: Many important quantities can be described by quadratic combinations of
Dirac fields (the so-called bilinear covariants). In addition to the scalar, there is the vector
wcμ w, the axial vector wcμ c5 w, and several others. It is important to know how they
change under discrete transformations.
Following equation (5.38), the transform of the adjoint may be computed as
wc1 = −iw1T c2 c0 ,

where we’ve introduced two minus signs by taking the conjugate of −i, as well as
(c2 )† = −c2 . Thus,
Ĉ(w1 w2 ) = −w1T c2 c0 c2 w∗2 .

By construction c2 and c0 anticommute, and c2 c2 = −I, so
Ĉ(w1 w2 ) = −w1T c0 w∗2 .

Recalling the matrix relation aT Mb = bT MT a, and noting that c0 is symmetric (and thus
its own transpose), we get
Ĉ(w1 w2 ) = −w2 w1 .

This and other bilinear covariant relations may be found in Table 5.1.

5.6.2 Reflection (P)
The parity transform turns all left-handed solutions to right-handed ones, in addition
to reversing the p · x term in the exponent. For Dirac spinors, the operator may be
represented by
⎛
⎜r1
P̂ = ⎝
0

⎞
0⎟
⎠,
r1

(5.39)

which reverses the spin and momentum of the basis Dirac spinors (and thus for Dirac
fields generally). Again, this may be shown directly by applying the operator to the basis
bispinors. The parity operator quickly yields
P̂P̂ = Î.

Of course it is! Flip a mirror twice and you get the original!
Example 5.7: What is the result of a parity transformation of a spin-up electron
propagating in the z-direction?
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Solution: The parity transformation on a spin-up particle yields
⎞⎛
⎞
1
1 0 0
⎟⎜
⎟
⎟⎜
⎟
⎜
⎟
0 0 0⎟ ⎜ 0 ⎟
m
⎟
⎟⎜
⎟= 
⎟ ⎜ E + pz ⎟
E
+ p3
0 0 1⎟ ⎜ m ⎟
⎠⎝
⎠
0 1 0
0

⎛
0
⎜
⎜
⎜1
m
⎜
w =√
⎜
z
E + p ⎜0
⎜
⎝
0

⎛

⎞
0

⎜
⎟
⎜
⎟
⎜ 1 ⎟
⎜
⎟
⎜
⎟.
⎜
⎟
⎜ 0 ⎟
⎝
⎠
E + pz
m

We also need to explicitly include a reversal of momentum, p → −p , which yields
⎛

⎞
0

⎜
⎟
⎜
⎟
⎜
⎟
m
⎜ 1 ⎟
w =√
⎜
⎟,
z
E−p ⎜ 0 ⎟
⎜
⎟
⎝
⎠
E − pz
m

which, as anticipated, is simply the spin-down electron.
Particles may be constructed as eigenstates of the parity operator:
P̂w = ±w.

Scalar fields, for instance, are necessarily unchanged on reflection and thus have a parity
eigenvalue of +1. Vectors flip upon reflection, yielding a parity eigenvalue of −1. Axial
vectors, as we’ve seen, are unchanged upon a parity transformation, as they are formed
by the cross products of two vectors and thus have an eigenvalue of +1.
A spin-up electron, for instance, isn’t a parity eigenstate. Seen in a mirror, spin-up
appears spin-down. However, if we consider a superposition of stationary spin-up and
spin-down electrons, in that case, the basis states are eigenstates for the parity operator;
that is,
⎛
0

⎜
⎜
⎜1
1
⎜
P̂ √ (u+ + u− ) = ⎜
⎜
2
⎜0
⎝
0

1

0

0

0

0

0

0

1

⎞ ⎛√ ⎞ ⎛√ ⎞
0
m
m
⎟ ⎜
⎟
⎟⎜
⎟ ⎜√ ⎟ ⎜√ ⎟
⎜
⎜
⎟
⎟
0⎟ ⎜ m⎟ ⎜ m⎟
⎟
⎟ ⎜√ ⎟ = ⎜√ ⎟.
⎟ ⎜
⎟
⎟⎜
1⎟ ⎜ m⎟ ⎜ m⎟
⎠ ⎝
⎠
⎠⎝
√
√
m
m
0

This is a +1 eigenstate of P̂. A similar combination of v+ + v− will reveal an eigenvalue
of −1 (though the assignment of which is which is, naturally, completely arbitrary).
Many particles aren’t eigenstates of parity or charge alone but, rather, combinations
of C and P. Mesons are composite particles held together by the strong force (as are
baryons) and composed of a quark and antiquark. For instance, a neutral pion comprises
a superposition of up and down quarks and their antiparticles:
 
 0

p = √1 |uu − dd .
2

(5.40)
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Application of CP transformation quickly yields
ĈP̂|uu = −|uu ,

with a similar relation for the down-antidown pair. Thus, pions have a CP of −1.
It may seem like a simple math trick to classify particles by their CP numbers, but
the Dirac equation, along with the Lagrangians for all three of the fundamental forces
are written in such a way that CP transformations should leave the Lagrangians intact.
It is only the mass mixing that occurs from multiple generations (which we’ll discuss
in Chapter 10) that allows CP violation in the standard model, and thus it’s worth
considering the total CP number for complex and composite systems.
Fortunately, there’s a simple rule for composite systems. You simply take the product
of the constituents of the eigenvalue of the CP operator. Thus,
p0 → C P = −1
p0 + p0 → C P = +1
p0 + p0 + p0 → C P = −1.

As we shall see in Chapter 10, conservation of CP should strictly limit the decay products
that are possible. While the strong and electromagnetic force quite obligingly enforce CP
symmetry, the weak interaction is not quite so cooperative.

5.7 Quantum Free-Field Theory
We’ve gone about as far as we can with the free-field classical Dirac Lagrangian. No
amount of sweeping under the rug will solve the problem of negative-mass antimatter,
C

ww → −ww,

(5.41)

as we’ve seen throughout. Our derivation in example 5.6 was necessarily classical. We
used simple matrix relations to reverse the order of two fields. But order matters in
quantum mechanics, and to get a sense of how order comes into it, we’ll take a few steps
back and revisit the simple mass on a spring.

5.7.1 The Quantum Harmonic Oscillator
Because it will serve as a template for field quantization, we’ll do a simple outline
of quantization of a familiar example: the quantum harmonic oscillator. The simple
harmonic oscillator Lagrangian (equation 2.3) yields a solution of the form

q (t) =


1  −ixt
ae
+ a ∗ e ixt ,
2mx

(5.42)
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which is guaranteed to be real-valued, with a dimensionless amplitude a. For a
nonrelativistic particle, the momentum can be written

p(t) = mq̇ = −i


mx  −ixt
ae
− a ∗ e ixt .
2

(5.43)

The transition from classical to quantum should be familiar. We simply “promote” the
variables q and p into operators q̂ and p̂ on wavefunctions. Quantizing the position yields

q̂ =


1  −ixt
â e
+ â † e ixt ,
2mx

(5.44)

where â † and â are known as the “raising” and “lowering” operators, respectively; that is,
â † |n =
â|n =

√
√

n + 1|n + 1
n|n − 1 ,

(5.45)

and where n = 0 corresponds to the ground-state energy of the system. While the basis
states are not eigenstates of â or â † individually,
â † â|n = n|n .

These operations are particularly important by analogy, since the quantum field versions
of the raising and lowering operators will be the creation and annihilation operators,
which when operating on the state of a field will add or destroy a particle, respectively.
You will have the opportunity to check the validity of these relations in problem 5.13.
In 1927, Werner Heisenberg [87] noted that momentum and position form a conjugate
pair—that you can’t measure either without increasing the uncertainty of the other. The
order in which the operators are applied clearly matter. In other words,
[q̂ , p̂] = i,

which is simply a mathematically sophisticated way of saying that if we’re measuring
both position and momentum, the order in which we measure them matters. The
commutation relation for the momentum and position quickly produces a similar relation
for the raising and lowering operators,
[â, â † ] = 1,

(5.46)

justifying our initial choice of normalization in equation (5.42). We can use exactly the
same argument when trying to figure out quantum perturbations of a scalar field.

5.7.2 Quantized Scalar Fields
We developed classical fields by direct analogy from our work with springs, so it makes
sense to mimic our work with quantum harmonic oscillators when quantizing fields. In
equation (3.14), we generated an energy density for a real-valued scalar field as
1
1
q = φ̇ + (∇φ)2 + V (φ),
2
2
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where the field may be expanded as a series of plane waves:



1  −i p·x
d3 p

a p e
+ a ∗p e i p·x
(2p)3 2E p

φ(x) =

(5.47)

Recognizing that quantization is in our future, we must pay particular attention to the
order of the coefficients a p and a ∗p . Expanding the energy in this form yields

E=


d 3 x q(x) =

1
d3 p
1
a p a ∗p + a ∗p a p .
Ep
(2p)3
2
2

(5.48)

The notation here is telling. Just as with the simple harmonic oscillator, there is a strong
temptation to promote the coefficients a p to operators, where
•

â †p creates a φ particle with momentum p ,

•

â p annihilates a φ particle with momentum p ,

and where, following the example of the raising and lowering operators of the quantum
harmonic oscillator,
[â p , âq† ] = (2p)3 d(p − q ).

(5.49)

In that context, the amplitude of the field φ may also be written as an operator:



d3 p
1  −i p·x
† i p·x

â
.
e
+
â
e

p

p
(2p)3 2E p

φ̂(x) =

(5.50)

The Hamiltonian is constructed by quantizing equation (5.48) and invoking the commutation relation (equation 5.49):

ĤScal ar =

d3 p
1
E p N̂( p) + (2p)3 d(3) (0) .
(2p)3
2

(5.51)

That last term is somewhat nasty. The expectation value of the energy in a particular state
can computed via
E = n| Ĥ|n ,

(5.52)

where |n represents some generalized state of particles flying through space. Even in a
vacuum, n = 0, equation (5.51) implies that there’s a nonzero energy.
While the delta-function formally integrates to infinity, over a finite volume
(2p)3 d(3) (0) → V,

(5.53)

a relationship which will serve us well later. Thus,
q

vacuum =

1
2



d3 p
E p.
(2p)3

(5.54)

Assuming this expression can be integrated up to the Planck energies, it yields an
astonishing density of
q

vacuum

=

E 4Pl
.
4p2
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Figure 5.5. The Casimir effect.

This is approximately 10120 times the current best estimates of the total energy density of
the universe [56, 130]. Since general relativistic gravity is supposed to see all the energy in
the universe, this enormous constant is something of an embarrassment.
The energy perturbations from a quantized scalar field resemble, in a way, a pot of
boiling water. Bubbles arise out of seemingly nowhere, and pop in short order. While
there’s no saying where a particular bubble will arise at any given time, on average we can
say that there are going to be so many per unit area.
These perturbations are realized by the creation and annihilation of particles. Recognizing that our model of our scalar field is ultimately only an infinite array of simple
harmonic oscillators allows a shortcut to figuring out the mathematics of a more formal
theory of quantized scalar fields.
The analog of this vacuum energy has been experimentally detected in the photon field.
In 1948 [35], Hendrik Casimir proposed that quantum fluctuations of the electromagnetic
field should produce a force of attraction between two nearby conducting plates.
Since the electromagnetic field necessarily vanishes on the plates themselves, the closer
the plates are placed to each other, the fewer allowable modes of the vacuum state and,
hence, the lower the energy. In effect, the Casimir effect predicted the attraction of
these conducting plates as evidence of a nonzero electromagnetic vacuum state. It also
showed, not incidentally, that the electromagnetic energy density has a positive, rather
than negative, zero point. This effect has been observed experimentally down to the
submicron scale [95, 152].

5.7.3 Quantizing the Fermionic Fields
We quantized our scalar field without encountering anything too weird, but fermionic
fields present problems almost immediately. As with scalar fields, the underlying issues
will become clearest if we begin by quantizing the plane-wave expansion of a fermionic
field (equation 5.30),
ŵ(x) =



  d3 p
1

b̂ p ,r ur ( p)e −i p·x + ĉ †p ,r vr ( p)e i p·x ,
3
(2p) 2E p
r

(5.55)
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where, following both the simple harmonic oscillator and the quantized scalar field, we
can interpret our newly found operators in the following manner:
•

b †p ,r creates an electron of 4-momentum p and spin state r .

•

b p ,r annihilates an electron.

•

c †p ,r creates a positron.

•

c p ,r annihilates a positron.

The Hamiltonian operator may be computed, following equation (5.31), as

ĤDir ac =



d3 p
E p b̂ †p ,r b̂ p ,r − ĉ p ,r ĉ †p ,r .
3
(2p)

(5.56)

We’ve made no assumptions about the commutation relations between ĉ and b̂ operators
and have thus simply written them out in order. There is a minus sign difference between
the electrons (b) and the positrons (c), but they also differ in the order in which they
operate.
We’ll now assert (but not prove) that fermionic fields obey an anticommutation relation
of the form
{b p ,r , b q† ,s } = {c p ,r , c q† ,s } = (2p)3 dr s d(p − q ),

(5.57)

and all other anticommutators for the creation and annihilation operators vanish. Thus,
ĉ p ,r ĉ †p ,r = −ĉ †p ,r ĉ p ,r + (2p)3 d(3) (0).

And hence,

ĤDir ac =



d3 p
E p N̂b,r ( p) + N̂c,r ( p) − (2p)3 d(3) (0) ,
3
(2p)

(5.58)

where the number operator is drawn by exact analogy from the scalar field for each species
of particle. We note two important results:
1. When properly quantized, positrons really do have positive energy. We leave it as an
exercise for the reader to show that the charge of the positron is opposite to that of the
electron.
2. Not only is the contribution of fermions to the vacuum energy negative but the contribution
per each of the four modes is the same as the positive energy contribution from a scalar
field with one independent mode. This distinction between fermions and bosons will be
important later on when we consider supersymmetry, but for now, and indeed, in most of
our discussion, we simply ignore the vacuum energy entirely.

5.7.4 The Pauli Exclusion Principle
Suppose we start with empty space |0 and create an electron with momentum p .
Mathematically, the new state can be generated by


w( p) = b̂ † |0 .
p ,r
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We add a second particle with momentum q , and the new state is


w( p, q ) = b̂ † b̂ † |0 .
q ,s p ,r

Consider what happens if we switch the order in which we label the particles; that is,


w(q , p) = b̂ † b̂ † |0 .
p ,r q ,s





In many ways, w( p, q ) and w( p, q ) should be observationally identical. They should,
for instance, have the same energy, the same charge, the same momentum, the same
number of particles, and so forth. Practically speaking, calculations like
 
 
w( p, q ) Ô w( p, q ) = w(q , p) Ô w(q , p)

should be identical to one another for any operator, Ô.
But that does not mean that the states themselves are identical. That is, we may imagine
an exchange operator:


 
X̂ w( p, q ) = w(q , p) .

(5.59)

Application of the exchange operator twice in a row will leave a system unchanged,
and thus the only possible eigenvalues are ±1. But we can see that based on the
anticommutation relation, fermions have an eigenvalue of −1. That is, since
{b̂ q† ,s , b̂ †p ,r } = 0,

then the exchange operator on a pair of fermions yields


w(q , p)

fermion



= −w( p, q ) fermion .

(5.60)

Bosons, particles with integer spin (including spin-0 scalar fields) obey a commutation
relation,


w(q , p)

boson



= w( p, q ) boson ,

(5.61)

which produces the Bose-Einstein statistical distribution [31].
The relationship between particle exchange and spin is known as the spin-statistics
theorem and has deep significance to the structure of matter. We’ve argued from a
position of mere common sense that for antiparticles to have opposite charge and positive
mass, Dirac fields must somehow anticommute upon replacement. But where does this
conclusion come from?
This is not a simple question. In the 1960s, Richard Feynman posed the question in
his Feynman Lectures on Physics [65] by noting:
An explanation has been worked out by Pauli from complicated arguments of quantum field
theory and relativity. . . . We have not been able to find a way of reproducing his arguments on
an elementary level. . . . This probably means that we do not have a complete understanding of
the fundamental principles involved.
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But experimentally it is the case that fermions anticommute and bosons commute. The
anticommutation relation is at the center of the Pauli exclusion principle. If the exchange
of two identical particles in the same state can produce a negative sign, then the natural
consequence is




 
X̂ w( p, p) = w( p, p) = −w( p, p) ,

which can be true only if the state is zero. In other words, fermionic particles of identical
type cannot be in the same state and position as one another. No such relation exists for
bosonic particles.
The exclusion principle gives rise to the simple orbital relations of the periodic table
and, as a consequence, virtually all chemistry; it’s the mechanism that prevents the
ultimate collapse of white dwarves and neutron stars, which explode in the form of
supernova and produce the heavy elements that make complex life possible.

Problems
5.1 Evaluate:
(a) {c0 , c0 }
(b) c2 c0 c2 (which arose during the transformation of the Lagrangian mass term under charge
conjugation).
(c) [c1 , c2 ]
5.2 Simplify the anticommutation relation, {/
a , b/}, where a and b are two different 4-vectors.
5.3 While the generalization of this problem can be found in Appendix A, compute the various traces of
combinations of c-matrices explicitly (that is, multiply them out).
(a) Tr (cμ cm ) for the specific cases of:
i. Tr (c0 c0 )
ii. Tr (c1 c1 )
iii. Tr (c1 c0 )
(b) Compute Tr (/
a b/), for two arbitrary 4-vectors a and b.
5.4 Using only the quadratic trace relationship Tr (cμ cm ) = 4g μm , which you derived in problem 5.3 compute:
(a) Tr (c0 c0 c1 c1 )
(b) Tr (c0 c1 c0 c1 )
(c) Tr (c0 c0 c1 c2 )
5.5 In the text, we have chosen a spin basis for our bispinors that aligns with the momentum axis. Instead,
consider a particle propagating in the x-direction. Find the u+ ( p) eigenstate of the Dirac equation.
5.6 Show u+ ( p)v− ( p) = 0 explicitly. Do not simply assume the orthogonality condition.
5.7 In quantum field theory calculations, we will often find it useful to compute products like


u(1)cμ u(2) ,
where the 1 corresponds to the spin, mass, and 4-momentum of one particle state, and 2 corresponds to
the similar quantities for a second particle.
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For particle 1,
m = m1 ; p = 0; s = +1/2,
and for particle 2,
m = 0; p = p zk̂; s = +1/2.


(a) Calculate the vector of values u(1)cμ u(2) for the states listed.
(b) Calculate the vector of values for s 2 = −1/2.
5.8 Compute the outer product over the positron bispinors

vs ( p)v s ( p)
s

for a particle propagating in the +z direction. Compare your answer with equation (5.21).
5.9 We found that the generator for spinor rotations in the ith direction may be written as


1 ri 0
i
XR =
.
2 0 ri
Calculate the commutation relation
[X1 , X2 ].

5.10 As a follow-up to example 5.5, what happens to an electron bispinor upon rotation of 2p? How many
rotations are required to return the electron to its initial condition?
5.11 Starting with a spin-up electron at rest, use the generalized form of the boost relation to compute the
spinor for a spin-up particle moving in the +x-direction. Using the relation wc1 w = 2 p 1 , derive a general
relationship between momentum and the boost parameter θ .
5.12 For the single-particle Dirac equation Hamiltonian
Ĥ = −ici ∂i + m
(a) Compute the commutator of the Hamiltonian operator with the z-component of the angular
momentum operator [ Ĥ, L̂ z], where
Lˆ ≡ r × pˆ .
(b) Now consider the spin operator

r
Sˆ = 1 =
2
0

0
r


.

Compute the z-component of Ŝzu− ( p).
(c) Compute [ Ĥ, Ŝz].
(d) Comparing your answers to parts a and c, derive a conserved quantity for free fermions. Conserved
quantities commute with the Hamiltonian.
5.13 Starting with equation 5.45 compute:
(a) [â, â † ] for the quantum harmonic oscillator
(b) Using this result, and the definition of the quantized momentum and position, compute [q̂ , p̂].
5.14 Consider two identical fermions, combined to produce a boson, in states p and q , respectively. Construct
a wavefunction for the boson which is symmetric under interchange of p and q .
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Duck, Ian, and E.C.G. Sudarshan. Pauli and the Spin-Statistics Theorem. New York: World Scientific, 1998.
Duck and Sudarshan attempt to address the question posed by Feynman as to whether anyone has derived
an elementary derivation of the spin-statistics theorem, and discuss many of the physical and astrophysical
results of the theorem.
Feynman, Richard P., Robert B. Leighton, and Matthew L. Sands. The Feynman Lectures on Physics. New
York: Addison-Wesley, 1970. The quote about the spin-statistics theorem, is drawn from Lecture 4, on
identical particles, and is particularly helpful.
Griffiths, David J. Introduction to Quantum Mechanics, 2nd ed. New York: Pearson, 2004. Griffiths’s
descriptions of the time-independent Schrödinger equation (chapter 2) and of identical particles (chapter 5)
serve as an extremely good supplement to the material in this chapter.
Gross, Franz. Relativistic Quantum Mechanics and Field Theory. Hoboken, NJ: Wiley-VCH, 1993. Chapter 5
has an excellent discussion of the Dirac equation (albeit in Dirac basis rather than the chiral basis used
herein).
Neuenschwander, Dwight. The spin-statistics theorem and identical particle distribution functions.
Radiations, Fall 2013, p. 27.
Susskind, Leonard, and Art Friedman. Quantum Mechanics: The Theoretical Minimum. New York: Basic
Books, 2014. Susskind and Friedman have a very nice discussion of unitary operators in quantum
mechanical systems in chapter 4.
Tong, David. “Lectures on Quantum Field Theory.” 2006. http://www.damtp.cam.ac.uk/user/tong/qft.
html. Cambridge University, Tong has a very nice discussion in section 4 on the Dirac equation.
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Electromagnetism

Figure 6.1. Hermann Klaus Hugo Weyl (1885–1955). Weyl developed one
of the early gauge theories in an effort to unify general relativity and
electromagnetism. Source: ETH-Bibliothek Zürich, Bildarchiv.

Electromagnetism has the advantage over the other fundamental forces of being evident
on human scales.1 James Clerk Maxwell unified the laws into his famous equations in
1862, and within a half century, Einstein [53] used Maxwell’s equations as a launching
point for special relativity. The weak and strong interactions are constructed on the model
of electromagnetism, which means that we’re going to have to do a bit of ahistorical
analysis to put Maxwell’s equations into a useful formulation for our future work.

6.1 A Toy Model of Electromagnetism
While electromagnetism is familiar, the principles for generating the electromagnetic
Lagrangian are a bit more sophisticated. Instead, we will begin with a toy theory of scalar
fields which consist of two species of spin-zero particles:2
•

φ’s, which roughly (very roughly) correspond to electrons;

•

g’s, which will stand in for photons.

1

Gravity excepted, as it always is in the case of the Standard Model.
Both electrons and photons have spin, and that’s a complication that can wait for a few pages.

2
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Figure 6.2. A mass of stationary φ field placed at the origin.

This theory has been unapologetically pulled out of thin air. In the next section, we
will motivate how assumptions of internal symmetries inevitably give rise to particle
interactions, but for now, we’ll simply take the scalar Lagrangian as a given.
We’ve previously seen Lagrangians for free particles only in unending and unswerving
streams with nothing to create or destroy particles or to alter their trajectories. Every
Lagrangian we’ve seen to this point has been second order and has produced linear
equations of motion. If we want to mimic the physics of the real world, we propose a
third-order Lagrangian (with the requirement that it satisfy Lorentz invariance) of the
form
1
1
1
1
L = ∂μ φ∂ μ φ − m2φ φ 2 + ∂μ g∂ μ g − m2g g2 − kφ 2 g.
2
2
2
2

(6.1)

The Lagrangian itself may look a bit intimidating, but the first two pairs of terms on
the right are comfortably familiar. They simply represent the free-field Lagrangians of
two different species of scalar particles. The final term, parameterized by an interaction
strength k is an interaction between the two fields (and has dimensionality, in this theory,
of [E ]1 ) which contains all the new physics.
As with a classical case, we can compute the Euler-Lagrange equations, but contrary to
the Klein-Gordon equation, our toy model has generated source terms:
( + m2φ )φ = −2kgφ;
( + m2g )g = −kφ 2 .

The dynamics of each of the free fields contains influences from the other. Most notably,
a universe filled with only φ fields will spontaneously start to produce g fields!
Suppose we place a lump of φ at the origin (Figure 6.2). From dimensional analysis, we
may approximate the lump as a delta function:
φ2 ∼

1
d(x).
mφ

Provided the φ field doesn’t evolve during timescales of interest, the oscillating term in
the Euler-Lagrange equation for g will die out quickly, leaving the relation
(∇ 2 − m2g )g ∼

k
d(x).
mφ

(6.2)

This is interesting—very interesting. It looks very much like the Poisson equation for
electromagnetism and gravity, but with a pesky mass term. Writing g(x) as a Fourier
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series,


d 3 p i p ·x
e gp,
(2p)3

g(x) ∼

and invoking the relation


d 3 xe i p ·x = (2p)3 d(p )

(6.3)

allows us to quickly integrate over all space to get
(|p |2 + m2 )g p ∼ −

k
.
mφ

Transforming back to real space, we get
g(x) ∼ −

k
mφ



e i p ·x
d3 p
.
3
(2p) |p |2 + m2g

This integral looks ugly, but it’s not too bad. After all, the g field is constructed to be
isotropic around the origin. We may utilize the exact analytic relation


e i p ·x
e −mg r
d3 p
,
=
(2p)3 |p |2 + m2g
4pr

(6.4)

where r is the radial coordinate.
Placing a second lump of φ at position r with respect to the origin allows us to compute
the interaction energy between the two as

E Int =
∼−

d 3 x H(x)
k2 1 −mg r
,
e
m2φ 4pr

(6.5)

which is very similar to the form discovered by Hideki Yukawa in the 1930s [168].3
Though we’ve simplified our work by using a toy scalar model, the general form of the
potential—at least at large separations and thus low energies—will be the same for most
interactions that we’ll encounter. This result is quite remarkable for a number of reasons.
First, starting with only two isolated φ particles, we found that a mediating field g arose
spontaneously between the two and created an interaction energy.
Second, the potential energy is negative, which means the forces between the two
φ’s are attractive, regardless of the sign of the coupling constant k (which enters
quadratically). For the scalar theory, alike charges attract. Newtonian gravity (as opposed
to general relativistic gravity) can be thought of as a classical theory mediated by a scalar
field. Indeed, in that theory like charges attract one another.
Surprisingly, the sign of the interaction is a consequence of the spin, of the mediator
particle. If the mediator has an even spin, then charges with like sign will attract (e.g.,
s = 0 for the scalar theory, s = 2 for a graviton, if a consistent quantum theory of gravity
3

Yukawa explicitly solved for Dirac fields, as we will in due course.
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Figure 6.3. The Yukawa potential for a massive mediator.

is ever formulated4 ). On the other hand, in true electromagnetism, which uses a spin-1
photon as a mediator, like charges repel.
Third, the strength of the interacting potential field varies as 1/r on scales smaller
than r  1/mg . The mediator effectively gets tired over large distances (e.g., Figure 6.3)
and gives up. An important instance of this is the weak interaction, which has extremely
massive mediators. The W− boson, which mediates interactions between neutrinos and
charged particles, has a range of approximately 10−18 m, smaller than the canonical size
of an atomic nucleus (approximately a femtometer). The photon, however, is massless,
which is another way of saying that electromagnetism is a long-range force. By the same
token, as gravity seems to exhibit an inverse-square force on large scales, we expect the
graviton to be massless as well.

6.2 Gauge Transformations
Our scalar version of electromagnetism was clearly ad hoc. Interactions in the Standard
Model are based on a much more fundamental principle of symmetry. Though Maxwell’s
equations are likely familiar to most readers, there’s a trove of symmetry hidden
within the equations—in particular, gauge symmetries. Gauge symmetries, as the name
suggests, center around the question of measurement. As they are going to be central to
our discussion of the Standard Model, a working definition is in order:
A gauge transformation is a change in variables which leaves all measurable quantities
unaltered.

A gauge symmetry is indicative of a system in which the Lagrangian has one or more
redundant degrees of freedom. To pick a particularly simple example, consider potential
4 The “charge” in gravity is the mass. Like charges in this case means that all particles have positive mass
and are thus gravitationally attractive.
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energy in classical mechanics:
F = −∇(U + C) = −∇U.

The addition of a constant will have no effect on the net force.

6.2.1 Local Gauge Invariance
In electromagnetism, the gauge freedoms are more complicated than an additive constant
but can still be generated by an extremely simple principle. Just as Noether currents
are generated from continuous symmetries in a Lagrangian, we’ll find that those same
symmetries can give rise to the fundamental forces and mediators themselves.
For electromagnetism, a current was generated using the U(1) symmetry. As a
reminder, the generator is X = 1, which means that a Dirac field transforms under the
global gauge transformation
w → we −iq e θ ,

(6.6)

where the coupling constant q e is the dimensionless charge of an electron. The symmetry
parameter θ is completely irrelevant, but it must be assumed to be constant over all
space and time. That is what makes the transformation global, one that leaves the Dirac
Lagrangian
L = w(icμ ∂μ − m)w

completely unchanged. We’ve already shown that the conserved Noether current for this
transformation is
J μ = q e wcμ w ,

but we haven’t demonstrated that what we’re calling electric charge has any connection
to what is produced by rubbing a balloon on your hair.
Local gauge invariance takes the idea of symmetry a step further. A system which is
locally invariant contains a parameter θ (x) which can vary arbitrarily over space. It’s not
obvious why local gauge invariance should exist in physical laws, but it seems to be a
governing property of our universe. As with an additive constant in a potential energy
field, the gauge field θ (x) (and its derivatives) shouldn’t appear in the final form of the
Lagrangian or any other measured quantity at all.
A local gauge transformation in U(1),
w → we −iq e θ(x)

w → we iq e θ(x) ,

(6.7)

introduces some interesting complications. Transforming the Dirac equation yields
L = w(icμ ∂μ − m)w → w(icμ ∂μ − m)w + q e wcμ w∂μ θ (x).

Oh no! The local U(1) gauge transformation introduced a new set of terms into the
Lagrangian! As written, the Dirac Lagrangian is not invariant under U(1) local gauge
transformations.
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Hermann Weyl [158] initially proposed that gauge theory might be used to reconcile
general relativity and electromagnetism, but when that failed, he suggested that a local
gauge theory might be used to generate classical electromagnetism [122, 160]:
This principle of gauge invariance is quite analogous to that previously set up by the author,
on speculative grounds, in order to arrive at a unified theory of gravitation and electricity. But
I now believe that this gauge invariance does not tie together electricity and gravitation, but
rather electricity and matter in the manner described above.

The gauge field θ (x) in this case, can be made to disappear entirely by introducing a
new vector field Aμ (x). The A-field will obey the Gauge transformation
Aμ → Aμ + ∂μ θ

(6.8)

in addition to the transformation of the fermionic fields (equation 6.7). We have chosen
the normalization in anticipation of the final version of our Lagrangian, which gives
[Aμ ] = [E ]1 (the same as for a scalar field).
A Lagrangian with derivative terms like
∂μ w → Dμ w = (∂μ + iq e Aμ )w

(6.9)

will produce no explicit dependence on θ (x), provided that both w and Aμ are transformed
simultaneously. Dμ is known as the gauge covariant derivative and is basically expected
to replace the ordinary derivative in the Lagrangian. Thus, the semifinal form of the
Lagrangian looks like


 
L = w icμ ∂μ + iq e Aμ − m w,

(6.10)

which is invariant under both global and local gauge transformations.
Example 6.1: Show that equation (6.10) is invariant under a U(1) gauge transformation.
Solution: We may ignore the mass term. Instead, we note
iwe iq e θ(x) cμ ∂μ e −iq e θ(x) w = iwcμ ∂μ w + q e wcμ ∂μ θ w,

and


−q e wcμ Aμ + ∂μ θ w = −q e wcμ Aμ w − q e wcμ ∂μ θ w.

The final terms in the two expressions exactly cancel for arbitrary functions of θ (x),
demonstrating gauge invariance. However, to get to this result, we needed to introduce
the additional term
LInt = −Aμ q e wcμ w,

(6.11)

which is nothing more than the electromagnetic field (Aμ ) interacting with the conserved
U(1) current.
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Multiplying out the gauge-invariant Lagrangian produces a free-field component for
the Dirac field, while the gauge term represents an interaction which can be simplified as
LInt = −J · A,

where J is the electromagnetic current (equation 5.36). Finally! Our decision to call the
U(1) Noether current “electrical current” is starting to bear some fruit.

6.2.2 The Vector Potential
We’re not quite done, since, as written, there is no free-field Lagrangian for Aμ . We may
as well ruin the surprise now and say that Aμ is the electromagnetic potential,
⎛



⎞

⎜ ⎟
⎜ ⎟
⎜ Ax ⎟
⎜ ⎟
μ
A = ⎜ ⎟,
⎜ y⎟
⎜A ⎟
⎝ ⎠
Az

(6.12)

 is the vector potential.
where , in this context, represents the scalar potential, and A
We don’t yet have a sense of what the free-field Lagrangian for this 4-potential look like,
but we have some clues:5 The free-field Lagrangian must be second order in Aμ and its
derivatives, and it must be invariant under U(1) transformations (else it would produce
additional terms that would need to be swallowed).
This requirement demands that terms like M2 Aμ Aμ can’t appear in the Lagrangian,
since under a gauge transformation they would produce terms like
M2 Aμ Aμ → M2 Aμ Aμ + 2M2 Aμ ∂ μ θ + M2 ∂μ θ∂ μ θ,

which is manifestly not gauge invariant. The free-field Lagrangian for our A-field can’t
have a mass term, which means that the A-field describes a massless particle.
Likewise, we anticipate a dynamic term in the Lagrangian that contains first derivatives
of the potential. Though it might be counterintuitive to do so, it is often useful to
decompose tensors into a symmetric component,
G μm = ∂μ Am + ∂m Aμ ,

and an antisymmetric one, known as the Faraday tensor,
Fμm = ∂μ Am − ∂m Aμ ,

(6.13)

such that
∂μ Am =


1
G μm + Fμm .
2

5 And thanks to a century and a half of experience with Maxwell’s equations, we’ll know if we get the right
answer.
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The symmetric term can’t appear in the free-field Lagrangian because it transforms
under a local gauge transformation as
G μm → G μm + 2∂μ ∂m θ,

which is, again, not gauge invariant. Only the Faraday tensor is gauge invariant, which
means that the Lagrangian has to be composed of quadratic combinations; that is, it must
take the form
L A,F r ee = Const × Fμm F μm .

Since the normalization doesn’t matter, to meet with normal convention, the constant is
taken to be −1/4, which gives us everything we need to know to come up with a theory of
electrodynamics:
L = w(icμ ∂μ − m)w − Aμ J μ −

1
Fμm F μm .
4

(6.14)

It may not be obvious from such a humble equation, but this Lagrangian implicitly
contains all of Maxwell’s equations, the energy relation for a free radiation field, the
Lorentz force law, and much more.

6.3 Interpreting the Electromagnetic Lagrangian
6.3.1 What the Faraday Tensor Means
The Faraday tensor F μm is antisymmetric, which means that the diagonal components are
all zero (by definition), and the top six components are just the negative of the bottom six.
What are these six unique components? They are simply the electric and magnetic fields,
combinations of first derivatives of time and space of the vector and scalar potentials:
˙
E = −∇ − A;

(6.15)

 = ∇ × A.
B

(6.16)

We haven’t shown that it has the properties that you’ve developed in earlier coursework,
but we’ll demonstrate the legitimacy of our labeling in short order.
Example 6.2: What is the F01 component of the Faraday tensor?
Solution:
F01 = − Ȧx − ∂x  = E x .

We’ve simply labeled this as the x-component of the electric field; we haven’t (yet) shown
that this is the same field that shows up in Gauss’s and Lorentz’s law. At this stage, we’re

simply defining the E - and B-fields
in terms of various first derivatives of the potentials.
The other F0i components follow transparently.
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The space-space terms of the Faraday tensor are a bit trickier.
Example 6.3: What is the F12 component of the Faraday tensor?
Solution:
F12 = −∂x Ay + ∂ y Ax
= ∂x Ay − ∂ y Ax
 z
= (∇ × A)
= B z.

Writing out the Faraday tensor explicitly, we obtain
⎛

0 −E x −E y −E z

⎞

⎜
⎟
⎜
⎟
⎜ E x 0 −B z B y ⎟
⎜
⎟
μm
F =⎜
⎟,
⎜
x⎟
0 −B ⎟
⎜ E y Bz
⎝
⎠
E z −B y B x
0

(6.17)

where the first index denotes the column, and the second denotes the row.
Even the composition of the Faraday elements tells a story. Knowing nothing else about
component fields except how they are generated, we may say
∂k Fμm + ∂μ Fmk + ∂m Fkμ = 0.

(6.18)

Equation (6.18) is known as a Bianchi identity, which we leave as an exercise for the
reader (problem 6.7) to prove. Though the relation represents 64 possible identities
(four values each for μ, m, k), in reality, there are far fewer, since permutations of the
three indices produce identical relations. Further, there are lots of trivial results, as is the
case when any two indices repeat. The only interesting identities are those for which all
three indices are different.
Example 6.4: Expand the Bianchi identity explicitly for the case in which μ = 0, m = 1,
k = 2.
Solution:
∂ y E x + Ḃ z + ∂x (−E y ) = 0,

or
(∇ × E )z = − Ḃ z.
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Combining all the nonvanishing Bianchi identity terms yields
˙ Faraday’s law of inductance
∇ × E = − B.

(6.19)

Likewise, μ = 1, m = 2, k = 3 yields
∂z B z + ∂x B x + ∂ y B y = 0,

or in the more familiar form,
 = 0. Gauss’s law for magnetism
∇·B

(6.20)

The form of the Faraday tensor law immediately generated two of Maxwell’s equations.

6.3.2 The Dynamics of the Free-Field Potential
We obtain the other two Maxwell’s equations by computing the Euler-Lagrange equations
for the components of the vector field in our electroweak Lagrangian (equation 6.14) and
treating each component as a separate field. This may look daunting, but by expanding
the Lagrangian and grouping explicitly, it is straightforward to show that
∂L
= −F μm ,
∂(∂μ Am )

which inserted into the Euler-Lagrange framework yields
∂μ F μm = J m .

(6.21)

The Euler-Lagrange equation is beautifully Lorentz invariant. We might even have
guessed the form up to a sign or a constant multiple, but it contains an amazing amount
of information. Multiplying out for m = 0,
∇ · E = q,

Gauss’s law

(6.22)

and for the spacelike terms,
 = E˙ + J . Ampère’s law
∇×B

(6.23)

We can also immediately verify conservation of electric charge. Since the Faraday tensor
is antisymmetric, it is easy to show
∂m ∂μ F μm = 0,

which, from equation (6.21), immediately yields
∂m J m = 0,

as, of course, it must.
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6.3.3 Gauges, Again
All this work, and we have rediscovered Maxwell’s equations and their relationships to the
4-potential (equations 6.15 and 6.16). As with gravitational fields, we never measure the
 are not unique. Rather, we measure
potentials directly, and thus the choices of  and A
 fields by their effect on charged particles.
the E and B
Consider what will happen if we make the following transformation:
 →  + θ̇;
 → A
 − ∇θ.
A

This is nothing more than a rewriting of the local U(1) gauge symmetry from which we
developed electromagnetism in the first place.
 field is unchanged. Likewise, the U(1)
Since the curl of a gradient is zero, the B
transformation creates two canceling terms in the E field, which subsequently remains
unchanged. To be clear, any particular solution to the gauge field θ (x) is physically
valid, but some solutions are more mathematically useful than others. We can impose
additional constraints on the 4-potential. For example, we may set
∂ μ Aμ + θ = 0,

from which we may solve the Poisson equation and find a solution such that
∂μ Aμ = 0.

This is known as Lorenz gauge.6
We can take this a step further, since solutions of the form
∂μ ∂ μ θ = 0

are not unique. We may select one that allows us to break Lorentz invariance and split the
Lorenz condition into two parts,
 =0
∇·A

˙ = 0,


for free fields. As it’s time-invariant, we’re free to set the scalar potential however we like,
and it’ll remain constant. This choice is known as Coulomb gauge.
It’s fine for the time derivative of the scalar potential to vanish, as it doesn’t explicitly
appear in the Faraday tensor, which means that we should, in general, be able to calculate
 In the absence of sources, we have the Poisson relation
 directly from A.
˙
∇ 2  = −∇ · A,

(6.24)


meaning that  can be derived (up to a constant) from the 3-potential. In the case where A
is divergentless (or where the divergence is constant in time),  can be said to disappear
entirely. This property will turn out to be extremely useful in generating the free-field
solution for the photon field.
6 Named after Ludvig Lorenz, not Henrik Lorentz, and frequently misattributed. It’s a bit confusing because
it arises in the context of Lorentz invariance.
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6.3.4 The Stress-Energy Tensor
Even in the absence of nearby source terms, a freely propagating electromagnetic
field carries energy. We may compute the stress-energy tensor (equation 3.11) for the
electromagnetic field:
T μm = −F μk ∂ m Ak − g μm L.

The term ∂ m Ak is a bit troubling. The expectation is that only electric and magnetic fields
will appear in any final calculation. But we can get a deeper insight by expanding this
troublesome derivative in terms of
∂ m Ak = F mk + ∂k Am ,

which yields

1
 2 + dT μm ,
T μm = −F μk F mk − g μm | E |2 − | B|
2

where the dT μm is defined as
dT μm = −F μk ∂k Am = ∂k (F kμ Am )

and where the last step may be proven by expanding the component of the Faraday matrix
explicitly under the assumption of a free field. Thus,


∂μ dT μm = ∂μ ∂k F kμ Am = 0.

This term vanishes because a permutation of μ and k yields a minus sign, canceling the
whole thing. Since energy isn’t transferred into or out of the dT term, the unperturbed
stress-energy tensor is also conserved, regardless of gauge choice. For the energy
component:
T 00 =


1  2
 2 − E · ∇.
| E | + | B|
2

We can make this last term disappear entirely by an appropriate choice of gauge, yielding
an energy density for a free electromagnetic field of
qE M =


1  2
 2 .
| E | + | B|
2

(6.25)

Although this is a happy ending, there’s something a little suspicious about this. While
the gauge-dependent energy term doesn’t show up in electromagnetic interactions, we’re
encountering the same problem we did with the Casimir effect. Gravity is supposed to
see all energy. Is the gauge term real or not?7

7

This question is meant to be rhetorical. Since the gauge term produces no additional effects within
electromagnetism, we will ignore it from here on out. Nevertheless, it should be treated as an open question
within the model.
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6.3.5 The Lorentz Force Law
There’s another useful application of our newly simplified stress-energy tensor:
TEμmM = −F μk F mk − g μm L.

We can ask what happens when this tensor interacts with a current density distribution.
In particular, we want to compute
∂μ TEμmM = −F mk ∂μ F μk − F μk ∂μ F mk +
= −F mk J k − F μk ∂μ F mk +
∂μ TEμmM + F mk J k =
=

1
Fαb ∂ m F αb
2

1
Fαb ∂ m F αb
2



1
Fαb ∂ m F αb − 2∂ α F mb
2


1
Fαb ∂ b F αm + ∂ α F bm
2

= 0,

where the term on the right identically cancels because inside the brackets an exchange
of α and b does nothing, while outside, an exchange reverses the sign of Fαb , and we used
the Bianchi identity between steps 3 and 4.
Thus, we find
∂μ TEμmM = −F mk J k .

(6.26)

Momentum and energy are flowing into the EM field, but from where? The only
possibility is from the Dirac field, yielding
∂μ Twμm = F mk J k .

(6.27)

This is the Lorentz force law in disguise. Consider m = 1, since T 01 represents the
momentum density in the x-direction. Thus,
Tw˙01 + ∂i Twi1 = qE x + J y B z − J z B y .

The nonmomentum terms on the left simply represent the pressure (T 11 ) and the
anisotropic stress. Ignoring those as being irrelevant to EM interaction, extending to the
three spatial directions, and recalling that p˙ = F yields

F = q ( E + v × B),

(6.28)

where we’ve gone from density to an individual charge to make the equation appear more
familiar.

6.3.6 A Moment of Reflection
It’s worth stepping back for a moment to consider what we’ve accomplished. Asserting
nothing more than a first-order time evolution, Lorentz invariance, and the assumption
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of U(1) local gauge invariance, we were able to
•

Develop a Lagrangian that predicts the existence of spin-1/2 particles and antiparticles.

•

Predict the existence of a massless vector field (photons) that mediates the interaction
between charged fermions.

•

Derive all of Maxwell’s equations from first principles.

•

Compute the energy density of a freely propagating electromagnetic field.

•

Compute the Lorentz force law.

Be careful patting yourself on the back, though. Symmetry arguments can go only so
far. For instance, we needed to enter the mass of the electron as well as the coupling
term (electric charge) into the Lagrangian by hand. No further amount of clever analysis
yet known is going to explain these terms. This marks one of the limits of the Standard
Model.

6.4 Solutions to the Classical Free Field
We haven’t really established any new results about electromagnetism apart from
demonstrating that the fundamental equations can be generated more or less from first
principles (no small feat!). But now we’ll explore the implications of our field theoretical
approach with an eye toward quantizing the field. For a free electromagnetic field, the
Euler-Lagrange equations yield
∂μ F μm = 0,

(6.29)

or equivalently,
∂ μ ∂μ Am − ∂ m ∂μ Aμ = 0.

Here’s where gauge choice comes into play. In particular, using Lorenz gauge (∂μ Aμ = 0)
causes the second term in our Euler-Lagrange equation to drop out entirely. This yields
(again, specifically in Lorenz gauge) a dynamical equation for the photon field:
∂ μ ∂μ Am = 0.

(6.30)

This looks like four duplicates of a massless Klein-Gordon equation. We can thus expand
it as
Aμ (x) =

3 



1
d3 p

e(r )μ (p ) a p ,r e −i p·x + a ∗p ,r e i p·x ,
3
(2p) 2E p
r =0

(6.31)

where e(r )μ (p ) represents the unit vectors for four possible polarization states.
As the photon is described by a vector field, we know its rotation properties. Vectors
require a full rotation to return to their original state, which, following the example from
the Dirac particles means that photons are spin-1, and thus bosonic.
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In quantum mechanics you likely derived a general relationship for the degeneracy of
angular momentum. For particles with a spin s the degeneracy is expected to be
nm = 2s + 1

possible spin states. For the spin −1/2 Dirac particles, this expression accurately yielded
two possible states.
By this argument, we might naively expect photons to have three possible polarization
states. However, our gauge constraint allows us to set the scalar potential to zero
(equation 6.24). In that case, there are two independent polarization modes which satisfy
the Lorenz condition,
⎛ ⎞
0
⎜ ⎟
⎜ ⎟
⎜1⎟
⎜ ⎟
e1 = ⎜ ⎟
⎜ ⎟
⎜0⎟
⎝ ⎠
0

⎛ ⎞
0
⎜ ⎟
⎜ ⎟
⎜0⎟
⎜ ⎟
e2 = ⎜ ⎟ ,
⎜ ⎟
⎜1⎟
⎝ ⎠
0

(6.32)

as the particular solutions for a photon field propagating along the z-direction. For any
momentum, there will be two polarization modes defined perpendicular to the direction
of motion. More generally, we have
e(r ) · p = 0.

(6.33)

Even though we computed them, there may be some confusion as to why there are
only two polarization states, rather than the expected three. The third is swallowed by
the masslessness of the photon. The missing spin state is m = 0, which implies an
observational frame in which the photon is at rest. Since there is no such frame, there
are only two polarization states. You will demonstrate the implication of mass on the
third state in problem 6.9.

6.5 The Low-Energy Limit
6.5.1 Dirac Spinors at Low Energy
Since we’ve explored the free fields for both Dirac particles and photons, it’s finally worth
a little discussion of how the two interact with one another. We’ll focus on the electron
(positive energy solutions) so as to not have to worry about negative signs. We begin by
separating the Dirac equation under electromagnetism (6.14) into spacelike and timelike
terms, as well as into block components of the Dirac spinor:
(i∂0 − q e )w R + ri (i∂i − q e Ai )w R − mw L = 0;
(i∂0 − q e )w L − r (i∂i − q e Ai )w L − mw R = 0.
i

Where we have written A0 =  as the electromagnetic scalar potential.

(6.34)
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In the limit of particles moving slowly, |p |  m, in the z-direction, we may approximate
the two basis spinors (equations 5.18) as
⎛

1 − v2

⎜
⎜
√ ⎜
⎜ 0
u± ( p, x)  m ⎜
⎜
⎜ 1 + v2
⎝
0

⎞

⎛

⎞
⎟
⎟
⎟
⎟ −imt i p ·x
e ;
⎟e
⎟
⎟
⎠

0

⎜
⎜
v
√ ⎜
⎜1+ 2
m⎜
⎜
⎜ 0
⎝
1 − v2

⎟
⎟
⎟
⎟ −imt i p ·x
e
⎟e
⎟
⎟
⎠

(6.35)

to first order in v.
Noting the form of equations (6.34), it is clear that sums and differences of the w L and
w R will make a more convenient basis than the two modes themselves. That is, we may
define
1
φ ≡ √ (w L + w R )e imt ;
2 m

1
v ≡ √ (w L − w R )e imt .
2 m

This yields
⎛ ⎞
⎜1⎟
φ (+) ( p, x) = ⎝ ⎠ e i p ·x ;
0

⎛ ⎞
⎜0⎟
φ (−) ( p, x) = ⎝ ⎠ e i p ·x ,
1

with the components of v defined similarly. The split Dirac equations (6.34) can quickly
be rewritten in terms of φ and v:
(i∂0 − q )φe −imt − ri (i∂i − q e Ai )ve −imt − mφe −imt = 0;
(i∂0 − q )ve −imt − ri (i∂i − q e Ai )φe −imt + mve −imt = 0.

Expanding the time derivative of the exponential yields
(i∂0 − q )φ − ri (i∂i − q Ai )v = 0;
(i∂0 − q )v − ri (i∂i − q Ai )φ + 2mv = 0.

In the second equation, the time derivative i∂0 represents a kinetic energy term (much
smaller than m), and q  is the electrostatic potential (again, assumed to be much smaller
than m in the weak field limit). Simplifying, we get
v

1
ri (i∂i − q Ai )φ,
2m

which we can then insert into the first equation of the preceding pair to yield
i φ̇ − q φ −

1 i
r (i∂i − q Ai )r j (i∂ j − q A j )φ = 0.
2m

This is a first-order differential equation in time and second order in space. It’s starting
to look a lot like the Schrödinger wave equation. It is worth noting that the ri ’s commute
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with derivatives and Ai ’s. For i = j , ri ri = I,
⎡

⎤

1
1
 2 + q +
(−i∇ − q A)
i φ̇ = ⎣
ri r j (i∂i − q Ai )(i∂ j − q A j )⎦ φ.
2m
2m i = j

The sum term will vanish by symmetry if there are two derivatives or two vector potentials.
Only the terms


ri r j (i∂i − q Ai )(i∂ j − q A j ) = iq

i= j



ri r j (∂i A j − ∂ j Ai )

i= j

 field, since
remain. You may recognize the derivatives as components of the B
ri r j = i



rk i j k .

k

Thus,

 


1
qe r
2

 φ.
(−i∇ − q A) + q e  −
·B
i φ̇ =
2m
2m


(6.36)

Amazing! This is the Schrödinger equation of a nonrelativistic electron in an electromagnetic field. As, of course, it must be.

6.5.2 The Spin of an Electron
In many ways, we’re not all that interested in low-energy interactions. Most of the
interesting new results will come from evaluating them at high energy. But there are
a few secrets from the first quantization that are still worth uncovering. Consider an
electron at rest in a magnetic field B0 in the positive z-direction. The magnetic term in
the Schrödinger equation yields an interaction Hamiltonian:
⎞⎛ ⎞
1
0
q e B0 ⎜
⎟ ⎜ φ1 ⎟
ĤInt φ = −
⎠⎝ ⎠.
⎝
2m
0 −1
φ2
⎛

(6.37)

The emission of photons that would allow the electron to go from spin-up (energy of
e B0 /2m) to spin-down (the negative of that). Classically, a loop of current produces a
moment μ
 with an interaction energy

U = −μ
 · B.

For a classically rotating mass of charges, the magnetic moment and the angular
momentum may be related via
μ=

q
L.
2m

But we already know the angular momentum of an electron (S = 1/2), which means that
the Dirac equation revealed a nonclassical prediction,
μ = ge

qe
S,
2me
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where g e (also known as the dimensionless magnetic moment) is
g e = 2.

In practice, this is only an approximation. We’d need to invoke quantum field theory to
get a better estimate of g e . Incredibly, this result can be measured experimentally to about
1 part in a trillion and is consistent with the quantum field theory theoretical result [118]:
g −2
= 1.15965218086 × 10−3 ± 7.6 × 10−13 .
2

The existence of a magnetic moment was known well before Dirac derived the
properties of fermions. In 1897, Pieter Zeeman [169] noted that electronic transitions
in magnetic fields exhibited a split in the spectral line. Unlike orbital line-splitting (which
produces an odd number of energy levels), the spin splitting the number of further
doubles states, producing an even number of energy levels. The Zeeman effect was, in
fact, one of the original motivations for Dirac’s work.

6.6 Looking Forward
Electromagnetism serves as a template to developing other fundamental interactions. In
1954, Chen-Ning Yang and Robert Mills [167] proposed that this basic mechanism could
be applied to other symmetries besides U(1), by assuming a local gauge transformation
of the form
M = exp(−iθ i (x)Xi ),

where Xi are the various generators for the symmetry operation. Conserved currents can
then be generated via Noether’s theorem,
μ
J (i)
= wcμ Xi w

(6.38)

as the ith current for a particular symmetry. Following the model from electromagnetism,
the Dirac Lagrangian can be adjusted to include a covariant gauge derivative:
∂μ → Dμ = (∂μ + iXi A(i)
μ ).

(6.39)

That’s not to say that the weak and strong interactions won’t introduce a number of
interesting new twists. For one, the U(1) group is Abelian (obviously, since there’s only
one generator). SU(2) and SU(3), are non-Abelian groups, which quickly results in selfinteractions of mediators.
Masses also present some problems. The gauge symmetry approach naturally produces
massless mediators, regardless of the symmetries. In electromagnetism, this poses no
problem (and, in fact, is quite desirable, since the photon is massless), but the W± and
the Z0 , the mediators for the weak interaction, are not.
We’ll see how to deal with these nontrivial complications in due course.
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Problems
6.1 At some time t = 0, a φ − g system (equation 6.1) is initialized such that
φ(x) = Ax

g(x) = ġ(x) = 0,

where x in this case is the x1 spatial coordinate.
(a) What is the evolution of g(x, t) for early times? You may assume k is small.
(b) Based on your previous result, compute the time evolution of φ at early times.
6.2 Suppose, contrary to our work in this chapter, that the photon had a very small mass, ∼10−4 eV. What
would the effective range of the electromagnetic force be? Express your answer in meters. Approximately
how light (in kilograms) would the photon need to be such that earth-scale magnetic fields would still be
measurable?
6.3 The neutron has a mass approximately 1.3 MeV larger than that of the proton, largely because it is made
of two down quarks and an up as opposed to two up quarks and a down. While the quark masses aren’t
well constrained, a reasonable estimate is that md − mu  3 MeV, in excess of the measured difference
between protons and neutrons.
Estimate an approximate contribution of the proton electric field energy assuming a characteristic size
of 10−15 m. Is this value consistent with the quark and baryon mass difference?
6.4 Starting with the Lagrangian for a complex scalar field,
L = ∂μ φ∂ μ φ ∗ − m2 φφ ∗ ,
assume a local gauge invariance of the form
φ → φe −iq θ(x) .
(a) Compute the additional Lagrangian terms arising from the gauge transformation.
(b) Now include a vector field Aμ which obeys the transform in equation (6.8). Find a gauge-invariant
Lagrangian in terms of the scalar and vector fields. Expand all terms.
(c) Calculate the Euler-Lagrange equation for φ ∗ .
(d) Compute the equation of motion for φ in the limit of weak electromagnetic fields (A · A  0).
6.5 Prove the Bianchi identity (equation 6.18) is necessarily true given the definition of the antisymmetric
Faraday tensor.
6.6 In classical electrodynamics, radiation is propagated along the Poynting vector,
 = E × B,

S
an ordinary 3-vector. Express the components of Si in terms of components of F μm in as simplified a form
as possible.
6.7 Consider a free-field solution of the electromagnetic 4-potential,
⎛

0

⎞

⎜
⎟
⎜ A cos(x(z − t)) ⎟
⎟,
Aμ = ⎜
⎜
⎟
⎝ A sin(x(z − t)) ⎠
0
where x and A are positive, real-valued constants.
(a) What gauge condition(s) are satisfied by the potential vector?
 explicitly,
(b) Compute the nonzero components of the Faraday tensor for this field, construct E and B
 = 0.
and verify E · B
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(c) Based on conservation of current, ∂μ F μm = J m . What is the local current density?

(d) Compute E × B.
 2 − E 2 is measured in one frame. What is the value of Q in a frame boosted a speed v
6.8 The quantity Q = B
in the +x-direction?
6.9 In developing the two polarization-states model for the photon we relied upon U(1) gauge invariance,
which in turn depends upon a massless photon. We know that spin-1 particles are supposed to have
three spin states, but we claimed that the third state was swallowed by the Coulomb gauge condition.
Let’s approach the question of three states by assuming that the photon does have mass and obeys the
Lagrangian
1
1
L = − Fμm F μm + M2 Aμ Aμ .
4
2
(a) Write the Euler-Lagrange equation for the massive photon field.
(b) Let the photon field take the form of a single plane wave:
Aμ = eμ e −i p·x .
Express the Euler-Lagrange equation as dot products of p and e with themselves and each other. Show
that the transverse wave condition (equation 6.33) drops out of the dispersion relation regardless of
whether the field has mass.
For a particle propagating in the z-direction, this immediately demonstrates that equation (6.32)
gives two possible polarization states for a massive or massless photon field.
(c) What is the third possible polarization state for a massive photon propagating in the z-direction?
(d) What are the electric and magnetic fields of the massive photon field in this third polarization state?
What happens to those fields for m = 0?
6.10 Consider an electron in a spin state
φ=

 
a
b

in a magnetic field B0 oriented along the z-axis. We will calculate the Larmor frequency by which the
electron precesses.
(a) Turn the interaction Hamiltonian (equation 6.37) into a first-order differential equation in time.
(b) Solve the differential equation(s) in part (a). What is the frequency of oscillation of the phase difference
between the two components?

Further Readings
•

•

•

•

Cottingham, W. N., and D. A. Greenwood. An Introduction to the Standard Model of Particle Physics.
Cambridge: Cambridge University Press, 1998. Much of the discussion relating the Dirac equation
to the Schrödinger wave equation follows Cottingham and Greenwood’s discussion of low-energy
phenomenology in chapter 7. The entire chapter is well worth a read.
Griffiths, David J. Introduction to Electrodynamics, 2nd ed. New York: Addison-Wesley, 2012. There are few
(if any) introductory electrodynamics textbooks that can match Griffith’s discussion of Gauss’s laws.
Jackson, J. D., and L. B. Okun. Historical roots of gauge invariance. Rev. Mod. Phys. 73:663 (2001). Available
on the arXiv preprint server; hep-ph/0012061. Jackson and Okun present an excellent review of the
historical basis for the development of gauge theory and, in particular, the priority of the discovery of
U(1) in electromagnetism.
Jackson, J. D. Classical Electrodynamics, 3rd ed. Hoboken, NJ: Wiley, 1998. Jackson is the classic text for
intermediate/advanced electromagnetism. In particular, students may benefit from chapter 12 and the
discussion of the electromagnetic stress-energy tensor.
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Quantum Electrodynamics

Figure 7.1. Richard Feynman (1918–1988). Feynman elucidated a number of important connections in quantum mechanics and particle physics,
and developed both the diagrams and path integral formalism that bear
his name. Photo copyright Tamiko Thiel 1984.

The distinction between particle and field is an important one. Einstein’s successful
argument for the particle nature of light, for instance, earned him the 1921 Nobel Prize
in Physics. While our work won’t be quite so grandiose, we’re going to need to leave the
realm of classical fields and instead consider quantum particles.
We knew this was coming. We’ve seen, for instance, that in a purely classical model
we get the charge and mass of the positron completely wrong. The time has come to treat
particles as individual objects, but fortunately, we’ve already developed the machinery to
do just that.
In this chapter, we’ll introduce a visual and computational device known as Feynman
diagrams as a way of quantizing classical theories. Though we’ll use Feynman’s formalism, his approach is mathematically equivalent to other approaches, in particular, those
of Julian Schwinger [148] and Sin-Itiro Tomonaga [155], with whom Feynman shared
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Table 7.1. Some Well-Known Decay Processes and Timescales.
Decay

E

Interaction

s

p →?

?

GUT?

 1034 years

n → p + e − + me

0.782 MeV

Weak

881.5 s

μ− → e − + me + mμ

105.1 MeV

Weak

2.2 × 10−6 s

p− → μ− + mμ

33.9 MeV

Weak

2.6 × 10−8 s

2 p → 1s ; (Lyman α)

10.2 eV

EM

1.6 × 10−9 s

p0 → c + c

135 MeV

Strong

8.5 × 10−17 s

+ → p + p0

160 MeV

Strong

6 × 10−24 s

Note: All data taken from the Particle Data Group Live, http://pdg.
lbl.gov/. Some of these particles may be unfamiliar, as they haven’t yet come up
in our discussion. Pions (p± , p0 ), for instance, are composed of a quark-antiquark
pair, and the delta particle + is a spin-3/2 version of the proton.

the 1965 Nobel Prize [50]. We will revisit Schwinger’s and Tomonaga’s contributions in
our discussion of renormalization in Chapter 11, but for the moment, we will approach
quantum field theory from Feynman’s perspective.

7.1 Particle Decay
In a quantum universe, it’s impossible to say that a particular system will do something in
a particular time, but we aim for the next best thing: quantifying the probability of what
might happen [87]. Reactions can be expressed in terms of an expected rate,
1
≡ ,
s

(7.1)

where s is the characteristic timescale of an interaction. Statistically, decay is a Poisson
process, whereby the probability that a decay won’t have occurred after a time t is
P(> t) = e −t/s .

In Table 7.1 we provide a number of different reactions and their experimentally
derived decay times [119] in an effort to figure out why some are fast and some are slow.
Even without a detailed analysis, we see that, all things being equal, strong decays are
much faster than electromagnetic ones, which in turn, are much faster than weak decays.
Likewise, decays that liberate more energy tend to be much faster than those which are
only barely energetically favorable. At the extreme, proton decay has no energetically
allowed channel, since it is the lightest of the baryons; proton decay has never been
observed. Detection of a proton decay would indicate important new physics beyond the
Standard Model.
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7.1.1 The Interaction Hamiltonian
Quantum field theories sound intimidating, but our approach will be quite similar to what
you will have seen in ordinary nonrelativistic quantum mechanics:
1. Construct a Hamiltonian to evolve a wavefunction:
Ĥw = i ẇ .
2. Decompose the wavefunction into linear combinations of eigenstates of the Hamiltonian,
w = c n |n,

with the one important difference: instead of describing, say, the energy state of an
electron, in quantum field theories, the eigenstates of the Hamiltonian will represent
multiple particles and their corresponding energies and momenta.
As a first step, we’ll develop a quantum field theory for our toy scalar model (last seen
in §6.1) and then assert, admittedly without rigorous proof, that simple extensions to the
model will continue to hold as we move into complicated fermionic systems.
The scalar model consisted of an interaction term in the Lagrangian density of the form
LInt = −kφ 2 g,

which results in a classical Hamiltonian of


HInt = k

d 3 xg(x)φ(x)φ(x),

(7.2)

where the reversal of sign mimics the sign reversal of the potential between the
Lagrangian and the Hamiltonian. To get the total rather than the density, we need to
integrate over all space.
To use all the machinery of quantum mechanics, we must promote the Hamiltonian
to an operator. We must do the same for the g and φ fields. In §5.7 we found that
quantization of the scalar φ field can be written as a combination of particle creation
†
operators â p and annihilation operators â p :



d3 p
1  −i p·x

â p e
+ â †p e i p·x .
3
(2p) 2E p

φ̂(x) =

We define the ĝ operator identically but substitute d̂ † and d̂ for creation and annihilation
of the g particles. Multiplying out the quantized Hamiltonian yields




1
d 3q1 d 3q2 d 3q3

âq3 e −iq 3 ·x + âq†3 e iq 3 ·x
3
3
3
(2p) (2p) (2p) 8E q 1 E q 2 E q 3



× âq2 e −iq 2 ·x + âq†2 e iq 2 ·x d̂q1 e −iq 1 ·x + d̂q†1 e iq 1 ·x .

ĤInt = k

d3x

(7.3)

This 12-dimensional integral is, to put it lightly, kind of a bear, but at least it puts us on
familiar footing. In ordinary quantum mechanics, we use the Hamiltonian to evolve a
wavefunction |w, where the “state” in this case consists of a collection of particles with
specified energies and momenta. We may integrate over time to produce a generalized
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unitary evolution operator:


w(t) = Û(t, t0 )w(t0 ) = exp −i



t


ĤInt (t  )dt  w(t0 ) .

(7.4)

t0

From our work with generators in group theory, we’re well prepared to expand exponentials as infinite series:


Û(t, t0 ) = I − i

t

t0

1
ĤInt (t  )dt  + (−i)2
2

 t
t0

t

dt  dt  ĤInt (t  ) ĤInt (t  ) + ....

(7.5)

t0

There’s an important assumption underlying this approach. We’re assuming that the
system is perturbative. That is, one term gives a bad approximation to the solution,1 two
terms give a better approximation, and so on.2 The interaction Hamiltonian allows us to
compute an amplitude for a particular transition known as the S-matrix, defined as:
S f i ≡  f |Û(∞, −∞)|i.

(7.6)

The S-matrix will serve as the central quantity in all our quantum field theory calculations,
and much of the hard work for our scalar and real-world theories will involve getting a
handle on this number.

7.1.2 The Decay Amplitude
As our first worked example, consider a decay of an g particle into a pair of φ’s:
g1 → φ2 + φ3 ,

where the subscripts are written in anticipation of the labeling of momentum and
energies of particles. Energy conservation, naturally, requires that mg > 2mφ .
Having set the scene, we can ignore most of the terms in the Hamiltonian. If we
start with an g and end with two φ’s, then the only terms in the Hamiltonian that will
contribute to the decay amplitude are those which annihilate an g and create two φ terms:
d̂ â † â † . Keeping only the relevant terms in the Hamiltonian yields

ĤInt = k

d3x

1
d 3q1 d 3q2 d 3q3

â † â † d̂q e −i(q 1 −q 2 −q 3 )·x .
(2p)3 (2p)3 (2p)3 8E q 1 E q 2 E q 3 q3 q2 1

Inspection of the creation and annihilation operators tells a story. Once upon a time
(the story goes), there was an g particle which got annihilated, and two φ particles were
created in its place. Admittedly, it’s not a particularly interesting story, but it’s one we can
visualize fairly simply, as we do in Figure 7.2. This is our first Feynman diagram.
As we’ve drawn it, the incoming particles appear at the bottom of the diagram, and
the outgoing particles are at the top. This corresponds to time running “upward.” Those
1

As the first term is the identity, including only the first term would result in a completely static universe.
There is an important caveat. The Hamiltonian can be written as Ĥ0 + ĤInt , where Ĥ0 is the “free-field”
Hamiltonian that we’re simply ignoring in this context. In general, [ Ĥ0 , ĤInt ] = 0, so quadratic and higher terms
in the evolution operator introduce permutation factors. While we will give the results of these complications,
we won’t dwell on them, and we won’t derive them.
2
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ϕ3

Time

ϕ2

η1
Figure 7.2. The lowest-order diagram for the decay of an g particle into two φ
particles.

familiar with quantum field theory (QFT) may object to a vertical arrow of time. Many
texts—most, in fact—draw the arrow of time horizontally, in an effort to mimic the
direction of reading in many languages. We’ll be using a vertical arrow for two reasons:
1. It is suggestive of the format of “spacetime diagrams” in relativity, wherein “up” is forward
in time.
2. This was the format that Feynman himself used in his original formulation [61].

But please bear in mind that while the vertical axis represents time, the horizontal axis
(while suggestive of space) is essentially meaningless, and the tilt of lines should not be
used to infer the momentum of individual particles.
There’s one more element to calculation of the amplitude, the initial and final states.
In many nonrelativistic quantum systems (think of, for example, the hydrogen atom or
a particle in a box), we may enumerate all possible states of the system and then simply
figure out the transition amplitude between any two of them.
For quantum field theory calculations, states are described in terms of the number of
particles of each type and momentum. This is most easily accomplished by starting with
a vacuum and simply adding particles one at a time:
|i =



2E p1 d̂ †p1 |0.

(7.7)

A final state is simply the “ket,”

 f | = 0|â p3 â p2 4E p2 E p3 ,

(7.8)

where the normalization may look a bit odd but will be justified in due course.
However, we may get some insights from an appropriate normalization of the vacuum
state itself,
0|0 = 1,

along with the requirement that the annihilation operator â on the vacuum produces a
multiplicative factor of zero. That, combined with equation (5.49) yields the relation
0|â p âq† |0 = (2p)3 d(p − q ),

(7.9)
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which can be used to evaluate the normalization of the initial state,
i|i = 2E p1 (2p)3 d(3) (0);

(7.10)

the outgoing particles are evaluated similarly. Here, d(3) (0) is value of the threedimensional Dirac delta function at zero. We will find a practical way of expressing this
term in short order.
Our states are described as basis functions for the free-field Hamiltonian, which means
that all the evolution comes in the form of an interaction Hamiltonian. This is known as
the interaction representation of a system.3
Focusing, for the moment, on the simplest nontrivial term in the unitary operator
(equation 7.5) suggests

 f |Û(t, t0 )|i = −i

t

 f | ĤInt (t  )|idt  ,

t0

to first order. For a two-particle decay, estimating the S-matrix element is fairly straightforward:
Sf i


= −ik 8E p1 E p2 E p3 0|



= −ik(2p)4 d( p1 − p2 − p3 ),

d4x


d 3 q 1 d 3 q 2 d 3 q 3 −i(q 1 −q 2 −q 3 )·x 
†
†
†
|0

â
e
p3 âq3 â p2 âq2 d̂ p1 d̂q1
(2p)9 E q 1 E q 2 E q 3
(7.11)

where we contracted the initial and final states via the orthogonality condition
(equation 7.9) and the d-function relation

d 4 xe i p·x = (2p)4 d( p) .

(7.12)

Astute readers will also note that we’ve rather arbitrarily coupled the creation of φ’s with
momentum q2 with the annihilation of p2 and q3 with p3 , but another permutation is
possible. That labeling represents an overcounting of possible outcomes, since the two
particles are identical. We’ll show how to correct for this in short order. For now, we
ignore this issue.
We already have some very nice results. Because of the d-function in equation (7.11),
the decay amplitude is zero unless momentum and energy are exactly conserved. Further,
we’ve found that the amplitude in this case is linearly proportional to the coupling
constant, k, suggesting the role that similar terms (e.g., the electric charge) will play in
quantum field theory calculations.

3 The interaction representation is not the only option. Nonrelativistic quantum mechanics is normally
developed using the Schrödinger representation, wherein the waves are represented as combinations of
eigenstates of the full Hamiltonian. In the Heisenberg representation, the states themselves evolve over time,
even for unperturbed systems. Even our choice of approach is not unique. We will privilege time over the other
coordinates. As another option, in the Feynman path integral formalism, all four spacetime coordinates are
treated on equal footing throughout the calculation.
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7.1.3 Fermi’s Golden Rule for Decays
We’ve computed a decay amplitude for g → φ + φ, but we haven’t put that calculation
in context. In nonrelativistic quantum mechanics, you may have encountered Fermi’s
golden rule, an approach to quantum transitions popularized by Enrico Fermi [60] but,
like so much in quantum theory, originally developed by Dirac [45]. It begins with a basic
statement of quantum mechanics wherein the appropriately normalized probability of
transitioning from one state to another,
P=

|S f i |2
,
i|i f | f 

is the probability of a system making the transition from state |i to | f  over some time
t − t0 . The overall probability of a particular transition over a long but noninfinite time T
can be used to compute a rate of decay,

 = V2

1
d 3 p2 d 3 p3 |S f i |2
,
(2p)3 (2p)3 T i|i f | f 

where we explicitly integrated over all possible momenta. The integral over all spacetime
in the S-matrix is particularly interesting. We have seen an integral of this form before
(equation 7.12). In this case, we’re guaranteed to produce a conservation of momentum
and energy hardwired into our amplitude.
However, a bit of a complication arises when we note that the decay rate is proportional
to the S-matrix component squared, along with the state terms in the denominator. Both
contain d-functions.
We deal with this issue, as we’ve done before, with a bit of a trick. While formally, both
integrals are over all space and time, we may instead consider one of the integrals to be
over a suitably large box V and timescale T :

lim

p→0

d 4 x e i p·x = V T .

Comparison of this result with equation (7.12) yields a nice substitution:
d(4) ( p) → (2p)4 V T ;

d(3) (p ) → (2p)3 V

(7.13)

We’re nearly there! The g-decay rate can thus be computed as

 = k2

(2p)4

d 3 p2 d 3 p3
1
d( p1 − p2 − p3 ),
(2p)3 (2p)3 8E p1 E p2 E p3

where all the volume terms drop out as if by magic!
This is marvelous! Getting here was a slog, but we need to do this calculation only once.
Indeed, virtually everything in this relationship is a function of only the 4-momenta of the
incoming and outgoing particles. The only theory-specific term is k, the strength of the
scalar interaction. In general, we define a scattering amplitude A such that the overall
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rate of decay can be be computed as

=S

|A|2 (2p)4 d (p)

1
2E 0


out states

d 3 pi 1
(2p)3 2E i

,

(7.14)

where E 0 is the initial energy (in the center-of-mass frame, simply the mass of the
decaying particle), the delta function demands conservation of mass and energy, the ith
state refers to the possible energies and momenta of outgoing particles, and S is the
degeneracy factor, which for a decay into two identical particles produces a factor of 1/2.
Or, more generally,
S=

1
n!

for every group of identical partners in the decay.
The decay rate calculation has two parts:
1. A purely kinematic term that normalizes the rate and guarantees conservation of momentum and energy, and
2. The scattering amplitude, which is specific to both the interaction and the expansion of the
Hamiltonian. Comparison of equation (7.12) with our specific solution for g-decay suggests
that in this theory A = k.

Example 7.1: What is the decay rate for
g → φ2 + φ3

in the rest frame?
Solution: The d-function in the decay rate equation (7.14) simplifies dramatically:

 = k2 (2p)4

=

k2
(2p)2

1
d 3 p2 d 3 p3
d(mg − E 2 − E 3 )d(p2 + p3 )
3
3
(2p) (2p) 8mg E 2 E 3


d 3 p2

1
d(mg − E 2 − E 3 ).
8mg E 2 E 3

The particle decay is isotropic, so we may say
d 3 p2 = 4p p 2 d p,

where we’ve dropped the index because the outgoing momenta of the daughter particles
are equal and opposite. A six-dimensional integral has been reduced to one! The final
d-function is more challenging than it appears. The energies, E 2 and E 3 are explicitly a
function of momentum.
In the rest frame of the g, each of the outgoing particles has energy mg /2, yielding

p F ≡ |p2 | =

m2g − 4m2φ
2

.
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Figure 7.3. Some three-vertex diagrams for an g decay.

Noting

d x d( f (x)) =

1
| f  (x)| f (x)=0

(7.15)

allows us to write


pF
p2
d p d(mg − E 2 ( p) − E 3 ( p)) =
.
E2 E3
mg

This gives a decay rate of
 = k2

pF
.
16pm2g

(7.16)

Example 7.1 lends several intriguing insights into decays in general:
•

The outgoing particles have a unique energy in two-body decay. This will not be the case for
decays of more particles, as you can test for yourself in problem 7.5.

•

The larger the mass of the decaying particle (all things being equal), the slower the decay.

•

The more energy liberated by the decay, the faster it occurs.

The scattering amplitude is the quantity that we’re trying to extract from a Feynman
diagram. As we noted earlier,
A=k,

though this result isn’t exact. For small values of k, a first-order diagram is fine, but the
beauty of quantum field theory is that in principle we can take calculations to higher order
by expanding the evolution operator appropriately. For instance, consider the operators
that show up in the cubic term:
3
∝ k3 (â â † d̂)(â † â d̂ † )(â † â † d̂).
ĤInt

It looks horrid, to be sure. We’ve omitted subscripts, but the upshot is that internally,
multiple φ and g particles are temporarily created and annihilated. The net effect, that of
an g particle decaying into two φ’s, remains the same. As with the first-order term, we
also may draw three-vertex Feynman diagrams (Figure 7.3).
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Figure 7.4. The energy spectrum of electrons emitted from the decay of radium E
[150]. A characteristic feature of these spectra is a high-energy tail—a feature that
does not appear in our toy scalar model and which is entirely attributable, as we’ll
see, to the fact that the particles involved are fermions.

What’s remarkable about these diagrams is how much of the physics they capture.
Each vertex carries with it a multiplicative factor k, and each connects two φ lines with
an g line. Even though we can draw diagrams with internal loops, evaluating them tends
to produce some rather unpleasant infinities, but we may get a sense of how much new
information they contribute (ignoring the infinities) from dimensional analysis. Since
 ∝ |A|2 and has units of [E ]1 , for decay into massless g particles, the only dimensional
term remaining is the mass of the φ. Thus, the contributions from interference between
one-vertex and three-vertex diagrams will contribute corrections like
3 ∼

k4
.
m5φ

The coefficient out front needs to be computed from the loop diagrams, to which we will
return in Chapter 11.

7.1.4 A Foray into Beta Decay
Not all decays are monoenergetic. In 1914, James Chadwick observed the b-decay of
radium B, which is similar in many ways to neutron decay. He, and a number of his
contemporaries found, despite expectations, that the energy spectrum of electrons is
continuous (The decay spectrum for radium E is shown in Figure 7.4).
In 1930, in a letter to a scientific meeting in Tübingen [121], Wolfgang Pauli offered up
an explanation:
I have hit upon a desperate remedy to save the . . . law of conservation of energy. Namely,
the possibility that in the nuclei there could exist electrically neutral particles, which I will call
neutrons,4 that have spin 1/2 and obey the exclusion principle and that further differ from light
quanta in that they do not travel with the velocity of light. The mass of the neutrons should
4 As what we now call a neutron was discovered by James Chadwick in 1932, Enrico Fermi suggested the
name “neutrino” to correspond to Pauli’s hypothetical particle.
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Figure 7.5. Fermi’s model for neutron decay.

be of the same order of magnitude as the electron mass and in any event not larger than 0.01
proton mass. — The continuous beta spectrum would then make sense with the assumption
that in beta decay, in addition to the electron, a neutron is emitted such that the sum of the
energies of neutron and electron is constant.

The electron antineutrino was detected by Clyde Cowan, Frederick Reines, and their
collaborators some 26 years later [40], a remarkable example of the existence of an entity
theoretically predicted long before its discovery.
We can get a sense of the energetics of beta decays in general by considering neutron
decay, a staggeringly slow weak interaction, with a mean lifetime of approximately 881.5 s:
n → p + e − + me .

We can get a sense of why the process is so slow by considering how little energy there is
to work with. The neutron (mn = 939.565 MeV is only about 1.3 MeV more massive than
the proton (m p = 938.272 MeV). In a three-body decay, virtually all that energy goes into
the electron and the antineutrino.
While we haven’t explicitly talked about the weak interaction in any great depth, like
all the forces in the fundamental model, it’s mediated by a boson, in this case, the W± .
The W± bosons are massive enough that when Enrico Fermi was developing a model for
the weak interaction in 1934 [163], he assumed the interaction occurred at a single point
(Figure 7.5).
Example 7.2: While we aren’t prepared to do a weak decay yet,5 we may model a scalar
version of neutron decay,
φ0 → φ1 + φ2 + φ3 ,

where the masses of the four particles are equal to the particles in a neutron decay. What
is the spectrum of “electron” energies? For this case, we will assume that the amplitude
A is independent of energy.
5

Additionally, both the proton and neutron are composite particles (and fermions at that).
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2
θ
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3

Figure 7.6. The geometry of a three-body decay.

Solution: Evaluating equation (7.14) under these assumptions yields

=S

|A|2

d 3 p1 d 3 p2 d 3 p3
1
d (p) .
5
16(2p) M E 1 E 2 E 3

In a three-body decay, conservation of energy and momentum reduces the problem to two
dimensions, uniquely determined by any angle and energy of the outgoing particles, as
shown in Figure 7.6. We are particularly interested in processes resembling beta decays,
that is,
m1

M (the “electron”);

m2

0 (the “antineutrino”);

M − m3 ≡ E

M (the outgoing “proton”).

Under those circumstances, the kinetic energy of the outgoing proton is very low, but
the large mass is able to absorb the momentum of the outgoing particles. As shown in
equation (B.6) in Appendix B, this yields a decay rate of

=S

|A|2 E − E e  2
E e − m2e d E e d(cos θ),
(4p)3
M2

(7.17)

where M = mn , and m = 1.3 MeV for neutron decay. Assuming the scattering amplitude is independent (as is the case for our single-vertex scalar model), we can readily
compute the spectrum of outgoing electrons,
f (E ) ∝

E − E e  2
E e − m2e ,
M2

which is plotted in Figure 7.7.

7.2 Scattering
We don’t just have to wait for particles to decay; we can, instead, throw them together and
see what pops out. In scattering, we’re particularly interested in the cross section r,
 = nrv,

(7.18)
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Figure 7.7. The energy spectrum of the outgoing electron in a simplified scalar
model of neutron decay. The scalar model produces a spectrum which lacks the
high-energy tail of observed beta decays (Figure 7.4), a detail that will be remedied
when we revisit this problem using fermions.

p1
→

p2′
→

θ
p1′
→

b

p2
→

Figure 7.8. The φ−φ scattering process in our toy scalar theory.

where n is the number density of target particles, and v is the relative speed of the
incoming particles. Once again, by way of example, we’ll use our simple scalar model
and will focus on the process
φ1 + φ2 → φ3 + φ4 ,

where the subscripts in this context represent unique identifiers of momentum and
energy, rather than necessarily different species. A schematic of the scatter is shown in
Figure 7.8.

7.2.1 Classical Cross Sections
Before considering quantum field scattering, it will be useful to consider the classical
version of φ−φ scattering. As we saw in the previous chapter (equation 6.5), the classical
low-speed potential energy between two φ particles can be written as
U(r ) ∼ −

k2 1 −mg r
e
.
m2φ 4pr
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We’ll start by considering the limit of a massless g, which makes this problem identical
to the classic gravitational scattering problem or, with a change of sign, to Rutherford
scattering. There is a generalized form of Rutherford scattering which depends only on
an inverse-square force law of the form
U=

j
.
r

For electromagnetism and gravity, respectively the coefficient j is
jE M =

q1q2
;
4p

jG = −Gm1 m2 ,

respectively. The different signs indicate that while electromagnetism is repulsive (for like
charges), gravity is attractive.
Two particles approach each other as shown in Figure 7.8 and conserve energy and
angular momentum at all times. After a little work, we get
dr
j2 m2
,
=
4
d 16 p0 sin4 (θ/2)

(7.19)

where the differential solid angle d,
d ≡ sin θ dθ dφ,

integrates to 4p over all directions in the unit sphere. In the familiar case of a massless
mediator, the total cross section integrates over d to infinity. In most experiments,
there’s more information to be gleaned from the differential cross sections than from
the total.

7.2.2 Quantum Scattering: The Kinematic Component
Cross sections and decays are intimately related. Following the derivation of the decay
exactly, we may calculate a collision rate of a particle scatter. We need compute only the
relative speed of interacting particles. We leave it as an exercise for the reader to show that
v E1 E2 =



( p1 · p2 )2 − (m1 m2 )2

is simply a Lorentz-invariant way of expressing the relative velocity. This yields, in the
final analysis,

r=S


d 3 pi
1
|A|2 (2p)4 d (p) 
2
2
(2p)3 2E i
4 ( p1 · p2 ) − (m1 m2 )

.

(7.20)

Example 7.3: What is the kinematic component of the scattering cross section calculation for the process φ1 + φ2 → φ3 + φ4 in the center-of-mass frame?
Solution: For identical particles with energy E 0 and momentum p0


( p1 · p2 )2 − m4 = 2E 0 p0
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Figure 7.9. The t-channel diagram for scattering between two scalar particles.

in the center-of-mass frame. Thus,


r=S
=

1
2

|A|2

1
d 3 p3 d 3 p4 d( p1 + p2 − p3 − p4 )
32 p0 E 0 E 3 E 4 (2p)2

|A|2

1
p 2 d p3 d d(2E 0 − 2E 3 )
32 p0 E 0 E 32 (2p)2 3



dr
|A|2
.
=
d
2(16p)2 E 02

(7.21)

We take this opportunity to give a very general result. For two-to-two particle scatters,
in the center-of-mass frame:
|A|2 | p F |
dr
=S
.
d
(16p)2 E 02 | p I |

(7.22)

7.2.3 The Propagator
The real challenge, as with decays, is computing the scattering amplitudes. We begin by
drawing the lowest-order Feynman diagram (Figure 7.9).
This configuration—a simple two-vertex diagram in which the final and initial states of
the same particles meet at a vertex—is common enough to be given a name: the t-channel.
We will encounter a few other channels in due course, but the advantage of categorizing
diagrams in this way is that conservation of 4-momentum guarantees that the g particle
must carry a momentum of p1 − p3 . This quantity (or, rather, its square), is known as
a Mandelstam variable, and when we encounter more complicated diagrams we’ll find
useful to employ the shorthand
t = ( p 1 − p 3 )2 .

We are now faced with the challenge of solving for the scattering amplitude of a
Feynman diagram with two vertices. The second-order term in the expansion of the
unitary time operator takes the form
1
(2)
ÛInt (t, t0 ) = (−i)2
2

 t
t 

t

t0

dt  dt  ĤInt (t  ) ĤInt (t  ).
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As with the scattering diagrams, Figure 7.9 also tells a story (which we may begin at either
the left or right vertex):
1. A φ particle is annihilated at point y in spacetime, and an g and a φ are created.
2. Later, at another point, x in spacetime, the g particle is annihilated, along with a φ particle,
and a φ particle is created.

All told, the S-matrix element becomes

S f i = (−ik)2 16E p1 E p2 E p3 E p4 0|â p3 â p4

×

d4x


1
d 3 k4 d 3 k2 d 3 q 2  †

â
â
e −i(k2 +q 2 −k4 )·x
d̂

q

k
2

2
(2p)3 (2p)3 (2p)3 k4
8E k2 E q 2 E k4

d4 y


1
d 3 k1 d 3 k3 d 3 q 1  † †
âk d̂q1 âk1 
e −i(k1 −q 1 −k3 )·y
3
3
3
3
(2p) (2p) (2p)
8E k1 E q 1 E k3


×

×â †p1 â †p2 |0 ,

where q 1 and q 2 correspond to the 4-momentum of the virtual particle (the g in the middle
of the diagram6 ). This expression is downright terrifying! It is literally a 26-dimensional
integral. However, we can be thankful for two things:
1. We are in the process of developing the Feynman rules, which means that we’ll soon be
able to calculate terms like this with no trouble, and
2. A great many of these integrals produce helpful d-functions, yielding
ki = pi ; q 1 = q 2 .

Thus,

S f i = (−ik)2

d 4 xd 4 y

d 3 q 1 −i( p2 +q − p4 )·x −i( p1 −q − p3 )·y
e
e
.
(2p)3 2E q

(7.23)

This 11-dimensional integral might still prove a little daunting, especially as it includes
calculations at different points in spacetime.
Quantum field theory, and the Standard Model generally, is based on the idea that
forces are mediated by virtual particles. In electromagnetism, we never detect the
photons that communicate the repulsion between two electrons. But to understand the
dynamics of these mediators, we need to introduce a mathematical shorthand known as
a propagator.
Take a good look at the spacetime dependence in equation (7.23). The only term that
couples the spacetime events x and y is

(x − y) =

6

d 3 q 1 −iq ·(x−y)
e
.
(2p)3 2E q

A later simplification will establish that q 1 = q 2 .
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Propagators of this sort will show up in any calculation with more than one vertex. In the
context of φ−φ scattering, it represents the g particle propagating from y to x to carry the
interaction signal. You may, in fact, find it reminiscent of the Green’s function which you
encountered in electromagnetism. This is no accident.
We need to be a bit careful. As we’ve described it, spacetime coordinate x occurs after
y, and yet both terms are integrated over all spacetime. We shall assume that order doesn’t
matter (an effect we’ve accounted for by swallowing the factor of 2 in the Taylor series of
the unitary time operator).
The propagator is particularly useful if we can rewrite it as an integral over the entire
4-momentum. We’ll start with the solution and work backward:

(x − y) = i

1
d4 p
e −i p·(x−y) .
4
(2p) p · p − m2

(7.24)

If you’ve mastered your Lorentz algebra, you’ll recognize that the integral should blow up.
If the mediator has the mass it’s supposed to, then the denominator should be identically
zero. However, because mediators are virtual particles, they aren’t ever detected, and
because quantum field theory is, well, quantum, it turns out that uncertainty rules the
day. Mediators need not have the same mass as if they were in the wild (termed “on the
mass shell”).
We may evaluate the propagator by rewriting the denominator as
p · p − m2 = ( p0 − E p )( p0 + E p ),

where E p is the energy that a particle of mass m and momentum p is supposed to have.
For convenience, for the rest of the analysis, we will assume that x0 > y 0 , and integrate
over p0 :

(x − y) =

d 3 p i p ·(x−y )
e
(2p)3



∞

−∞

i
d p0
0
0
e −i p0 (x −y ) .
(2p) ( p0 − E p )( p0 + E p )

The integral over p0 looks impossible. We have two roots, at E p and −E p . But complex
analysis gives us a trick. First, we introduce a slight change,


∞

−∞

i
d p0
0
0
e −i p0 (x −y ) ,
(2p) ( p0 − (E p − ie))( p0 + E p − ie)

and do a semi-infinite semicircle integral from p0 = −∞ to ∞, and then around the
complex part of the plane (Figure 7.10). In complex analysis—the Cauchy residue
theorem to be exact —we learn that if you do a counterclockwise integral around a root,


dz
f (z) = 2pi f (z0 ).
z − z0

In this case, there is a root at p0 = E p − ie. Since the contour integral is clockwise, this
introduces a negative sign, and thus,


∞

−∞

i
d p0
2p
0
0
e −i p0 (x −y ) =
(2p) ( p0 − E p + ie)( p0 + E p − ie)
2E p
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Im(p0)

–Ep + iε
Ep – iε

Re(p0)

Figure 7.10. Contour-integral analysis of the propagator.

in the limit of e → 0. And so,

(x − y) =

i
d4 p
e −i p·(x−y) =
(2p)4 p · p − m2 + ie



d 3 p 1 −i p·(x−y)
e
.
(2p)3 2E p

(7.25)

The Lorentz-invariant form is very important in computing the scattering amplitude. The
virtual particle doesn’t need to have the same mass as when it’s at rest. The contribution
of the amplitude is maximized on the mass shell, but the term may deviate. This also gives
us an insight into why factors of 2E have so frequently shown up in our calculations.

7.2.4 The − Scattering Amplitude
We are finally prepared to compute the amplitude from the Feynman diagram in
Figure 7.9:

S f i = −ik2

d 4 xd 4 y

= −ik2 (2p)4
At =

1
d 4q
e −i( p2 − p4 +q )·x e −i( p1 − p3 −q )·y
(2p)4 q · q − m2g

1
d( p1 + p2 − p3 − p3 ),
( p1 − p3 ) · ( p1 − p3 ) − m2g

k2
.
( p1 − p3 ) · ( p1 − p3 ) − m2g

Plugging in the initial and final particle trajectories gives a Mandelstam variable,
( p1 − p3 ) · ( p1 − p3 ) = −2 p02 (1 − cos θ ) ,

which simplifies still further if we take a massless mediator mg = 0:
At = −

k2
2 p02 (1 − cos θ )

.

(7.26)

We’re not quite done. Because the outgoing particles are identical, it doesn’t really
matter which one we label as “3” and which we label as “4.” Classically, we’d say that
“particle 1 and particle 3 are the same object, but at different times,” but quantum
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ϕ3

ϕ4

η
ϕ1

ϕ2

Figure 7.11. A “twisted” two-vertex diagram describing φ−φ scattering, representing the u-channel.

mechanically, they’re not. The labeling of the outgoing particle is arbitrary, and we
may just as easily say that it’s particle 4 that meets particle 1 at a vertex, as shown in
Figure 7.11.7 The twisted configuration is known as the u-channel.
The approach is similar to that of the untwisted diagram but produces an amplitude,
Au =

k2
,
( p1 − p4 ) · ( p1 − p4 ) − m2g

where
( p1 − p4 ) · ( p1 − p4 ) = −2 p02 (1 + cos θ ),

which is also known as the u Mandelstam variable. The rule with amplitudes (as with
ordinary quantum mechanics) is that you add them before you compute the scattering
cross section or decay rate. Thus, adding the amplitudes from Figures 7.9 and 7.11 yields
A=

k2
2 p02 (1 − cos θ )

+

k2
2 p02 (1 + cos θ )

=

k2
.
p02 sin2 θ

We have one more diagram, although it’s not one that shows up in electron-electron
scattering. Figure 7.12 shows the so-called s-channel diagram, which quickly yields
As = k2

k2
1
=
.
( p1 + p2 ) · ( p1 + p2 ) 4E 02

We now have a generalized solution to the toy scalar problem, but it’s especially
interesting in the nonrelativistic limit in which p0
E 0 and E 0 mφ , which essentially
allows us to discard the last diagram entirely.
We may finally compute a QFT estimate of the scattering cross section:
k4
dr
=
.
2
d 2(16p) p04 m2φ sin4 θ

(7.27)

7 This issue of swapping particles is a subtle point that we first encountered in our discussion of the exchange
operator in Chapter 5. The point is that all electrons (or up quarks or φ’s) are made of the same “stuff,” and thus
from the perspective of measurement, there is nothing that uniquely identifies a particle at one point in time
with a specific antecedent.
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η

ϕ1

ϕ2

Figure 7.12. The s-channel contribution to φ−φ scattering.

This is very nearly the same as the classical result (equation 7.19) but differs significantly
at high energies (large scattering angle). It’s worth noting that the overall scattering
amplitude integrates to infinity. But that need not be the case. We find another interesting
limit if mg  E 0 . In that case, all three contributions to the scattering amplitude are
identical, and
A=−

3k2
.
m2g

This produces an isotropic cross section, which may be integrated to yield
r=

9k4
.
128pE 02 m4g

(7.28)

Having worked through a few examples, we’re now prepared to come up with a
generalized approach to computing amplitudes for our theory.

7.3 Feynman Rules for the Toy Scalar Theory
It’s a bit cumbersome to start from scratch every time we want to calculate reaction
rates or cross sections for some new process. But rest easy. The entire point of Feynman
diagrams is that we can use them as a shortcut to figure out scattering amplitudes. The
process of turning diagrams into amplitudes is known as Feynman rules. The approach
should look comfortingly familiar, based on the work we’ve already down.
Throughout this book, whenever new quantum field theories are introduced, the
Feynman rules will simply be appended to the following collected in Appendix C.
Preliminaries
Regardless of the quantum field theory, a few initial steps will set the scene for QFT
calculations:
1. Compute and simplify (as much as possible) the kinematic components of the decay rate
(equation 7.14) or cross section (equation 7.20).

7.3 Feynman Rules for the Toy Scalar Theory | 149
2. Compute the degeneracy term 1/n! for identical types of outgoing particles.
3. Draw all possible Feynman diagrams to as high an order as precision as requirements
demand. Each quantum field theory has a fundamental vertex which can be inferred
directly from the classical interaction Lagrangian. A valid Feynman diagram can be twisted
and rotated with abandon, so long as the appropriate number (and type) of particles go into
and the appropriate number go out of each vertex.
4. Label each ingoing particle, p1 , p2 , . . . and each outgoing particle, pn+1 , pn+2 ,. . . For each
draw an arrow (or assume a convention) which indicates the 4-momentum of the particles
going into or out of a vertex.

The Amplitude
Having drawn the diagrams, we’re now prepared to compute the scattering amplitude.
These details are specific for the scalar theory, but we’ll find some remarkably similar
ones for quantum field theories for Dirac particles.
The “contribution” in the following list consists of multiplying all the terms together in
a “sensible” order. For scalar theories, the order of multiplication doesn’t matter, but for
other theories, the wrong order will result in a nonscalar amplitude.
1 External Lines. The contribution for external scalar particles is trivial. We show only
the φ particles for this calculation, but the contribution for g particles is identical (albeit
drawn with a dashed line).
Particle

Contribution

Outgoing scalar

1

Incoming scalar

1

Representation

2 Vertex Factors. The scalar theory produces a multiplicative factor.
Vertex



Contribution × (2p)4 d(p)

Toy scalar theory

−ik

Representation

where the sum over 4-momenta represents the difference of the incoming and outgoing
particles. For internal lines, especially, the “direction” of the 4-momentum (into or out of
the vertex), while arbitrary, must be clearly specified.
3 Propagators. For each internal line, label the momentum q i (and include the direction
with an arrow), and integrate over all possible values.
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Propagator

Contribution
 4
i
d qi
2
4
(2p) q i − m2 + i

Scalar

Representation
qi

4 Cancel the Delta Function. Multiply the particle, vertex, and propagator contributions
together, and integrate over virtual particles {q i }. The result yields
−i(2p)4 Ad(p)

for the overall process, from which we may read out the amplitude.
We repeat this process for all diagrams and simply add all amplitudes.
Example 7.4: Compute the cross section for the scalar analog to Compton scattering,
the process by which a relatively low energy photon loses a small amount of energy and
is deflected by an electron. For our scalar version of Compton scattering,
g1 + φ2 → g3 + φ4 ,

where the subscripts correspond to the labeling of the 4-momentum, and mg = 0.
Solution: For this system, with no identical outgoing particles, S = 1. In the center-ofmass frame, the φ and g have an equal and opposite momentum p0 , giving
⎛

⎛

⎞
p0

⎜ ⎟
⎜ ⎟
⎜ p0 ⎟
⎜ ⎟
p1 = ⎜ ⎟ ;
⎜ ⎟
⎜ 0 ⎟
⎝ ⎠
0

⎜
⎜
⎜
⎜
p2 = ⎜
⎜
⎜
⎝

E2 =



m2φ + p02

− p0
0

⎞
⎟
⎟
⎟
⎟
⎟ .
⎟
⎟
⎠

(7.29)

0

Supposing the outgoing g particle scatters off at a direction θ with respect to the original,
conservation of energy and momentum requires that
⎛

⎞
p0

⎜
⎟
⎜
⎟
⎜ p0 cos θ ⎟
⎜
⎟
p4 = ⎜
⎟ .
⎜
⎟
⎜ p0 sin θ ⎟
⎝
⎠
0

(7.30)

We’ve arbitrarily chosen the outgoing particle to fly out in the x-y plane, but, clearly, it
doesn’t matter to the final solution. We may quickly compute the kinematic component
of the cross section (good also for genuine electromagnetic Compton scattering):
dr
1
1
.
= |A|2
d
(8p)2 ( p0 + E 2 )2
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Figure 7.13. The t-channel (left) and s-channel (right) diagrams describing scalar
Compton scattering.

In Figure 7.13 we drew the lowest-order Feynman diagrams for this process. We follow
the Feynman rules for the t-channel:
1 External Lines. The external lines simply give a factor of 1.
2 Vertex Factors. There are two vertices, contributing a total of
−k2 (2p)8 d( p1 − q − p3 )d( p2 + q − p4 ).

3 Propagators. There is one propagator, giving a total contribution

−ik2 (2p)4

d 4q
d( p1 − q − p3 )d( p2 + q − p4 )
q · q − m2

= −ik2 (2p)4

1
d( p1 + p2 − p3 − p4 ),
( p1 − p3 )2 − m2

where the integral over q quickly yields q = p1 − p3 over the first d-function.
4 Cancel the Delta Function.
At =

=

k2
( p1 − p3 )2 − m2
k2
.
2 p0 ( p0 cos θ − E 2 )

Similarly, the s-channel amplitude is
As =

=

k2
( p1 + p2 )2 − m2
k2
,
2 p0 ( p0 + E 2 )
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which may be combined to yield
A=

k2
2



(1 + cos θ)
( p0 + E 2 )( p0 cos θ − E 2 )


.

This expression doesn’t get too much simpler in generality, but in the limit of p0
we get the low-energy relation
A

−

(7.31)

m,

k2
(1 + cos θ ).
2m2

This yields a differential cross section
k4
dr
= 6
(1 + cos θ )2 .
d m (32p)2

(7.32)

By way of comparison, in electromagnetism, the low-energy Compton scattering cross
section (Thomson scattering) is given by the relation
dr
α2
= e2
d T h me

1 + cos2 θ
2

,

(7.33)

where αe is known as the fine-structure constant and represents a good measure of the
strength of the electromagnetic force
αe =

q e2
,
4p

(7.34)

which has a numerical value of approximately
αe−1

137.036.

The fine-structure constant is small enough that for for many applications in quantum
electrodynamics, higher-order diagrams will produce increasingly smaller contributions.8
It is the first of many seemingly arbitrary parameters in the Standard Model. As Richard
Feynman put it [63]:
It is a simple number that has been experimentally determined to be close to 0.08542455.
(My physicist friends won’t recognize this number, because they like to remember it as the
inverse of its square: about 137.03597 with about an uncertainty of about 2 in the last decimal
place. It has been a mystery ever since it was discovered more than fifty years ago, and all good
theoretical physicists put this number up on their wall and worry about it.) Immediately you
would like to know where this number for a coupling comes from: is it related to pi or perhaps
to the base of natural logarithms? Nobody knows. . . . We know what kind of a dance to do
experimentally to measure this number very accurately, but we don’t know what kind of dance
to do on the computer to make this number come out, without putting it in secretly!

8

Except for the infinities. As it happens, diagrams with internal loops will tend to produce infinite
contributions regardless of how small the coupling constant is. Dealing with these issues is the realm of
renormalization and will be dealt with in Chapter 11.
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7.4 QED
Fermions and photons add a significant additional layer of complexity to QFT calculations, since both spin and 4-momentum needs to be exactly conserved at every vertex
in a Feynman diagram. We can see this explicitly by considering the electromagnetic
interaction term (equation 6.10):
LInt = −q e Aμ wcμ w .

Both the electron and the photon fields need to be quantized (equations 5.55, 6.31):




1
d3 p

b̂ p ,r ur ( p)e −i p·x + ĉ †p ,r vr ( p)e i p·x ;
3
(2p) 2E p





1
d3 p

b̂ †p ,r u(r ) ( p)e i p·x + ĉ p ,r v (r ) ( p)e −i p·x ;
3
(2p) 2E p





1
d3 p

e(rμ ) (p ) â p ,r e −i p·x + â †p ,r e i p·x ,
3
(2p) 2E p

ŵ(x) =

ŵ(x) =

Âμ (x) =

where b̂ † creates an electron, ĉ † creates a positron, and â † creates a photon. Putting this all
together produces quantum electrodynamics (commonly known as QED), which includes
an interaction Hamiltonian with terms like
HInt ∝ q e â † b̂ † b̂eμ vcμ v,

along with seven other combinations of operators. This particular variant annihilates an
electron and creates an electron and a photon, but as with the scalar theory, any twist and
turn of the fundamental vertex will do.

7.4.1 Feynman Rules for Quantum Electrodynamics
Having done a similar exercise with the toy scalar model, we’re now prepared to write
down the Feynman rules for quantum electrodynamics (and subsequently, electroweak,
weak, and strong interactions). Unlike with the scalar model, we will not generally derive
these rules for electromagnetism. Our collected Feynman rules are given in Appendix C.
Preliminaries
In addition to the preliminaries for the scalar theory, the spin for each external particle
needs to be labeled with a spin s 1 ... s n , and each internal line with a spin r 1 .. r n . Further,
we label each vertex with a different index, μ, m, ... to correspond with the 4-component
of the photon and the related c-matrices.
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The Amplitude
1 External Lines.
Particle

Contribution

Outgoing electron

us ( p)

Incoming electron

u(s ) ( p)

Outgoing positron

vs ( p)

Incoming positron

v s ( p)

Outgoing photon

 (r )μ ∗

Incoming photon

 (r )μ

Representation

where the index on the external photons will be coupled to the corresponding index at the
related vertex.
2 Vertex Factors.
Vertex



Contribution × (2p)4 d(p)

Electromagnetism

iq e cμ

Representation

where the index μ relates to the photon coming out of it, and the sum is done in the usual
way.
3 Propagators.
Propagator

Contribution

Representation


Electrons and positrons
Photons

i

d 4 q i (q/ i + me I)
(2p)4 q i2 − m2e
 4
d q i g μm
−i
(2p)4 q i2

qi

qi

7.4 QED | 155
e–

e–

p3, s3

p4 , s4

e–

e–
p4 , s4

p3, s3

q, r
μ
p1, s1

ν
p2, s2
p1, s1

e–

e–

e–

p2, s2
e–

Figure 7.14. The t-channel (left) and u-channel (right) diagrams for e − –e −
interactions.

These factors look fairly complex, but an easy way to keep all the terms contracted with
their appropriate partners is to follow each fermionic line backward and write the terms
from left to right. Doing so will produce scalar combinations of the form
[ucμ u] .


4 Cancel the Delta Function. We remove the factor of −i(2p)4 d( p), and we’re left
with A.
5 Antisymmetrization. We include a minus sign between diagrams that differ only in
the interchange of two incoming or outgoing electrons or positrons, or of an incoming
electron with an outgoing positron (or vice-versa).

7.4.2 Electron-Electron Interactions at Low Energy
The Feynman rules are relatively easy to write but somewhat more complicated to apply.
To give a taste of both the power and the complications for even simple QED calculations,
we look at the most natural interaction, between two electrons. In QED, electron-electron
interactions are known as Møller scattering. The preliminary step for any QED calculation
requires us to draw and label the relevant diagrams, which we do in Figure 7.14.
We then follow the Feynman rules in the t-channel.
1 External Lines. There are two incoming electrons and two outgoing ones. Writing out
their contribution gives
u(3)u(1)u(4)u(2),

where we have used a shorthand of the form
u(1) = us 1 ( p1 )

to simplify further discussions.
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2 Vertex Factors. There are two vertices, which we’ll label as μ and m, respectively.
Inserting the c-matrices between the bispinor terms (as required) yields
−q e2 (2p)8 u(3)cμ u(1)u(4)cm u(2)d( p1 − q − p3 )d( p2 + q − p4 ).

3 Propagators. There is only one propagator, the internal photon, over which we’ll
integrate.


g μm
u(3)cμ u(1)u(4)cm u(2)d( p1 − q − p3 )d( p2 + q − p4 )
q ·q
g μm
= iq e2 (2p)4
[u(3)cμ u(1)][u(4)cm u(2)]d( p1 + p2 − p3 − p4 ),
( p 1 − p 3 )2

iq e2 (2p)4

d 4q

where we’ve taken q = p1 − p3 .
4 Cancel the Delta Functions. Thus, we get an amplitude for the diagram of
At = −q e2

g μm
[u(3)cμ u(1)][u(4)cm u(2)].
( p 1 − p 3 )2

(7.35)

The amplitude of the u-channel may be found similarly, in which the labels of the
outgoing electrons are switched:
Au = q e2




g μm
u(4)cμ u(1) u(3)cm u(2) .
2
( p1 − p4 )

(7.36)

Note the difference in sign between the two components due to the fermionic swap
between the two diagrams (Feynman rule 5).
The t-channel is useful for another reason—it can be used to calculate the Yukawa potential directly. Recall that the scattering amplitude is intimately related to the interaction
energy, such that

A=

 f | ĤInt (t  )|idt  ,

(7.37)

which is simply the quantity computed in the penultimate step in the Feynman rules. For
a stationary (or highly nonrelativistic) electron [u(3)c0 u(1)] = 2m, a positive constant. This
interaction energy is in momentum space,
V (q ) = A = −

q e2
q ·q

where q = p1 − p3 . Since the initial and final states of the electrons are unchanged, to
lowest order, q 0 = 0, so q · q = −|
q |2 .
The physical space potential (the Yukawa potential) may be computed via the Fourier
transform (following equation 6.4),

V (r ) = q e2

q2
d 3 k 1 i k·

e x= e ,
3
2
(2p) |k|
4pr

(7.38)

as expected. We now have a generalized approach for estimating the semiclassical
interaction between two particles: simply compute the Feynman amplitude and take the
Fourier transform.
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7.4.3 Casimir’s Trick
We already knew the low-energy solution for electron-electron interaction, but QED
allows us to examine scatters at higher energy. Consider two beams in the center-of-mass
frame with momentum p0 . We’ve computed the kinematic portion of the equal-mass
collisional cross section in the center-of-mass frame before (equation 7.21):
|A|2
dr
=
.
d 2(16p)2 E 02

The amplitudes for Møller scattering (equations 7.35,7.36) look straightforward enough,
but the contractions over the spinors are going to present some problems.
Nothing prevents us from computing the amplitude for two spin-up electrons going in
and two spin-up electrons going out, or any other particular combination. We simply plug
in the various values for the bispinors and be done with it. Indeed, this is exactly what we
asked you to do in problem 5.1. However, this approach is not only tedious, it produces
somewhat horrific algebra. It’s also fairly unnecessary.
In most experimental conditions, the incoming beams of electrons will be oriented
randomly, and outgoing spins won’t be measured. In other words, we’d like some sort of
average over |A|2 . To do this, we need to note the troublesome terms in our calculation.
Multiplying out the amplitude squared gives

|At | =
2

q e4


∗ 

∗
u(3)cμ u(1) u(3)cm u(1) u(4)cμ u(2) u(4)cm u(2)
+ 3 similar terms.

2
( p1 − p3 ) · ( p1 − p3 )

(7.39)

This is, to put it bluntly, a nightmare.
Fortunately, the invariance properties of the c-matrices can lend a hand. “Casimir’s
trick” as David Griffiths dubbed it [80], involves summing over all input and output spins
and produces the odd-looking result




[u(a)cμ u(b)][u(b)cm u(a)]∗ = Tr cμ ( /p b + mb I)cm ( /p a + ma I) ,

(7.40)

all spins

where Tr (M) takes the trace (diagonal sum) of a vector.9 As a reminder, the slashed terms
are a contraction over a vector and the c-matrices,
μ
/p = pμ c ,

which is represented by a 4 × 4 matrix. On the face of it, Casimir’s trick hasn’t gotten
us much. However, spinors have been eliminated entirely. All that remains are various
multiplications and contractions over c-matrices given in Appendix A.
Expanding the first term in the square of the amplitude (equation 7.39) yields




q e4 Tr cμ ( /p 3 + me I)cm ( /p 1 + me I) Tr cμ ( /p 4 + me I)cm ( /p 2 + me I)
|A|  =
.
4
( p 1 − p 3 )4
2

9 We won’t prove Casimir’s trick, but suffice it to say that it’s a straightforward, but tedious, application of
the orthogonality properties of the spinors.
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Even this “simplification” looks grotesque. The only comfort is that the first trace and the
second are presumably identical by the symmetry of the scatter.
We may distribute the multiplicative terms and get, for instance,
Tr [cμ /p 3 cm /p 1 ] = p3,α p1,b Tr [cμ cα cm cb ]


= 4 p3,α p1,b g μα g mb − g μm g αb + g μb g αm


= 4 p3μ p1m − g μm p1 · p3 + p3m p1μ ,

in which some terms are simpler than others. For instance,
Tr (cμ /p 3 cm me ) = 0,

since it involves three c-matrices. Recognizing that
p1 · p3 = p2 · p4 = E 02 − p02 cos θ,

we may write:
|At |2  =

q e4 8( p1 · p3 )2 + 8( p1 · p4 )2 + 16m2 ( p1 · p3 ) + 16m4
,
4
−( p1 − p3 )4

with similarly complex terms for the uu and tu components. Writing it all out we obtain
the relation
dr
=
d

q e2
4p

2

1
E 02

(4 p02 + 2m2e )2 8 p04 + 12m2e p02 + 3m4e
1
−
+
4
4 p04 sin4 θ
4 p04 sin2 θ

,

(7.41)

which we’ve plotted in Figure 7.15 along with the classical result.
The term in parentheses, as we’ve noted, is the fine-structure constant
αe =

q e2
.
4p

(7.42)

We’re in the process of describing perhaps the most classical electromagnetic interaction,
so it’s not surprising that the fine-structure constant shows up front and center.
Møller scattering (unlike the classical Rutherford result) produces a maximum both
at θ = 0 (low scatter) and θ = p, full reflection. This strange result is nothing more than
a reminder that all electrons are identical. The scattering process makes no distinction
between whether the outgoing electron is the “same” as the incoming one, or whether it’s
the “other” incoming electron.

7.4.4 Electron-Positron Annihilation
We don’t want to overwhelm you with too many examples, but it may be prudent to
see at least one more calculation, one which has no classical analog: electron-positron
annihilation:
e− + e+ → c + c .
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Figure 7.15. A comparison of the classical and quantum cross section for Møller
scattering.
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Figure 7.16. The t-channel for the electron-positron annihilation. The u-channel is
produced by a twisting of the outgoing photons.

The t-channel for this process is shown in Figure 7.16, and the u-channel can be
constructed similarly.
A few observations are in order. First, the down-going line p2 corresponds to a positron
with positive momentum and energy. Thus, at the right vertex, p2 + q = p4 . Second, while
there are two identical outgoing particles (S = 1/2), they are bosons, which means that the
two amplitudes are added rather than subtracted. Third, since the energy of the outgoing
photon is conserved, the t-term is
( p1 − p3 )2 = −m2e ,

which simplifies things a lot.
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We take the electron-positron pair initially nearly at rest. Following the symmetric
scattering relation (equation 7.22), we may write the cross section as
dr
1
= |A|2
,
d
2(16p)2 me p0

where for the remainder of the calculation, we may take p0
rules, we may evaluate the amplitude,
At = q e2

me . Following the Feynman

v(2)/e (4)(q/ i + me )/e (3)u(1)
.
−2m2e

The expression is similar for the u-channel, but with 3 ↔ 4.
There is a crucial difference between this example and the previous one. We need to be
much more cautious about our spin states. For concreteness, we may consider the case
of the spin-0 state, which is an antisymmetrized superposition:
1
|i = √ (u+ v− − u− v+ ) .
2

The energy of the outgoing photons is easily determined, E = me , 511 keV, but the
direction is unknown. However, from first principles, this particular problem is isotropic.
The electron-positron pair carries no momentum or net spin, which means that there is
no preferred direction in the system.
Considering a photon pair emitted in the ±z-direction, we get
⎞

⎛
⎜
⎜
⎜
⎜
e(3, 4) = ⎜
⎜
⎜
⎝

0
√1
2
√1
2

0

⎟
⎟
⎟
⎟
⎟;
⎟
⎟
⎠

⎛

⎞
0

⎜
⎜ 1
⎜ √
⎜ 2
⎜
⎜ √1
⎜− 2
⎝
0

⎟
⎟
⎟
⎟
⎟.
⎟
⎟
⎠

Since the net angular momentum is zero, the angular momentum of the photons will
likewise vanish. From here, we may compute the differential cross-section:
dr
=
d

q e2
4p

2

1
.
2me p0

This expressions may simply be integrated to yield a total annihilation cross section of
r = 2p

αe2
.
me p0

(7.43)

This result seems almost anticlimactic. The energy scaling relation came from the
kinematic calculation of the cross section, and the contribution from second-order
diagrams must produce a factor of αe2 .
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Problems
7.1 A particle has two decay channels in timescales s1 and s2 . What fraction decays into channel 1? This result
is known as the branching ratio. What’s the total timescale?
7.2 Theories can be falsified by looking for a particular decay channel. If N particles are observed for a time
T , what is the probability that a true decay time s will produce no events within that time?
If we set a threshold of 0.05 to falsify the theory, how long does the experiment need to be run to rule
out the theory?
7.3 We have frequently exploited the connection between the delta function and finite volume integrals in
three- and four-dimensions. Perform the integral over a finite length

f (k) =

L
−L

d xe ikx

explicitly, and show by integrating over all values of k that the integral converges to a delta function for
large values of L . Show that for k = 0, the delta-function may be directly related to a total length.
7.4 Compute the integral




d x d 2x + x2 + 1 .
7.5 A stationary particle decays into three massless, identical daughter particles. The scattering amplitude A
for this particular process is constant as a function of energy and angle of emission. What is the decay
rate?
7.6 Show that
v E1 E2 =



( p1 · p2 )2 − (m1 m2 )2 ,

where p1 and p2 are the 4-momenta of two particles in any frame, E 1 and E 2 are the energies of the
particles, and v is the relative speed between them.
7.7 Consider a strange scattering process in the toy scalar theory
φ + φ → g.
where for concreteness, mφ = 0, and mg > 0. It is also recommended that you do this calculation in the
center-of-mass frame.
(a) Draw the lowest-order Feynman diagram describing the process.
(b) Compute the total cross section. What are the implications of a 2-1 scattering process?
7.8 Consider the φ−g scalar model for which φ is a massive particle (and subsequently, its own antiparticle),
and g is massless. Consider the reaction
φ + φ → g + g,
designed to strongly resemble an analog from QED.
(a) Draw all two-vertex Feynman diagrams, labeling (if possible), s-channel, t-channel, or u-channel. Be
sure to draw all momentum arrows.
(b) Calculate the differential cross section dr/d in as reduced a form as possible while leaving p0 (the
momenta of the incoming φ’s) unconstrained. Do not compute the amplitude.
(c) Compute the amplitudes (separately) for all diagrams.
(d) Compute the differential cross section.
(e) In the limit of p0 mφ , compute the total cross section for annihilation.
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7.9 To understand the power of Casimir’s trick (and convince you of its validity), we will compute the
contribution for a scattered electron

[u(1)cμ u(3)]∗ [3cm u(1)]
all spins

for u(1) corresponding to an electron moving with a momentum p in the +z-direction, and u(3) is an
electron moving with an equal and opposite momentum. The spins are unspecified. The sum will be a
rank-2 tensor.
(a) Compute the sum over spins using equation (7.40) and the various spin relationships for the given
spin states
(b) Compute the set of vectors [u(3)cμ u(1)] for all possible spin combinations: up-up, up-down, down-up,
and down-down.
(c) Using the previous results, compute the explicit sum of spinor contractions over all possible spins.
Compare the result with your answer in part (a).
7.10 Consider a scatter between an electron and a photon in the center-of-mass frame:
e − + c → e − + c.
This is known as Compton scattering.
(a) Draw all lowest-order Feynman diagrams.
(b) Compute the amplitudes of the diagrams, simplifying as much as possible. Do not assume anything
about the spin states.
7.11 Show that
( /p 1 + /p 2 + m)/2 u(1) = −/2 /p 2 u(1)
if particle 2 is assumed to be a photon with polarization 2 , and particle 1 is stationary. The results from
problem 5.2 may be helpful.
7.12 Consider a scatter between an electron and positron:
e + + e − → e + + e −.
This is known in QED as Bhabha scattering.
(a) Draw the lowest-order Feynman diagrams describing this process. There should be two of them.
(b) In the center-of-mass frame, use the Feynman rules to compute the scattering amplitudes for the two
diagrams. Do not simplify to the point of assuming anything about spin.
(c) Compute the following quantities in the center-of-mass frame:
i.
ii.
iii.
iv.
v.

p1 · p2
p1 · p3
p1 · p4
s = ( p 1 + p 2 )2
t = ( p 3 − p 1 )2

You should label the incoming (and outgoing) energies as E , the incoming and outgoing momenta
as p, and the angle of deflection θ .
(d) Compute the spin-averaged amplitude squared for Bhabha scattering, |A|2 , for the tt channel only.
Simplify until only 4-vectors and masses appear in your result.
(e) Approximate the differential cross section under the assumption that the incoming momentum is
small compared with the electron mass. Again, use only the At component of the amplitude. Compare
this with the classical result.
7.13 Consider electron-positron pair production in the early universe:
c + c → e − + e +.
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(a) Draw all two-vertex Feynman diagrams describing the process.
(b) Compute the scattering amplitude(s) for these diagrams. Simplify as much as possible without
assuming anything about the polarization or spin states. You may find the results from problem 7.11
useful.
(c) Evaluate the expected amplitude squared |A|2  using Casimir’s trick in the limit in which the
outgoing particle momentum is much less than the mass of the electron.
(d) Compute the differential scattering cross section, to first order in p F .

Further Readings
•

•

•
•

•

Feynman, Richard. QED: The Strange Theory of Light and Matter. Princeton, NJ: Princeton University
Press, 1985. While this was intended as a popular science book, it presents an excellent semiconceptual,
semimathematical introduction to the interested novice.
Griffiths, David. Introduction to Elementary Particles, 2nd ed. Hoboken, NJ: Wiley-VCH, 2008. Interested
readers will find chapters 6 and 7, on the Feynman calculus and QED, very readable but still rigorous
enough to prove satisfying.
Gross, Franz. Relativistic Quantum Mechanics and Field Theory. Hoboken, NJ: Wiley-VCH, 1993.
Peskin, Michael E., and Dan V. Schroeder. An Introduction to Quantum Field Theory. Boulder, CO:
Westview Press, 1995. One of the classics in quantum field theory.
Tong, David. “Lectures on Quantum Field Theory.”
http://www.damtp.cam.ac.uk/user/tong/qft.html. Cambridge University, 2006.
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The Weak Interaction

Figure 8.1. Chien-Shiung Wu (1912–1997) at Columbia University
(1958). Wu and her team found parity violations in the weak interaction,
paving the way to electroweak unification. Credit: Acc. 90–105 – Science
Service, Records, 1920s–1970s, Smithsonian Institution Archives.

The Standard Model is so much more than a list of particles and interactions, esthetically
arranged. Rather, it’s a process by which those particles and interactions are shown to be
intricately linked to one another through a series of symmetries.
Pedagogically, we presupposed the existence of an electron, treating it, in effect,
as “most fundamental.” In truth, it’s really just most familiar. Electrons are charged,
plentiful, and extremely stable. Our particle zoo then doubled through Dirac’s work and
the prediction of the positron. The photon was the first big surprise, as it arose from
local U(1) gauge invariance in the underlying Lagrangian, and the development of the
electromagnetic interaction.
Thus far, more than halfway through this book, we have predicted only a tiny fraction
of known particles. But we’ve developed a method for doing so, one that will yield, in
short order, all the fundamental particles, their interaction Lagrangians, and no leftovers.
We started with the familiar just so we would be on a solid foundation when we
started into unfamiliar territory and less pedestrian particles. Few have proven as wily
and confounding as the neutrino.
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Table 8.1. The Three Generations of Leptons, with the
Corresponding Mass of the Charged Leptons.
l−

ml

ml (MeV)

−

me

0.511

μ−

mμ

105.7

s−

ms

1776.8

e

Note: As of this writing, the masses of the neutrinos are not
known, but the existence of mass (as well as their mass differences)
is constrained by neutrino oscillation. We shall discuss this topic
further in Chapter 10.

8.1 Leptons
8.1.1 Neutrinos
Though neutrinos are painfully difficult to detect, the energetics of neutron decay give us
some key insights into their properties:
n → p + e − + me .

(8.1)

Conservation of charge guarantees that the unseen particle is electrically neutral, and
conservation of spin requires that it be a fermion. If not massless, the antineutrino
must be very, very light. Finally, the staggering length of the decay time demands that
the mediating interaction be very, very weak [163]. Indeed, neutrinos are an almost
omnipresent indicator of any weak process.
Neutrinos are part of a family of fermions known as leptons,1 which include both the
neutrinos and a trio corresponding of charged particles: the electron, the muon, and the
tau particle (Table 8.1). The antileptons have the same mass and opposite charge to that
of their leptonic counterparts.
The most obvious feature of the lepton seen in the table is that they come in three
generations or flavors of successively greater mass. Or, rather, the charged lepton has
successively greater mass. While we’re relatively certain that at least some flavors of
neutrino have mass, we don’t yet know how much.
This multigenerational structure is puzzling. Isidor Rabi, when informed about the
discovery of the muon in 1936 famously complained, “Who ordered that?” [138]. For the
moment, we’ll make note of the three generations of leptons and quarks, and deal with
the fallout later.
Neutrinos, in all their guises, are among the most common particles in the universe,
with a mean density of approximately 400 million primordial particles per cubic meter
[56, 130]. And yet, neutrinos are nearly undetectable; a few trillion pass through
1

Contra quarks, which have their own branch of the family tree.
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Figure 8.2. The sun, as seen in neutrinos. Credit: Kamioka Observatory, ICRR
(Institute for Cosmic Ray Research), The University of Tokyo.

your thumbnail unimpeded every second. They are ubiquitous, produced in the atmosphere [10, 137], in nuclear reactors, and, significantly, in the sun (Figure 8.2), which
we’ll consider as a worked example.
The fusion of hydrogen into helium involves a number of weak reactions, the net result
of which takes the form
4H → 4He + 2e + + 2me ,

first suggested by Hans Bethe [29] less than a decade after neutrinos were proposed, long
before they were discovered experimentally. His foresight was rewarded with the 1967
Nobel Prize in Physics.
Fusion produces roughly as many neutrinos (depending on the cycle) as it does
photons, and with energies near the mega-electron-volt range. In 1964 Ray Davis and
John Bahcall proposed a neutrino detector in the Homestake Mine in South Dakota
[23, 24, 42]. Despite a similar luminosity in photons and neutrinos, and a 380 m3 tank,
only a few neutrinos were detected per day. The weak interaction is very weak.

8.1.2 The Fermi Model of the Weak Interaction
All fermions participate in the weak interaction, but many weak interactions have a strong
or, more commonly, electromagnetic version which dwarfs and thus masks the effect.
Electrons repel one another weakly, just as they do electrically, but unless the impact
parameter is on the scale of an atomic nucleus, the contribution of the weak interaction
is effectively zero for any realistic system.
However, processes involving neutrinos have no electromagnetic pathway, as is the
case for neutron decay (equation 8.1). While the ultimate description of the weak
interaction will involve a mediator, as a first stab Enrico Fermi [163] proposed an
interaction of the form
L = 2G F (w p ck wn )(we ck wm ),

(8.2)

where the subscript for each spinor refers to the particle type, and where G F is known as
the Fermi constant.

8.1 Leptons | 167
We know that this Lagrangian is incorrect in a number of ways. For one thing, protons
and neutrons are composite particles. A more accurate calculation would involve a down
quark decaying into an up quark, and as there are two of the former in a neutron and
two of the latter in a proton, we would need to compute the total amplitude of either
down decaying into an up. Likewise, as we’ve alluded, the weak interaction violates P
symmetry, an effect not incorporated into the Lagrangian. Most significantly, though, the
Fermi theory doesn’t incorporate a mediator particle.
As this discussion is meant to simply give a taste of how the weak interaction works,
we won’t concern ourselves overly with constants of order unity. Rather, we’ll focus on
energy scales. Dimensionally, the Fermi constant must have units of [E]−2 , since Dirac
spinors have units of [E]3/2 , and the Lagrangian density of [E]4 . The value of the constant
is approximately [119]
G F = (292.8 GeV)−2 .

(8.3)

These hundred-giga-electron-volt energy scales serve both as a guideline for the masses
of the as-yet-underdeveloped mediators for the weak interaction and the Higgs boson, as
well as the scale on which the electromagnetic and weak interactions were unified.
Example 8.1: What is the decay rate of a stationary neutron in the Fermi model?
Solution: We explored the kinematics of a three-body decay with two light daughters in
the previous chapter (equation 7.17):

=

|A|2 E − E e  2
E e − m2e d E e d(cos θ),
(4p)3
m2n

where E e is the energy of the electron, and θ is the relative angle between the emitted
electron and neutrino. We need compute only the amplitude of this process. Applying the
equivalent of the Feynman rules (that is, a one-vertex calculation) for the Fermi model,
we get
A = 2G F [u( p)cμ u(n)][u(e)cμ v(m)].

(8.4)

While we are free to consider each individual spin state, it’s far easier to average over all
spin states, by using Casimir’s trick (equation 7.39):


|A|2 = 4G 2F [u( p)cμ u(n)][u(n)cm u( p)]∗ [u(e)cμ v(m)][v(m)cm u(e)]∗ .

All spins

The amplitude becomes much simplified because the proton will very nearly be at rest,
owing to the relatively small amount of energy liberated in the decay. As the neutron may
be in either spin state (doubling the rate), the overall amplitude is



|A|2  = 32G 2F mn m p E m E e + E e2 − m2e cos θ ,
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Figure 8.3. The energy spectrum for Fermi’s model of beta decay. This has the
same functional form (but a few corrections in overall rate) as realistic beta decays.
See for example, Figure 7.4.

which, after integration over cos θ gives a differential decay rate of

d
2G 2
= 3F (E − E e )2 E e E e2 − m2e .
d Ee
p

Our form produces the energy spectrum in Figure 8.3 (to be compared with actual beta
decay spectra, as in Figure 7.4). Integrating over all possible energies (from me to E )
and converting to physical units yields a characteristic decay time of
s=

1
 1300 s,


which, given the grossly unphysical assumptions that we made about the nature of
protons, neutrons, and a lack of a mediator, is comfortably close to the true neutron decay
time of 882 s (Table 7.1).

8.2 Massive Mediators
If our framework for gauge symmetries is worth anything, there must be a mediator for
the weak interaction, contrary to the Fermi model. Indeed, there are three: the W+ and the
W− (which are antiparticles of one another) and the neutral2 Z0 (which, like the photon,
is its own antiparticle).3 The masses of the weak mediators are huge [28]:
•

MW = 80.385 ± 0.015 GeV

•

MZ = 91.1876 ± 0.0021 GeV

2

At high energies, neutral current interactions mediated by the Z0 become important, especially in elastic
scattering between neutrinos. We will not focus on neutral currents at this time.
3 Unlike other mediators which are given names like “photon” or “gluon,” the weak mediators are simply
called “W particles,” and “Z particles.” Steven Weinberg named them [156] for Weak and Zero charge,
respectively.
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For interactions significantly less energetic than the mediator masses, the virtual mediators have a very short range,
1
 2.5 × 10−18 m,
MW

well confined to the interior of an atomic nucleus.4 For massive mediators, the propagator
is somewhat different than for the photon, taking the form

−i

g μm −

qμ qm
2
MW



2
q · q − MW

i

g μm
2
MW

(8.5)

at low-energy conditions.
We’ll hold off a bit on developing the weak Lagrangian from gauge symmetry relations,
but we may make several assumptions now:
1. Electrical charge will be conserved for every interaction and thus at the corresponding
Feynman vertex.
2. As spin will be conserved, there must be two fermions at each Feynman vertex.
3. Experimentally, neutrinos and electrons seem coupled (conservation of lepton number),
and protons and neutrons seem coupled (conservation of baryon number).

Based on nothing more than these guesses we might suppose that weak interactions take
the form
LInt ∼ g W Wμ− ecμ me ,

(8.6)

with additional terms for proton-neutron (or, more precisely, up quark–down quark)
coupling and various complex conjugates. We haven’t derived this interaction Lagrangian
but simply guessed at it from analogy. From these interactions we may construct a
somewhat more sophisticated neutrino decay model, the lowest order of which is shown
in Figure 8.4.
Application of the Feynman rules reveals a simple scaling relation for this diagram at
low energies:
√
A ∼ GF =

2
2 gW
.
2
8 MW

Solving for g W from the experimentally obtained values of G F and MW produces a weak
coupling constant:
g W  0.6530.

(8.7)

This value can be put into context and compared to electromagnetism “on equal footing”
by computing the weak fine-structure constant,
αW =

2
gW
1

,
4p
29.473

(8.8)

4 This is why we almost always refer to it as the weak interaction, rather than the weak force. It manifests
itself almost exclusively in changes in particle identity.
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Figure 8.4. A simplified model of neutron decay employing a massive mediator
(but ignoring a few other complications).
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Figure 8.5. Neutrino scattering off a neutron.

to be contrasted with αe  1/137. Were it not for the massive mediators, the weak
interaction would be stronger than electromagnetism. In practice, however, the weak
interaction lives up to its name.
Example 8.2: As a worked example of the weakness of the weak interaction, we shall
consider the oft-cited example of firing a beam of neutrinos through solid lead.
Solution: We focus on the scattering process
me + n → p + e − ,

which can be represented in a Feynman diagram (Figure 8.5).
The neutrino is assumed to be relativistic, and the neutron can be considered at rest. We
further suppose that the neutrino energy is far lower than the mass of the proton.5 Under
5 Contrary to some very exciting astrophysical cases [3] in which neutrinos have been detected with energies
in excess of 100 TeV.
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those circumstances, the kinematic component of the cross section may be written as
E + E m
r=
32pm N m p E m


|A|2 d(cos θ),

where E = mn − m p  1.29 MeV. We may, in computing the amplitude, once more use
Casimir’s trick to average over spins and obtain the much simplified
|A|2  = 2

gW
MW

4

E m m p (E + E m )m N .

The total cross section for the collision is thus
r=

1
(E + E m )2
8p

gW
MW

4

,

(8.9)

valid at all energies in the range where the neutrino energy is less than the mass energy
of a proton or neutron. At very low energies ( MeV), the cross section in physical
units becomes
r  1.2 × 10−47 m2 ,

(8.10)

above which the cross section rises quadratically with energy. As lead has a neutron
density of approximately n = 2.7 × 1030 m−3 , the mean free path is
k f r ee =

1
= 3.1 × 1016 m
nr
 3.3 light-year.

Neutrinos (low-energy neutrinos, at least) really can go through a light-year’s worth of
lead unimpeded.
We know (or at least can guess) that massive mediators present a problem in
gauge theories. We learned in our discussion of the electromagnetic force that local gauge
invariance produces (requires, in fact) massless mediators, and that is also true for gauge
theories in general. Explaining the mechanism for giving mass to the weak mediators
was a big deal and resulted in the 2013 Nobel Prize in Physics for François Englert and
Robert Brout [55] and Peter Higgs [88]. But we’re getting ahead of ourselves. We still need
to develop the weak interaction as a gauge theory to demonstrate why the unification is
necessary in the first place.

8.3 SU(2)
The gauge theory approach was such a success in electromagnetism that we’ll want
to try it with the weak field, but without the advantage of history. While Maxwell’s
equations were discovered before Weyl worked out the consequences of U(1) symmetry,
for subsequent theories we need to begin with an educated guess about the appropriate
symmetry group.
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In 1954, Chen-Ning Yang and Robert Mills [167] developed what has come to be
known as the first Yang-Mills theory, on the formulation we just described, but applied to
non-Abelian groups. This will introduce a few kinks into the system.

8.3.1 The Fermionic Doublet
There is a straightforward recipe for developing a gauge theory:
1. Construct a globally invariant Lagrangian and find the conserved Noether current.
2. Assume a local gauge invariance.
3. Find the interaction Lagrangian which cancels any explicit gauge dependence.
4. Add the free-field Lagrangian for the vector mediator.

We’ll try out this recipe using what will turn out to be the SU(2) group. We start by
postulating the existence of a doublet of bispinors:
⎛

⎞
w
u
⎜ ⎟
 = ⎝ ⎠.
wd

(8.11)

Conceptually, these two components are as similar to one another as a spin-up electron is
to a spin-down. Within the context of the weak interaction, the particle doublet might be
⎞
⎛ ⎞
m
⎜u⎟
⎜ e⎟
 = ⎝ ⎠ or ⎝ ⎠ ,
e−
d
⎛

though we will focus on the lepton doublet for the time being. At first glance, the
components of these doublets seem far more different from one another than do
two electrons separated by a spin flip. For one thing, they have a different electric
charge. But fear not, while electrons and neutrinos are clearly not symmetric under
electromagnetism, for the moment, we’re considering symmetry only under SU(2). We’ll
see how the two may be combined in the next chapter.
We may also define an adjoint:
 ≡ ( me e ).

Just as we will use e to represent the bispinor of an electron, e will be the adjoint of an
electron, not the antiparticle. Knowing nothing else, we might expect the two components
to evolve independently. That is, we’d expect a Lagrangian of the form
L = me [icμ ∂μ − mme ]me + e[icμ ∂μ − me ]e.

We’ve already hit a snag. Whatever Lagrangian we come up with must be invariant under
exchange of electrons for neutrinos, and vice-versa, but this is manifestly not true unless
they have the same mass—ideally zero. The observed masses of electrons and neutrinos
are quite different. Indeed, until 1998 [70], experimental evidence pointed to neutrinos
having no mass at all. Thus, the existence of particle masses should be thought of as
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a problem to be dealt with, and is one that we’ll address once we dive headfirst into
electroweak unification.
Under the (clearly incorrect) assumption that all fermions are massless, the free-field
doublet Lagrangian may be written as
L = icμ ∂μ .

(8.12)

We may now explore the implications of demanding a symmetry.

8.3.2 The Conserved Current
Having guessed at an invariant Lagrangian, we then apply a global gauge transformation
to the fermionic doublet of the form
 → e −ig W θ ·X ;

(8.13)

 → e ig W θ·X .

As a word of caution, since we’re dealing with row-and-column vectors, and 2 × 2
operators, the ordering of the doublet, the conjugate, and the operator clearly matters.
Further, transformations must leave
 = me me + ee

invariant, justifying our requirement that both components of the doublet have the
same mass.
The notation is a bit tricky, since we combine terms in two different ways: as the
components of our doublets, and as the components of each individual bispinor. This
represents a conservation of lepton number (and specifically electron number). Note
further that because of this notation and the normalization of the antiparticle modes,
antiparticles have a lepton number of −1:
•

Electron, neutrino: L e = 1

•

Positron, antineutrino: L e = −1

Given the form, the symmetry group is simply SU(2), for which the generators are simply
the Pauli matrices
⎛

⎜0
r1 = ⎝
1

⎞
⎛
1⎟
⎜0
⎠ ; r2 = ⎝
0
i

⎞
⎞
⎛
−i ⎟
1
0
⎟
⎜
⎠ ; r3 = ⎝
⎠
0
0 −1

(8.14)

since
ri ri = I;

ri = ri†

for all three Pauli matrices. This is the same symmetry used for describing the spin of
Dirac particles, as we already noted. The relation of me to e is the same as the relation of
spin up to spin down, and accordingly, we refer to the quantity as weak isospin, normally
labeled T3 . For the upper component, T3 = 1/2. For the lower component, T3 = −1/2.
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Applying a global SU(2) transform to the doublet yields
∂
= −ig W ri .
∂θ i

Noether’s theorem quickly yields three conserved currents:
J (i)μ = g W

∂L ∂φa
∂(∂μ φa ) ∂θ i

= g W cμ ri .

(8.15)

These currents are non intuitive, so it’s worth multiplying them out explicitly:
J (1)μ = g W (me cμ e + ecμ me ) ;

(8.16)

J (2)μ = −ig W (me cμ e − ecμ me ) ;

(8.17)

J (3)μ = g W (me cμ me − ecμ e) .

(8.18)

The first two currents represent a coupling between neutrinos and electrons. The
third looks an awful lot like electromagnetic current, but with neutrinos participating
somehow, and a minus sign between the electron and neutrino contributions. We’ll
return to the relation between J (3) and the electromagnetic current in the next chapter.

8.3.3 Local Gauge Invariance
Step 2 in a Yang-Mills theory involves assuming a local gauge invariance. The underlying
idea (as with electromagnetism) is that the gauge parameters θ can vary over spacetime:
 → e −i

g W r·θ (x)

,

where we again use r to represent a 3-D Hilbert space vector composed of the Pauli
matrices. As with U(1), the spacetime derivative in the Lagrangian produces a troublesome term under the gauge transformation,
∂μ  → e −i

g W r·θ

∂μ  − ig W (r · ∂μ θ)e −i

g W r·θ

,

and thus the Lagrangian transforms as
L → icμ ∂μ  + g W cμ (r · ∂μ θ).

Following our work with the electromagnetic force, we need to get rid of the erroneous
gauge term, and so the covariant derivative of the weak theory will take the form
∂μ → Dμ = ∂μ + ig W r · Wμ ,

(8.19)
(i)

where Wμ is a set of three vector fields, Wμ . Multiplying out the covariant derivative
produces an interaction term in the Lagrangian of the form
LInt = −W · J ,

where the vector of 4-currents J is defined by equation (8.15).

(8.20)
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We might further (incorrectly) suppose that the individual components of W transform
under the gauge symmetry as
((
(μ (
(W
→
+ ∂μ θ .
Wμ(
(
You can get a good sense of why this transformation is incorrect by expanding the
transformed Lagrangian:



L = ie ig W r·θ cμ ∂μ + ig W r · Wμ + ∂μ θ e −ig W r·θ 


= icμ ∂μ  − g W e i r·θ cμ r · Wμ + ∂μ θ e −i r·θ ,

where the ∂μ θ term is “swallowed” by the gauge transformation. However, there remains
a problematic term in the form of the r in front of the parentheses. Invoking the
Baker-Campbell-Hausdorff relation gives
e i r·θ r j e i r·θ = r j + i



θ i [ri , r j ].

i

Thus,
L = icμ Dμ  + 2icμ



θ i Wμ( j ) rk

i j k ,

i, j,k

where we explicitly utilized the structure constants for the Pauli matrices, and where
i j k is the Levi-Civita tensor. To get rid of this term entirely, we need a slightly more
complicated gauge transformation for the vector fields:
Wμ(i) → Wμ(i) + ∂μ θ i − 2g W



(j) k
i j k Wμ θ ,

(8.21)

j,k

At first glance, this latter term seems unnecessary, and even seems to introduce a
new complication; however, it is gauge invariant. What’s more, we can (following
electromagnetism) quickly find the weak field Lagrangian as
LW = −

1
(i) μm(i)
Fμm
F
4
i

(8.22)

but with the crucial difference
(i)
Fμm
= Dμ Wm(i) − Dm Wμ(i)

= ∂μ Wm(i) − ∂m Wμ(i) + 2g W



(k)
(l )
j kl Wμ Wm .

(8.23)

jk

This doesn’t look too bad until you realize that the free Lagrangian has fourth-order terms
in W(i) , which means that it’s nontrivial to create a “free” solution for W(i) particles.
Combining all this results in an SU(2) invariant Lagrangian:




1
L = e icμ ∂μ e + me icμ ∂μ me − J · W − Fμm · F μm .
4

(8.24)

Notably, terms like M2 Wμ · Wμ are absent, in direct contradiction to the large
experimental masses of the weak mediators. For now, we’ll simply assert that electrons
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and weak mediators have mass (as do neutrinos, but a mass so slight that it functionally
doesn’t enter our calculations), and we’ll justify those masses in due course.

8.3.4 The Charged Current
In weak isospin, as with ordinary quantum spin, operators may be grouped in linear
combinations. In particular, the spin operators may be related to the so-called ladder
operators, which simply transform a (weak iso-) spin-down state to a (weak iso-) spin-up
or vice-versa:
J μ+ =


1  (1)
J + i J μ(2) = g W me cμ e,
2 μ

(8.25)


1  (1)
J μ − i J μ(2) = g W ecμ me ,
2

(8.26)

and
J μ− =

which, combined, describe a flip from an electron to a neutrino, or vice-versa. For charge
to be conserved, the vector mediator must itself be charged. Fortunately,

1 
Wμ± = √ Wμ(1) ∓ i Wμ(2)
2

(8.27)

produces the desired particles. Inspection reveals that W+ and W− are simply complex
conjugates (and thus antiparticles) of one another. The remaining boson W(3) will roughly
correspond to the Z0 , but it will take a little work to figure out the exact mass and
coupling-constant relation.6
In this form, equation (8.20) may be rewritten to produce the interaction Lagrangian,
1
1
Lint = − √ J + · W+ − √ J − · W− − J (3) · W(3) ,
2
2

(8.28)

and the Faraday tensors may be similarly combined to produce
±
(1)
(2)
Fμm
= Fμm
∓ i Fμm
,

where the weak-field Faraday tensor elements include some troubling cubic and quartic
terms that will make some of our calculations a bit tricky (See Appendix C for the
amplitudes of vertices with three and four mediators at a vertex).
The free-field Lagrangian for W± and W(3) particles is
1 (3) (3)μm 1 − +μm
LW,F r ee = − Fμm
F
− Fμm F ,
4
2

(8.29)

describing a neutral vector field and two charged vector fields as antiparticles of one
another.
6

We will deal with the fallout of electroweak unification in the next chapter, but the important point
is that while SU(2) gives a lot of insight into the weak interaction, the true symmetry is SU(2)L ⊗ U(1), for
all of electroweak.
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8.4 Helicity
Our recipe for the weak interaction is still missing two key ingredients:
1. Handedness.
As Wu [166] demonstrated in 1957, the weak interaction is not ambidextrous, but the SU(2)
Lagrangian, as written, is. In experimental weak decay reactions, all neutrinos are created
so that they are left-handed, with antineutrinos produced as right-handed.
2. Mass.
From simple gauge arguments, both the W± and the Z0 particles are predicated to be
massless—and they clearly aren’t. We may insert those effects into our Lagrangian with
terms like
2
Wμ+ W−μ ,
L Mas s = MW

but we cannot avoid the fact that these terms are gauge dependent, and thus the Yang-Mills
theory seems not to describe nature as it stands.

As it happens, these questions are not independent; handedness is closely connected
to mass.

8.4.1 Pion Decay
We say that “neutrinos are left-handed,” but in fact, it’s nearly impossible to directly
measure the spin of a neutrino. We have to infer it from a neutrino’s partners in a
reaction. As neutrinos are essentially massless, they travel essentially at the speed of
light. Since lepton number is conserved, electrons and other charged leptons are often
produced in weak reactions as well, and they are nonrelativistic.
Consider a spin-up fermionic particle propagating in the +z-direction:
⎛

m
E+p

⎜
⎜
⎜ 0
⎜
u+ ( p) ∝ ⎜ 
⎜ E+p
⎜
m
⎝
0

⎞
⎟
⎟
⎟
⎟
⎟,
⎟
⎟
⎠

where we’ve omitted the normalization for clarity. In Weyl basis, the upper two components correspond to a left-handed helicity, while the bottom two correspond to a
right-handed one. For massless particles, there is no distinction between the helicity—
that is, the dot product of the spin and the momentum—and the handedness. If a
massless neutrino is left-handed in one Lorentz frame, it will be left-handed in all Lorentz
frames.
For massive particles, this is not the case. The probability of measuring a particular
spin given a helicity state is simply proportional to the square of the amplitude. For a
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particle with a helicity of +1/2, the probability of a left-handed state is
PL =
=

m
E+p
m
E+p

+

E+p
m

1
(1 − v),
2

(8.30)

and the right-handed probability is simply the complement.
Example 8.3: Pions are spinless composite particles made of a quark and an antiquark.
The negatively charged p− is composed of (ud), has a mass of 139.6 MeV, and can decay
via the weak channels
p− → e − + me

or
p− → μ− + mμ .

Assuming that the weak interaction is ambidextrous, what is the branching ratio of
electrons versus muons?
Solution: Two-body decays depend only on the momentum of the outgoing particles
and the amplitude of the decay (equation B.2). While the form of the amplitude should
be the same for all generations of leptons (a principle known as weak universality), from
kinematic considerations
 ∝ E l p 2F .

We simply need to compute the outgoing momenta of the outgoing particles in each of the
allowed leptonic decay channels. Pion decay into an electron produces an ultrarelativistic
daughter, with a momentum and speed of
pe = 69.8 MeV

ve = 0.999973,

respectively. The muon, with a mass of mμ = 105.7 MeV, yields a momentum and velocity
of: 7
pμ = 29.8 MeV

vμ = 0.271,

respectively. If the weak force were ambidextrous, we might suppose
e ? pe2 E e
= 2
 3.49,
μ
pμ E μ

which suggests that charged pions decay preferentially into electrons as opposed to
muons.
7

s− particles aren’t produced at all in this process, as they are energetically forbidden.
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Right-handed

Right-handed

p

p
ν–e

e–

Figure 8.6. The decay of a spin-0 pion should produce two left-handed particles or
two right-handed particles.

Contrary to the results in example 8.3, the decay into electrons occurs on a timescale
approximately 10,000 longer than the decay into muons. Pions are spin-0, which means
that the spins of the outgoing particles need to cancel one another. If the electron is
spin-up, then the antineutrino must be spin-down, but with opposing momenta. Thus,
we’d expect that both should be left-handed or both right-handed (Figure 8.6).
If the weak Lagrangian is intrinsically left-handed, the interaction term might actually
take the form
1
L = √ g W Wμ+ me,R cμ e L ,
2

where the me,R is a shorthand for the right-handed antineutrino adjoint spinor, and e L is
the shorthand for the left-handed electron spinor.
Starting with equation (8.30), if we produce a right-handed antineutrino, the probability
of measuring a left-handed electron or muon is
p E ,L = 1.34 × 10−5 ,

and
pμ,L = 0.364.

If only left-handed electrons or muons are allowed, then the decays are suppressed by a
factor
m2 (m2 − m2e )2
e
1.34 × 10−5
= 2e p2
= 3.49 ×
= 1.28 × 10−4 .
μ
0.364
mμ (mp − m2μ )2

This result is very similar to the experimentally measured branching ratio, 1.23 ×
10−4 [119], where the small discrepancy arises from the energy dependence of the
scattering amplitude.
The weak interaction must make the distinction between left- and right- handedness
and so parity by itself is not a symmetry of the weak force.

8.4.2 Charge and Parity
We need to redesign the interaction terms in our Lagrangian to accommodate the handedness of the weak interaction. Fortunately, we have a tool for distinguishing between
left-handed and right-handed spinors: c5 (equation 5.33). Starting with a potentially
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ambidextrous spinor, we may select the left- or right-handed components via
w L ,R =


1
I ∓ c5 w
2

(8.31)

Thus, if a Lagrangian is to interact with only left-handed particles, we need to replace
currents appropriately. For instance, the left-handed J μ+ current can be written as
J μ+ =

1
g W me cμ (1 − c5 )e
2

(8.32)

with everything else remaining the same. The symmetry for the weak force, in other
words, isn’t SU(2), it’s SU(2)L , a symmetry acting only on left-handed particles and doing
nothing to right-handed ones.8 The universe distinguishes between left and right, but the
combination of C and P (charge and parity inversion) does seem to be conserved—at least
in everything we’ve seen so far.9
We have already seen the charge conjugation operator (equation 5.38). The parity
operator is even simpler:
w LP = P̂w L = w R
w RP = P̂w R = w L ,

which may be combined to produce
wCL P = −ir2 w∗R
wCR P = ir2 w∗L .

The implication is that Lagrangian interaction terms like
1
LW− = −g w √ Wμ− · [e R cμ me,L ]
2 2

transform to
1
ĈP̂(LW− ) = −g w √ Wμ+ · [m R cμ e L ] = LW+ .
2 2

There is a similar W+ term, as we will see, that transforms similarly, leaving the total
Lagrangian unchanged.

8.5 Feynman Rules for the Weak Interaction
While we have neglected, for the time being, neutral currents and the Z0 boson (out of
necessity), we’ve developed a fairly comprehensive theory of charged-current interactions
8

Again, this is an approximation. SU(2)L doesn’t quite describe the weak interaction by itself. Rather, the
combination of SU(2)L and U(1) will describe both the electromagnetic and the weak interactions.
9 Disclaimer: CP is experimentally violated in some weak interactions, but we’ll get to that in due course.
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in the weak interaction. The theory has an interaction Lagrangian of the form


1
LInt = − √ g W Wμ+ me cμ (1 − c5 )e + Wμ− ecμ (1 − c5 )me ,
2 2

(8.33)

along with a a pair of vector mediators.10 We can, essentially by inspection, modify the
Feynman rules to accommodate these interactions, as follows.
2 Vertex Factors. Unlike with electromagnetism, we have several possible vertices in the
weak interaction, but for leptonic interactions with charged currents, the contribution to
the amplitudes are the same.


Contribution × (2p)4 d(p)

Vertex

Charged current (leptons)

Representation

νl

gW
−i √ cμ (1 − c5 )
2 2

l–

W–

The possibility also exists for vertices with three and four W± and Z0 bosons, but we will
have no need of them in our discussions.
3 Propagators. For massive vector propagators (both the W± , as well as Z0 ) add
Propagator

W±

Z0

Contribution

Representation



q i,μ q i,m
 d 4 q i g μm − MW2
−i
2
(2p)4 q i2 − MW

qi



q i,μ q i,m
 d 4 q i g μm − MZ2
−i
(2p)4 q i2 − MZ2

qi

In the limit where the mediator is much more massive than any other energy scales in
the system, the mediator (along with the charged vertices) simply reduces to the Fermi
term.
While the SU(2) L Yang-Mills theory produced some great predictions for the weak
interaction, we needed to simply assert masses to make the whole thing work. This is
untenable, as we’ve noted frequently. Thus, the time has finally come to develop one of
the most powerful parts of the Standard Model, the theory of electroweak interactions.
We will do so in the next chapter.

10

The introduction of c5 into the vertices introduces some complications when using Casimir’s trick to
compute the average square amplitude over spins. The basic approach remains identical, but with the c-matrix
terms in equation (7.40) replaced with terms like cμ (1 − c5 ) both in the initial sum over spins and in the trace.
You will find the trace theorems in Appendix A useful, and problem 8.9 puts the inclusion of handedness into
practice.
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Problems
8.1 Assuming that the luminosity in neutrinos is the same as that for light, and that solar neutrinos are
monoenergetic, with E  0.6 MeV, estimate the flux of neutrinos at the surface of the earth.
8.2 For each of the following weak interactions, identify the missing particles by employing conservation
of charge, lepton, and baryon number. Using online data from the Particle Data Group, (pdg.lbl.gov)
determine approximately, how much energy is liberated (or consumed) from each.
(a) p + p → d+? (where d is a deuteron)
(b) ? + n → p + e −
(c) s+ → me +?
8.3 Proton fusion into deuterium is a vital step in the production of helium in the sun. We may think of
the process semiclassically, requiring that two protons must get within a distance of ∼ 1/MW to fuse
(and for the weak force to kick in). Under these assumptions, what is the approximate required speed of
protons to undergo fusion? To what temperature does that speed correspond? (In practice, this is a very
significant overestimate, since typical protons must not be fusing all the time, or the sun would quickly
consume its fuel).

8.4 Consider a lepton bispinor in the state  =

 
0

w(x), a pure electron. Now consider a gauge
1
transformation involving a rotation by an angle θ around the x-axis in SU(2) space.
(a) Compute the components of the bispinor in the rotated gauge.
(b) Compute the mass-like product  before and after gauge transformation, and compare the results.
(c) Compute the sum of the currents J (0)μ in the rotated gauge, and compare with the original.
(d) The weak Lagrangian takes the form − J · W. Assume that in the original gauge, W(3) is the only
nonzero gauge term. Using equation (8.21), explicitly calculate the vector fields in the new gauge,
under a small rotation. Generalize for an arbitrarily large value of θ . Remember that this is a global
gauge transformation.
(e) Compute the interaction energy in the primed and unprimed gauges.

8.5 Consider the process
e − + e + → W− + W+ .
Draw all possible two vertex diagrams, and estimate the order-of-magnitude cross section using
dimensional analysis.
8.6 Consider the collisional process
e − + e + → me + me .
For the purposes of this problem you may assume that neutrinos are massless, and the electron and
positron are moving at nonrelativistic speeds. You may also ignore spin.
(a) Draw all lowest-order Feynman diagrams describing the scattering process. Just to save you the
effort, the lowest-order diagrams should have two vertices.
(b) In this problem, focus only on charged, t-channel interaction. Calculate the amplitude for this scatter.
(c) Calculate the total cross section of the scatter.
(d) This is not the only thing that can happen to an electron-positron pair. By comparison, the
electromagnetic interaction
e− + e+ → c + c
has a cross section of
r=

pα 2
.
2m| p|

What is the fractional probability of producing a neutrino-antineutrino pair rather than two photons?
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8.7 The c5 matrix is crucial to our understanding of handedness. Recall
w L ,R =


1
I ∓ c5 w.
2

Compute the following explicitly.
(a) {c5 , c0 }
(b) 
c5 c 5

  1 

5
(c) 12 I + c5
2 I−c
(d) w L w L (Note: w L is the adjoint of w L ).
(e) w L c0 w L
(f) w L w R + w R w L
8.8 A D− meson comprises (cd), a down and an anticharmed quark. It has a mass of approximately 1.87 GeV
and a spin of zero. While the following are not the dominant decay processes, what are the approximate
relative rates of the three energetically allowed processes:
D − → s− + m s
D− → μ− + mμ
D − → e − + me
Be sure to include spin considerations.
8.9 One of the most important decays in the weak model is
μ− → e − + me + mμ .
(a) Draw the lowest-order Feynman diagram(s) for the decay.
(b) What is the amplitude for the decay? Note that W bosons are much more massive than muons.
Assume the muon is at rest and in a definite spin state.
(c) Use Casimir’s trick to estimate the spin-averaged amplitude of the decay. You may find the trace
relation
Tr[c5 cμ cm ck cr ] = 4i

μmkr

helpful. The permutation matrix 0123 = 1, with even permutations also giving 1 and odd permutations giving −1.
(d) Calculate the decay time of a muon. Assume the neutrinos and electron are all massless.

Further Readings
•

•

•

•

Cottingham, W. N., and D. A. Greenwood. An Introduction to the Standard Model of Particle Physics.
Cambridge: Cambridge University Press, 1998. Cottingham and Greenwood have a number of excellent
worked examples of weak interaction phenomenology in chapter 9.
Griffiths, David. Introduction to Elementary Particles, 2nd ed. Hoboken, NJ: Wiley-VCH, 2008. Chapters 10
(on the weak interaction, and the subsequent development of the Feynman formalism) and 11.4 (a brisk
but illuminating introduction to Yang-Mills theories) are particularly useful for the first-time student of
the subject.
Gross, Franz. Relativistic Quantum Mechanics and Field Theory. Hoboken, NJ: Wiley-VCH, 1993. Chapter
13 (on gauge theories) has a particularly nice discussion of the Yang-Mills approach.
Peacock, John A. Cosmological Physics. Cambridge: Cambridge University Press, 2001. While this work
provides a very good overview of many areas of particle and classical cosmology, I particularly recommend
Chapters 8 and 9, which deal with cosmological implications of the Standard Model, and relics (including
neutrino relics) of the early universe.

9

Electroweak Unification

Figure 9.1. (Left–right) Sheldon Glashow (1932–), Steven Weinberg (1933–), and
Abdus Salam (1926–1996), proposed the unification of the electroweak force, for which
they received the Nobel Prize in Physics in 1979. Credits: Glasgow, courtesy of Luboš
Motl; Weinberg, courtesy of JwH; Salaam, courtesy of Dutch National Archives/Bart
Molendijk/Anefo.

Yang-Mills is beautiful, but as it was originally conceived, wrong in several particulars,
mostly pertaining to the disparate masses of the electron and neutrino, and to the very
existence of mass for the W and Z particles. In the 1960s Sheldon Glashow, Steven
Weinberg, and Abdus Salam [78, 146, 156] united electromagnetism and the weak
interaction into a single gauge theory.
GWS theory, as it’s generally known, requires a bit more fine-tuning than the single
degree of freedom in electromagnetism, wherein we needed specify only the fundamental
charge of the electron. But upon its completion, we’ll find a theory that can predict a
remarkable range of phenomena.

9.1 Leptons and Quarks
The electroweak model is predicated on the idea that leptons and quarks are each grouped
into doublets of the form
⎛ ⎞
⎜me ⎟
Lepton = ⎝ ⎠;
e

⎛ ⎞
⎜u ⎟
Quark = ⎝ ⎠.
d

(9.1)
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We’ve focused on leptons so far, but to get a sense of the power of the electroweak
unification theory, we need to consider the similarities and differences between these
two doublets. The chief difference—and one outside of GWS theory—is that quarks
participate in the strong interaction, while leptons do not.
The electric charges on the particles also differ. The up quark has a charge of +2/3,
while the neutrino is neutral. However, there’s an important similarity, one which will
drop out of the theory naturally, namely, the differences between the charges of the
doublets are the same; that is,
Qu − Qd = Qm − Qe = +1.

Finally, the mass of both first-generation quarks is on the scale of a mega-electron-volt,
as is that of the electron. But neutrinos are so light that until neutrino oscillations were
discovered in 1998 [70], neutrinos were assumed to be completely massless (Figure 1).

9.1.1 SU(2)L ⊗ U(1)
When generating Yang-Mills theory, we started with the supposition that  is invariant
under a gauge transformation, and we quickly found that the group SU(2) fit the bill. But
strictly speaking, SU(2) isn’t the only group that will satisfy the invariance condition. U(1)
works, as well.
There’s a hitch, though. We suppose that only left-handed fermions participate in the
SU(2) symmetry, and thus we want to focus on an SU(2)L ⊗ U(1) symmetry transformation. As a result, we’ll write down a generalized form of possible gauge transformations
for left-handed and right-handed fields separately:
i



0

i



 L → e − 2 g YL θ e − 2 g W θ ·r  L ,

(9.2)

where we’ve assumed the existence of two different “charges,” g  and g W , the latter
of which we’ve already seen.1 The factor YL is known as the weak hypercharge of the
associated left-handed particles. Similarly, right-handed particles are invariant under
i



0

 R → e − 2 g YR θ  R ,

(9.3)

only the U(1) transformation, and no SU(2).
We’ve overgeneralized a bit. The transformations require only three coefficients, and
yet we’ve introduced five: the two coupling constants g W and g  , and up to three different
different weak hypercharges, one for the left-handed doublet, and one for each of two
right-handed singlets. We’ll tidy things up in short order.

1 The sign convention and factors of 2 seem a bit arbitrary, and they are. We have selected them and others so
that electric charges will have their familiar values. We’d be able to construct a perfectly sensible theory wherein
the electron had a charge of +3, the up quark had −2 and so on. The physics would be the same. It would just
be confusing to read.
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We know what comes next—we can compute the conserved currents. Indeed, we’ve
already done so. Using the U(1) gauge parameter θ 0 produces a left-handed Noether
current:
g
YL  L cμ  L
2
g 
= YL m L cμ m L + e L cμ e L .
2

J μ(0,L ) =

As current terms like this will arise often, we’ll use the shorthand
jμ(ee,L ) = e L cμ e L

(9.4)

and similar to denote the non-normalized components of the various currents. The lefthanded Noether currents are thus
J μ(0,L ) =

g   (mm,L )
YL jμ
+ jμ(ee,L )
2

g W  (em,L )
j
+ jμ(me,L )
2 μ
g W  (em,L )
j
=i
− jμ(me,L )
2 μ
g W  (mm,L )
j
=
− jμ(ee,L ) .
2 μ

J μ(1,L ) =
J μ(2,L )
J μ(3,L )

(9.5)

The right-handed currents are much simpler:
J μ(0,R) =

g   (mm,R)
YR jμ
+ jμ(ee,R) .
2

(9.6)

This gives the interaction Lagrangian
3

LInt = −B · (J (0,L ) + J (0,R) ) −

W(i) · J (i,L ) ,
i=1

where B is the vector field generated by U(1),2 and W(i) are the three vector fields
generated by SU(2). Following equation (8.27), we may rotate our basis to separate out
the charged mediators:
gW 
LInt = −B · (J (0,L ) + J (0,R) ) − W(3) · J (3,L ) − √ W+ · j (me,L ) + W− · j (em,L )
2

(9.7)

if you’ll pardon the mixing of conventions for describing the current terms. The neutral
currents are another matter entirely. We expand only the left-handed components of the
weak current interactions:
L L ,Neut = −

2

1
(g  YL B + g W W(3) ) · j (mm,L ) + (g  YL B − g W W(3) ) · j (ee,L ) .
2

(9.8)

You may be wondering why we don’t label the U(1) field A, the electromagnetic field, as we did in our
initial discussion. As we will shortly see, the U(1) field by itself isn’t the electromagnetic field. That is the nature
of electroweak unification.
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This is curious. The U(1) gauge field and the third component of the SU(2) gauge field
each interact with the neutral currents, but by different factors. But there’s a way to
make things a bit neater. Our choice of basis (the z-axis in weak isospin space) is largely
arbitrary. We will rotate into a more appropriate one.

9.1.2 The Weinberg Angle
The similarity of the two neutral currents is quite suggestive, as is the gauge freedom,
which allows us to rotate B and W(3) fields into two new fields, A (which will ultimately
be our electromagnetic field), and Z (the weak Z0 particles):
⎛

⎞

⎛

⎞⎛ ⎞
sin θW ⎟ ⎜ A⎟
⎠ ⎝ ⎠.
cos θW
Z

⎜ B ⎟ ⎜ cos θW
⎝
⎠=⎝
− sin θW
W(3)

(9.9)

Here, θW is known as the Weinberg angle.
Applying this rotation doesn’t really change our Lagrangian, of course. It is a gauge
choice that simply expresses two new vector fields as a linear superposition of two old
ones. Substituting the rotation in equation (9.9) into equation (9.8) expands the former to
⎛

L L ,Neut

⎞

⎜ g
⎟
gW
⎜
⎟
sin θW ⎟
= −A · j (mm,L ) ⎜YL cos θW −
⎝ 2
⎠
2
⎛

0



⎞

⎜ g
⎟
gW
⎜
⎟
−A · j (ee,L ) ⎜YL cos θW +
sin θW ⎟
⎝ 2
⎠
2

−Z · j (mm,L )

−Z · j

(ee,L )

−q e



g
gW
YL sin θW +
cos θW
2
2




g
gW
YL sin θW −
cos θW .
2
2

(9.10)

This is a lot to take in, but the upshot is that with an appropriate choice of rotation angle,
we can make the electromagnetic interaction with the neutrinos disappear entirely.3
We noted earlier that we had overconstrained the parameterization of the gauge
transformation. It is time to cash in that chit and define, by convention, that the weak
hypercharge of the left-handed lepton doublet is
YL = −1.

3

The Weinberg rotation may seem like cheating, but it’s really quite similar to the old introductory physics
chestnut of a block on a plane. The sensible young physicist will rotate his or her coordinate axes to run parallel
to the plane rather than the ground. The physics is the same, but the representation is much simpler.

188 | Chapter 9 Electroweak Unification
Under this constraint, the unfamiliar charge term may be written as
g  = −g W tan θW ,

(9.11)

and also,
q e = g W sin θW ,

(9.12)

where we have set the definition of q e to be positive.
In appropriate units, the Weinberg angle is
sin θW =

qe

gW



0.302
0.653


 0.46.

(9.13)

Substituting equations (9.11) and (9.12) into the interaction Lagrangian in generality
yields some interesting results.

9.1.3 Leptonic Charges
After specifying both the Weinberg angle and the weak hypercharge of the left-handed
lepton doublet, YL = −1, equation (9.10) simplifies dramatically:
L L ,Neut = q e Aμ [e L cμ e L ] − g W

Zμ 
[m L cμ m L ] − cos(2θW ) [e L cμ e L ] .
2 cos θW

Neutrinos and electrons respond very differently, not only to the electromagnetic field
but also to the weak field. That difference arises from a difference in the weak isospin T3 :
+1/2 for the upper component (neutrinos, up quarks), and −1/2 for the lower (electrons,
down quarks). Generalization of the Lagrangian (equation 9.10) yields a relation between
electrical charge (in electron units) and the weak isospin and hypercharge:4
Q=

YW
+ T3 .
2

(9.14)

We may write a simplified interaction term with the neutral weak field:
L Int,Z = −g W

Zμ
T3 − Q sin2 θW [wcμ w] .
cos θW

(9.15)

We’re not quite done. We still have to figure out the Lagrangian for the right-handed
fermions. The gauge freedom allows us to assign a different phase transformation to
every component of the spinor, so the weak hypercharge of the right-handed neutrino
and right-handed electron need not have the same hypercharge at all.
Put another way, each generation of leptons and quarks has a left-handed doublet
and two ostensibly independent right-handed singlets (with no weak isospin). The
hypercharge for each of the singlets, however, is selected so that the electric charge is
the same as for the left-handed particle.
4

You will have the opportunity to develop this in problem 9.2.
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This step is rather straightforward, since right-handed fermions have a weak isospin of
zero. If we demand that the electric charge of left- and right-handed fermions be identical,
we quickly get
YR = −2 (right-handed electrons);

YR = 0 (right-handed neutrinos),

(9.16)

from which the neutral form of the interaction can be computed very simply from equation (9.15), but with a weak isospin of T3 = 0. This means that right-handed electrons couple to the weak field, unlike right-handed neutrinos (which may, in fact, not exist at all).
Since the left- and right-handed components respond differently, the general form of
the neutral interaction becomes5
L Z = −g W

Zμ
wcμ (c V − c Ac5 )w,
cos θW

(9.17)

where
c V = T3,L − Q sin2 θW ; c A = T3,L .

(9.18)

In this expression, T3,L refers to the weak isospin of the left-handed version of the
particle only. This can be integrated into the Feynman rules in a very straightforward
way (Appendix C).
Finally, we must say a few words about right-handed neutrinos. Right-handed neutrinos essentially don’t exist. If neutrinos were massless (and they’re not, quite), then there
would be no way to generate a right-handed neutrino at all, as—unlike the right-handed
electrons or quarks—they don’t couple to either the W± or Z0 fields.
We can now write the full leptonic Lagrangian:
L = me (icμ ∂μ )me + e(icμ ∂μ )e + q e Aμ ecμ e
gW 
− √ Wμ+ me cμ (1 − c5 ) e + Wμ− me cμ (1 − c5 ) e
2 2 



1
(1 − c5 ) me + ecμ c V − c Ac5 e
− g W Zμ me cμ
2

(9.19)

+ L A,Z,W .

The first line is the free-field solution of the neutrinos and electrons, along with
the ambidextrous electrical force. The second line is the charged-current weak-field
interaction. The third and fourth times are the neutral interactions that we’ve worked
so hard on, along with the free-field Lagrangian for the photons and weak mediators
(equation 8.29). This Lagrangian holds not only for electrons (and their corresponding
neutrinos) but for muons and taus as well. Most important, all these terms have been
confirmed experimentally!
5 The V refers to the vector portion of the interaction, which is ambidextrous. The A refers to the axial vector,
or pseudovector. See Table 5.1 for a reminder about their transformation properties.
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Table 9.1. The First Generation of Particles in the Standard Model.
Symbol

Handedness

Weak Isospin (T3 )

Weak Hypercharge (YW )

Electric Charge (Q)

mL

Left

1/2

−1

0

mR

Right

0

0

0

eL

Left

−1/2

−1

−1

eR

Right

0

−2

−1

uL

Left

1/2

1/3

2/3

uR

Right

0

4/3

2/3

dL

Left

−1/2

1/3

−1/3

dR

Right

0

−2/3

−1/3

Note: The right-handed neutrino may not, in fact, exist.

9.1.4 Quarks
Most of our work thus far has focused exclusively on leptons. Quarks also interact weakly.
The only real distinction between quarks and leptons within the context of the electroweak
interaction is that quarks have a different weak hypercharge, YL = 13 for the left-handed
doublet.
It is a fact of nature, and not yet well understood, that the charges of quarks and
electrons are simple ratios of one another. The strong interaction requires that quarks are
grouped in three, and thus it is interesting that any group of three quarks will produce
an integer charge. But we don’t have a fundamental basis for saying why some particles
get the weak hypercharge that they do. As the Nobel laureate Frank Wilczek [162] has
noted:
While little doubt can remain that the Standard Model is essentially correct . . . it is not
a complete or final theory. The fermions fall apart into five lopsided pieces with peculiar
hypercharge assignments; this pattern needs to be explained. Also the separate gauge theories,
which are quite mathematically and conceptually similar, are fairly begging to be unified.

This is simply another way of noting that while the form of the electroweak Lagrangian is
quite simple, it still hides a multitude of sins—sins that we will, for now, simply ignore.
That we have the freedom to set the weak hypercharge for each singlet and doublet doesn’t
necessarily justify that they seem to be arbitrary, just neat and orderly (Figure 9.2). By
asserting this property of nature, along with the constraint that left- and right-handed
particles have the same electric charge, we are able to quickly fill in the rest of the
hypercharges for the quarks. We’ve done so in Table 9.1.
Having found a generalization of the weak interaction, we can introduce a new
Feynman rule for neutral currents.

w

Y

Y

w

=

=0

+1
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Positron (left)

Q=1

W+

Positron (right)

Up quark
(left)

+2/3

Up quark
(right)

+1/3

–1

Anti-down
quark (right)

Y

w

=

Anti-down
quark (left)
Photon
Z 0, gluons

Q=0

Anti-neutrino (right)

Neutrino (left)

/2
+1

–1/3

=
T3

Down
quark (right)
Down
quark (left)
Anti-up
quark (left)
–2/3

Anti-up
quark (right)
W–

Q = –1

Electron (left)

Electron (right)

=
T3

=
T3

0

/2
–1
Figure 9.2. A visualization of the weak isospin, weak hypercharge, and electric
charge of all the particles in the Standard Model.

2 Vertex Factors
Vertex

Contribution

Representation

× (2p) d(p)
4

Neutral current

−ig W cμ (c V − c Ac5 )

q, l
q, l

Z0
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where the vector and axial coefficients, c V and c A, respectively, are defined in
equation (9.18).
We’re still missing quite a few important pieces of the puzzle: the masses of the W’s,
Z’s, electrons, and quarks, along with a reasonable explanation for why the neutrinos are
essentially massless.

9.2 Spontaneous Symmetry Breaking
Gauge theories predict massless mediator particles, and yet, observationally, the weak
interaction includes mediators with extremely high masses. The Higgs mechanism (as it
is now generally known) was developed in the early 1960s by several groups, beginning
with the work of Phil Anderson [16] and Julian Schwinger [149], and culminating in 1964
with nearly simultaneous publication by Robert Brout and François Englert [55], Peter
Higgs [88], and Gerald Guralnik, Richard Hagen, and Tom Kibble [84].
The Higgs mechanism is based on the idea of spontaneous symmetry breaking.
We have already seen a hint of symmetry breaking in the GWS SU(2)L ⊗ U(1) model.
Spontaneous symmetry breaking is slightly different. An inverted paraboloid, for instance,
clearly has a rotational symmetry, and in principle, a marble might precariously balance at
the top. But once it falls in one direction or another, though the paraboloid itself remains
symmetric, the marble will respond to a decidedly nonsymmetric local force.

9.2.1 Higgs-like Particles
As a simplified introduction to the Higgs mechanism, consider a scalar field with the
Lagrangian
L = ∂μ φ∂ μ φ ∗ − V (φ);
V (φ) = V0 − μ2 φφ ∗ + k(φφ ∗ )2 .

(9.20)
(9.21)

The Higgs potential is a bit unfamiliar because the “masslike” term (the one with the
quadratic part of the Lagrangian) has the wrong sign (Figure 9.3).6 Thus, near φ  0, the
particles appear massless.
However, there is a ground state, the vacuum expectation value (or VEV) at
v
μ
|φ|g = √ ≡ √ .
2
2k

(9.22)

We can select V0 = μ4 /4k to put the ground state at zero energy. We should say “ground
√
states,” since there are an infinite array of states at |φ| = v/ 2. As the scalar field may
have any complex phase at all, each one is part of the ground state.
6 The shape of the Higgs potential, on the other hand, should look familiar. We encountered it in Figure 3.3
when discussing the false vacuum that drove the dynamics of the inflaton field.
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V

ϕ2

ϕ1

|ϕ|g

Figure 9.3. The Higgs potential in the complex plane.

How does the potential look to a field trapped near the ground state? We can see by
simply expanding the potential as a Taylor series:
φ(x) =

v + H(x) iϑ(x)
,
e
√
2

where we have swapped two dynamic fields, φ1 and φ2 , for two new fields, H(x) and
ϑ(x). If both the notation and the form of ϑ is reminiscent of a gauge transformation,
that’s good. It was intended to be. We can, without too much difficulty, expand the scalar
Lagrangian (equation 9.20) in terms of these new dynamic variables:
L=


1
1
∂μ H∂ μ H + (v + H)2 ∂μ ϑ∂ μ ϑ + V0 + μ2 |φ|2 − k|φ|4
2
2
1
1
∂μ H∂ μ H + v 2 ∂μ ϑ∂ μ ϑ − μ2 H2 .
2
2

(9.23)

Though initially the φ and φ ∗ components are, in some sense, equivalent to one another,
once the field has relaxed to or near a minimum energy condition, the two degrees of
freedom are more easily expressed in terms of the following:
1. A real-valued (neutral) scalar field H with mass
√
MH = v 2k.

(9.24)

2. A massless scalar field ϑ, which is completely uncoupled from H.

We noted earlier the similarity between the Higgs and inflaton potentials. This isn’t
too surprising. Inflation presumably occurred around the decoupling of the strong
and electroweak interactions. Likewise, the GWS model describes the decoupling of
electromagnetism and the weak interaction, and so the similarity in potentials makes
a sort of intuitive sense.7
7

At the same time, it’s worth considering the question of whether V0 should be set to make the ground-state
energy density exactly zero. One of the well-known issues in cosmology is that the vacuum energy density seems
to be approximately 120 orders of magnitude lower than V0 , but not identically zero.
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9.2.2 Interactions
The Higgs Lagrangian (9.20) has a U(1) gauge invariance, and thus we can quickly
compute the interaction terms arising from a local gauge invariance,
φ → φe −iq θ(x) ,

where the gauge field θ is distinct from (but clearly closely related to) the massless scalar
field, ϑ. This gauge transformation quickly gives rise to a covariant derivative,
Dμ = ∂μ + iq Aμ .

where Aμ is the free-field solution for a massless vector field, identical, in this case, to a
photon. The full Lagrangian is thus
L = Dμ φ Dμ φ ∗ − V (|φ|) −

1
Fμm F μm .
4

Expanding the covariant derivative yields an interaction term:
LInt = −q 2 φφ ∗ Aμ Aμ .

(9.25)

This is a bit unusual (four particles at a vertex) but not unprecedented. We may expand φ
near the minimum, and something interesting happens:
1
LInt = − q 2 (v + H)2 A · A
2
−

2
MH
1
1
q 2 A · A − √ q 2 MH HA · A − q 2 H2 A · A,
4k
2
2k

(9.26)

where these terms, respectively, correspond to
1. A massive A field with
q
m A = √ MH .
2k

(9.27)

2. A three-particle interaction term with the newly massive H particle, and two A particles.
3. A four-particle interaction term with two H particles, and two A particles.

The symmetry breaking has a characteristic energy scale. For instance, the mass of the
vector boson is roughly of the same order as the mass of the H particle, provided that the
coupling constant q and the dimensionless parameter k are both of order unity.
The full development of the Higgs theory isn’t conceptually much different from what
we’ve outlined here, but it’s worth noting that we have both generated a coupling to the
vacuum state (the massive vector fields) as well as predicted a new particle which can, in
principle, be produced in high enough energy interactions.
It is worth spending a moment considering the θ field in all this. At the end of the
symmetry breaking, ϑ is left with no mass and no interaction terms. This is hardly
surprising given the underlying U(1) symmetry of the Lagrangian (both before and after
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symmetry breaking). Symmetry breaking generically produces terms like this, known as
Goldstone bosons [79, 113], which don’t couple to anything.

9.3 The Higgs Mechanism
All the pieces are in place for us to complete the GWS model. We’ve seen how
spontaneous symmetry breaking can turn a massless field into a massive one. All that
remains is to apply these principles to the electroweak interaction. And to do that, we
need to go back to basics.

9.3.1 The Ground State
Our understanding of the Standard Model has been predicated on the idea that there is
a fundamental particle, the fermion, from which gauge invariances required the existence
of vector (spin-1) bosons. Within the electroweak model, there is another possibility: there
is a scalar field which is just as fundamental as the fermionic ones—and not generated by
a gauge symmetry. The Higgs doublet takes the form
⎞
φ
1
⎜ ⎟
 = ⎝ ⎠,
φ2
⎛

(9.28)

which is simply inserted into a fundamental Lagrangian of the universe:
(l )

(q )

L = ∂μ † ∂ μ  − V () + i cμ ∂μ  (l ) + i cμ ∂μ  (q ) + ... + L, .

This Lagrangian is Lorentz invariant and predicts massless particles of every type. The
leptons and quarks need to be put in by hand – the ellipsis is a reminder that we have six
fermionic doublets, two families, and three generations. We accept them simply as facts
of nature.
We simply assert that the weak hypercharge of the scalar doublet is YH = 1 and
transforms under SU(2)L ⊗ U(1) as
   
 g

g 0
W
 .
exp −i
θ
 → exp −i
θ · r
2
2

(9.29)

The scalar Lagrangian was designed to produce a gauge freedom. As with our singlet example in the previous section, we assume the potential (also invariant under
SU(2)L ⊗ U(1)) takes the parameterized form
V () = V0 − μ2 †  + k(† )2 .

This is about the simplest potential possible which both obeys the required symmetry
and contains a false vacuum. The form is, in some sense, parametric. We don’t have any
motivation for either μ or the dimensionless k except that they describe a relatively simple
curve.
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As a gauge choice, we are free to select a vacuum state for  at
⎛

⎞
0
⎜ ⎟
g = ⎝ ⎠ .
√v
2

We have chosen both this particular ground state and the corresponding hypercharge with
an eye toward its interaction with the vector fields. Working from equation (9.14), and
noting that the doublet has a weak hypercharge of YH = 1, and the downstairs component
of the scalar field has a weak isospin, T3 = −1/2, we find the ground state is electrically
neutral.
This is a very good gauge choice for the theory. When we talk about the spontaneous
symmetry breaking of the Higgs doublet, we’re saying a number of different things at
once. The Weinberg angle rotation creates a distinction between the photon and the Z0 .
In essence, our choice of basis simply says that the massless mediator of the electroweak
theory (photon) is also the particle that doesn’t couple to the Higgs particle (electrically
neutral).
Near the ground state, the scalar doublet assumes a form
⎞

⎛
⎜
=⎝

φ1
v+H
√ e iϑ
2

⎟
⎠

(9.30)

where H will be the Higgs field. We may expand out the scalar Lagrangian near this new
basis as
L = ∂μ φ1∗ ∂ μ φ1 +

1
1
(v + H)2 ∂μ ϑ∂ μ ϑ + ∂μ H∂ μ H − μ2 H2 .
2
2

The first term corresponds to the uncoupled Goldstone bosons, which we won’t worry
about again. The second term produces another Goldstone term, but this one couples
only to the Higgs field. The latter two terms represent the free-field Lagrangian for the
Higgs itself, including an expected mass term.
In 2012, the ATLAS [1] and CMS [37] collaborations at the Large Hadron Collider (LHC)
experimentally detected the Higgs boson with a mass [28] of
MH = 125.6 ± 0.3 GeV,

(9.31)

giving a value of:
μ  177.6 GeV

and a subsequent vacuum expectation value of approximately 144 GeV.

9.3.2 Vector Fields and the Higgs
The main triumph of the Higgs model is not in predicting its own mass (or even its own
existence) but, rather, in predicting the mass of the weak mediators.
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The SU(2) ⊗ U(1) symmetry of the scalar doublet generates the same four vector fields
as does the fermionic doublet. The local gauge transformation can be used to quickly
develop a covariant derivative which gives the coupling between the scalar and vector
fields,


g
gW
 μ ,
·W
r
∂μ  → Dμ  = ∂μ + i Bμ + i
2
2

(9.32)

modifying the scalar contributions to the electroweak Lagrangian as
L() = Dμ † Dμ  − V ().

(9.33)

It is significant that the scalar Lagrangian is quadratic in the covariant derivative, unlike
the Dirac Lagrangian which is only linear. The quadratic terms are important because
they will ultimately produce a mass for the vector fields.
While it’s possible to expand equation (9.33) into a dozen or so terms, it isn’t necessary
to do so. We’ve seen, for instance, that the scalar-only terms simplify once the doublet has
relaxed into the ground state. The second-order interaction terms are far more interesting:

L2 = 

†

g
gW

·W
B+
r
2
2

2 
.

As there is only one nonzero term in the ground state doublet, all off-diagonal terms
(terms linear in r1 and r2 ) can be ignored. Recalling ri2 = I, we find that the second-order
interaction Lagrangian becomes

1
L2 = (v + H)2 g  B − g W W(3)
8

2


2
2
+ gW
(W(1) )2 + g W
(W(2) )2 .

(9.34)

This simplifies dramatically when we incorporate the Weinberg rotation (equations 9.9
and 9.11), which can be combined to give
g  B − g W W(3) = −g W Z sec θW ,

eliminating the coupling with the photon completely, as expected. Likewise, the offdiagonal vector fields may once again be rewritten as a superposition of the charged vector
fields (equation 8.27). Combining all these effects, we obtain the electroweak Lagrangian


1
1 2 2 1
Z· Z
2
2W+ · W− +
+ L A,W,Z + L ,
L = ∂μ H∂ μ H − MH
H + (v + H)2 g W
2
2
8
cos2 θW

(9.35)

where L is the leptonic contribution (equation 9.20), and L A,Z,W is the free-field Lagrangian for the massless vector fields (equation 8.29). Given the form of the Lagrangian,
the mass terms can be found via
L Mas s ,Z,W =

1 2 2
2
W+ · W− ,
M Z + MW
2 Z
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but there is no comparable term for photons. By inspection of equation (9.35), the masses
are thus
Mc = 0;

(9.36)

MH
vg W
=√ ;
2
8k
vg w
MW
=
.
MZ =
2 cos θW
cos θW

MW =

(9.37)
(9.38)

At long last, we have a concrete prediction from the Higgs model. The Weinberg angle can
be computed from both the relative strength of the electromagnetic and weak interactions
and the ratio of masses of the W and Z. While the specific value of the Weinberg angle
isn’t a prediction of the theory, we should get the same value whether we estimate from
the ratio of electric to weak charges or from the ratio of W and Z masses.
Experimentally [28], the W’s and Z’s have masses of
MW = 80.385 ± 0.015 GeV

MZ = 91.1876 ± 0.002 GeV,

yielding a Weinberg angle of
θW = 28.17 ± 0.02◦ .

We may independently estimate the Weinberg angle from the ratio of the electric charges
and weak charges [28]:
sin θW =

qe
→ θW  28.77◦ .
gW

These results aren’t quite identical; as we will see in Chapter 11, effective interaction
energies are a function of energy. However, even without the detailed calculation (which
does, indeed, reconcile the two estimates), the two independent approaches to θW justify
our faith in the electroweak model.

9.3.3 The Higgs Boson
The Higgs mechanism motivates the existence of massive vector fields, but there is also
a particle associated with the theory, one capable of being detected. We already have the
machinery at our disposal to determine the interactions, cross sections, and decay rates
associated with the Higgs boson.
The scalar-vector Lagrangian (equation 9.35) hides a number of direct coupling terms
between the Higgs boson and the massive vector fields, namely,

LInt = g W H MW W+ · W− +




MZ
1 2 2
1
Z · Z + gW
H W+ · W− +
Z
·
Z
,
2 cos θW
4
2 cos2 θW

(9.39)

where the first set of interactions is typically much more significant at high energy.
Our Feynman rules, of course, must now include these additional vertices from which
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the vertex amplitudes may be computed directly from equation (9.39). Expanding our
Feynman rules still further, we have
2 Vertex Factors
Vertex

Higgs boson (charged)

Contribution × (2p)4 d(p)

ig W MW g μm

Representation

W–
W–

Higgs boson (neutral)

Two Higgs bosons (charged)

Two Higgs bosons (neutral)

ig W

i

MZ
g μm
cos θW
2
gW
g μm
2

2
gW
i
g μm
2 cos2 θW

H

Z0
Z0
W–
W–
Z0
Z0

H

H
H

H
H

We’ve truncated our list somewhat with an eye toward including only those diagrams
relevant to calculations discussed in this book.8 The complete set of Feynman rules
appears in Appendix C.

9.4 Higgs-Fermion Interactions
The fermions still haven’t acquired a mass in the theory, and this must be reckoned
with experimentally, The electron mass is significant, me  0.511 MeV, and the firstgeneration quark masses are in the range of a few mega-electron-volts. The charged
leptons and quarks in the second and third generations are more massive still.
Meanwhile, the neutrino’s mass is so close to zero that until the detection of neutrino
oscillations in 1998 [70] (more on this in the next chapter!) there was the tantalizing
possibility that the neutrino was entirely massless.

9.4.1 Fermion Mass Terms
Much like the weak mediators and the Higgs boson itself, fermions acquire mass through
the spontaneous symmetry breaking of the Higgs field. The electroweak model produces
8 In particular, we’ve included a single two-Higgs, two-boson vertex. Interactions of this sort will be very
important when we consider renormalization in Chapter 11 and supersymmetry in Chapter 12.
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a bewildering array of ostensibly independent fields. For a given family and generation,
there is a left-handed Dirac doublet and two singlets, along with the Higgs doublet. Our
choice of gauge sets the weak hypercharge of the Higgs doublet to
YH = 1,

and nature sets the weak hypercharge of the left-handed pair
YL = −1

leptons;

YL = 1/3

quarks.

Further, consistency between the electrical charge of right- and left-handed particles
requires that
Yu,R = YL + 1;
Yd,R = YL − 1.

For a Lagrangian with two fields, additional gauge-invariant terms are possible. For
instance, consider a generalized Yukawa interaction,
L, = −ki wi φi wi + H.C.,

(9.40)

with a different coupling constant for each fermion. Anticipating that handedness will be
important, we expand the quadratic spinor term into a left-right pair:
ww = w L w R + w R w L .

Not all terms in equation (9.40) are gauge invariant, but by a careful use of our charges,
we can quickly select the few that are:
L, = −k  L w R,2 + w R,2 †  L

(9.41)

produces terms that are manifestly gauge invariant, where the weak isospin and hypercharge of the Higgs doublet explicitly cancel the corresponding weak isospin and
hypercharge of the left-handed spinor doublet.
In our preferred basis, φ2 becomes real and nonzero after spontaneous symmetry
breaking, and thus equation (9.41) simply reduces to
Lm = −k

(v + H)
w2 w2 .
√
2

(9.42)

Particle 2, the downstairs fermion, acquires a mass of
v
m2 = k f √ .
2

The masses of fermions are simply the product of the Higgs vacuum expectation value
and a dimensionless coupling constant. For an electron, the coupling constant is the
rather meager
ke  2.9 × 10−6 .
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In addition to mass, this product also adds a possible interaction in our Feynman rules, a
vertex between fermions and Higgs particles.
2 Vertex Factors
Vertex

Higgs-fermion

Contribution × (2p)4 d(p)

− 2i

mf
gW
MW

representation

H

9.4.2 Masses and Couplings
The Yukawa interaction produces some nice results. For one thing, it naturally yields a
coupling between the Higgs boson and fermions.
However, our first guess at the interaction Lagrangian also suggests (erroneously) that
only the downstairs components of the fermionic doublets acquire mass. While it is
true that the neutrino is so light as to be nearly massless, the up quark has a measured
mass [119] of
mu = 2.3+0.7
−0.5 MeV.

This is hardly massless, especially compared to the electron. What’s going on here?
We haven’t quite exhausted the space of invariant Lagrangians. Indeed, simply by
making the matrix of coupling constants nondiagonal, we may introduce additional
contributions to equation (9.41) with the substitution
k2  → k1 r1  + k2 ,

where r1 is simply the first Pauli matrix. This form allows a coupling for all fermions of
the form given in equation (9.42).
It is sometimes said that the Standard Model does not allow for the neutrino to have
mass. This isn’t quite true, as we’ve seen. If the up quark can acquire mass through the
Higgs mechanism, then neutrinos can as well. However, given that the upper limit on
the sum of the neutrino masses is less than an electron-volt, this puts an upper limit on
any of the neutrino coupling constants of
km  10−12 .

The Yukawa coupling terms are given in Table 9.2, but the key point is that the coupling
for neutrinos is six orders of magnitude smaller than any other.
There are a number of other surprises. While the coupling constants, and thus the
masses, of the various fermions increase in each generation,9 there is no obvious pattern
9

Some caution must be applied when talking about the mass of a particular species of quark. There is
considerable mixing between generations, a topic we’ll take up in detail in Chapter 10. For now, these numbers
are meant to be illustrative.
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Table 9.2. Approximate Values for the Coupling Constant k f for Each of the Charged Fermions [119].
Generation

Charged Lepton, l −

Up-Type Quark

Down-Type Quark

1

3 × 10−6

1 × 10−5

3 × 10−5

2

6 × 10−4

7 × 10−3

5 × 10−4

3

1 × 10−2

1

2 × 10−2

to the values. Down quarks are more massive than up quarks, for instance, but top quarks
are much more massive than bottom quarks. It is intriguing that the coupling constants
span only a few orders of magnitude within any given generation. Though their values
are left unconstrained by symmetry arguments, they’re clearly not that arbitrary.
All the coupling constants are small, with the tantalizing exception of the top, which
is, within experimental errors, 1. This is of more than passing interest. As we will see
in Chapter 11, effective coupling terms in the Lagrangian (including values of k f ) are
generally energy dependent. Just as the Higgs field gives the top quark mass, the top
quark (and others) produce corrections to the Higgs potential. At very high top quark
mass, the Higgs vacuum becomes unstable, eventually decaying to a lower vacuum
state [13]. As the situation stands, the Higgs potential appears to be metastable, but
this suggests that there aren’t hidden Standard Model particles at yet-higher masses just
waiting to be discovered.
Given the smallness of the other eight coupling constants, it is simply a matter of taste
whether one chooses to round down ∼10−12 to zero and simply to assert that neutrinos
are massless in this model. We will discuss neutrino oscillation in the next chapter,
but experimental evidence points to neutrinos having mass. What makes neutrinos
special, in this context, is that they are electrically neutral. The implication is that a
right-handed neutrino is a true singlet—uncoupled from the other particles in its sector.
This leaves neutrinos in a unique position of acquiring their mass outside of the Higgs
mechanism.

9.5 A Reflection on Free Parameters
It is not obvious why nature chooses the symmetries that it does. Certainly, the gauge
symmetries in the electroweak model are some of the simpler ones, and among the
simplest that introduce a parity violation. But beyond the choice of symmetry group,
nature seems also to have selected three generations of both quarks and leptons, and
rational-valued weak hypercharges for both leptons (−1) and quarks (1/3).
It is hoped that these values will be explained by a forthcoming unification scheme,
and so they aren’t quite so frustrating as the plethora of free parameters describing the
electroweak Lagrangian: the SU(2) and U(1) charges, the nine coupling constants between
the Higgs and various fermionic fields, and the two parameters describing the Higgs
potential. Thirteen free parameters in a simplified theory seems like an awful lot.
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Worse, still, is that many of these parameters seem, in a sense, to be unnatural. The
dimensionless parameters are generally several orders of magnitude smaller than unity,
for instance. Even the characteristic energy μ which describes the Higgs field is 10 orders
of magnitude lower than the Planck scale. This discrepancy is a manifestation of the
hierarchy problem, in which measured masses are seemingly unnaturally small.
Our ad hoc list of parameters seems a little long at first and, frankly, at second glance.
The presumption is that some, or perhaps most of them, will be predictable from a
more fundamental theory. At present, we simply need to simply assert that this is how
the universe is. Even so, starting with the given list of parameters, we can predict an
awful lot, including the electron charge, the masses of the Higgs, W± and Z0 , a massless
photon field, the neutrino, Maxwell’s equations, and the detailed Feynman rules for the
electroweak interactions. That isn’t too shabby.

Problems
 wu
in an unrotated gauge. The left- and right-handed components globally
9.1 Consider a spinor doublet w
d
transform according to equations (9.2) and (9.3), respectively. The left-handed particle has a weak
hypercharge YL , and the right-handed singlets have Yu,R and Yd,R . Consider gauge rotations in θ 0 and
θ 3 only.
(a) What is the explicit left-handed doublet in the rotated gauge? Terms should include factors like wu,L .
(b) Using the result from problem 8.7, compute ww in the rotated gauge and compare the result with the
unrotated gauge.
(c) Suppose we constrain YL . What additional constraints (if any) arise if we demand that if the coupled
up doublets transform with a phase of e iθ , that the down doublets transform with e −iθ for all values of
θ 0 and θ 3 ?
9.2 Beginning with equation (9.10) and noting that the weak isospin of the neutrino is T3 = +1/2, and that of
the electron is T3 = −1/2, and using the definitions in equations (9.11) and (9.12):
(a) Generalize equation (9.10) explicitly in terms of q e (when coupling to the A field), g W (when coupling
to the Z field), YL , and T3 .
(b) Knowing that right-handed particles must have the same charge as their left-handed counterparts (but
have no weak isospin), compute the relationship between right-handed weak isospin and left-handed
isospin in generality. Is this consistent with the result of the previous problem?
9.3 Consider an as-yet-undiscovered doublet

=

wu



wd

with a left-handed weak hypercharge of YL = 2. What are the electric charges of the up and down particles?
What are the weak hypercharges of the up and down singlets?
9.4 In the text we developed a scalar model of broken symmetry which used a complex scalar field with a broken
U(1) symmetry (equation 9.26). Draw all nonvanishing vector-Higgs vertices in this model, and give their
amplitudes.
9.5 Suppose there was a free-field Lagrangian for a real-valued scalar doublet

=

φ1
φ2
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of the form
L=

1
1
∂μ φ1 ∂ μ φ1 + ∂μ φ2 ∂ μ φ2 − V (),
2
2

where
V () = (φ12 + φ22 − C)2 ,
and where C is a positive constant. This Lagrangian is invariant under SO(2) transformations.
(a) What is the conserved current J μ of the SO(2) symmetry?
(b) Write the vector field and interaction Lagrangian for the SO(2) symmetry. You should call the vector
field Aμ and assign an arbitrary coupling constant q .
(c) What are the possible “ground states” of the Lagrangian (stable equilibria)?
(d) Call the ground-state value φ0 . Clearly, the generalized solution is
φ1 = φ0 cos(θ )

φ2 = φ0 sin(θ ),

which means, more generally, that the solutions can be written as
φ1 = (φ0 + R) cos θ ;

φ2 = (φ0 + R) sin θ.

Write the total Lagrangian (initial  fields and interactions) as a function of R(x) and θ (x).
(e) Based on the preceding result, what is the mass of the R field, the θ field, and the A field?
(f) Draw a Feynman diagram illustrating how the R field couples to the A field.
9.6 We would like to calculate the decay of the Higgs into various channels.
(a) Draw the lowest-order Feynman diagram of a Higgs decaying into a quark-antiquark pair. For what
flavor(s) of quarks is this decay allowed?
(b) Compute the decay rate as a function of the mass of the outgoing particles.
(c) At which fermion mass will the decay rate be maximized?
9.7 Draw the lowest-order Feynman diagram of a Higgs decaying into two photons.
9.8 Show that the individual combination of Higgs and fermionic fields
wd,R †  L
is invariant under SU(2)L ⊗ U(1) transformations. You should make explicit use of equations (9.2, 9.3, and
9.29).

Further Readings
•

•

•

•

Cottingham, W. N., and D. A. Greenwood. An Introduction to the Standard Model of Particle Physics.
Cambridge: Cambridge University Press, 1998. Chapters 10 and 12 have a nice discussion of symmetry
breaking in general, and the GWS model, respectively.
Gross, Franz. Relativistic Quantum Mechanics and Field Theory. Hoboken, NJ: Wiley-VCH, 1993. The
interested reader may find the discussion of quantization of the electroweak model in Chapter 15 useful.
Quigg, Chris. Gauge Theories of the Strong, Weak, and Electromagnetic Interactions, 2nd ed. Princeton, NJ:
Princeton University Press, 2013. Chapters 5–7 have an especially excellent discussion of the electroweak
interaction, along with a vivid explanation of the motivation for the Majorana mass generation for
neutrinos.
Wilczek, F. and D. J. Gross. The Future of Particle Physics. In Physics in the 21st Century, 71–96. Singapore:
World Scientific, 1997.
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Particle Mixing

Figure 10.1. Nicola Cabibbo (1935–2010), taken in 2006. Cabibbo was
one of the first to recognize that mass and flavor eigenstates were not
c Marcella Bonna.
necessarily the same. Credit: 

Though we’re well aware of the sheer number of particles—three generations each of
two families of fermions, each of which is itself a doublet, to say nothing of different
helicity states, antiparticles, mediators, and so on—we’ve focused our discussion on the
electron and the electron neutrino. We’ve chosen this path in large part because leptons
are generally found in isolation, simplifying things dramatically.
With quarks, the situation gets far more complicated, as the number of bound states is
enormous.1 Enrico Fermi, when asked by a student about the name of this or that particle
famously replied [34]:
If I could remember the names of all these particles, I would have become a botanist.

We won’t dwell on the discovery of every particle or every partially successful unification scheme, as doing so will distract us from our ultimate goal of understanding
the Standard Model. But to put the overall story in some context, see the timeline in
Figure 10.2, wherein we can get a sense of what we knew, and when.
We’ve seen many of these milestones in passing, but to study the implications of
multiple generations of particles, we consider the state of affairs in the early 1960s,
1

See, for instance, Figure 10.3, to get a sense of what can be created from just the three lightest quarks.
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Maxwell’s Equations (1862)

γ (1900) [129]

e– (1897) [154]
Photon Theory (1905) [52]
Atomic Nucleus (1911) [142]
Proton (1917) [143]

Dirac Equation (1928) [46]
e+ (1932) [14]
µ– (1936) [114]

K–, K 0 (1947) [139]
Yang-Mills Theory (1954) [167]
Weak C Violation (1957) [166]
Eightfold Way (1961) [74]
Cabibbo Mixing (1963) [33]
CP Violation in Kaons (1964) [38]
SU(3) Chromodynamics (1965)
u, d, s (1968) [30, 32]
c (1974) [20, 22]
b (1977) [98]
±
0
W , Z (1983) [17, 25]

U(1) Gauge Theory (1928) [160]
Neutrino Model (1930) [121]
Neutron (1932) [36]
Yukawa Potential (1934) [168]

QED (1946–1949) [50, 61,148,155]
π ± (1947) [97]
νe (1956) [40]
Pre-Higgs Electroweak theory (1961) [78]
νμ (1962) [41]
Quark Model (1964) [75,170,171]
Higgs Mechanism (1964) [55, 84, 88]
SU(2)L U(1) Electroweak Model (1967–8) [146,156]
Asymptotic Freedom (1973) [82,132]
τ – (1975) [127]
g (1979) [26]

t (1995) [4, 5]
ντ (2000) [49]

Neutrino Oscillation (1998) [70]

Higgs (2012) [1, 37]

Figure 10.2. An incomplete timeline of the Standard Model, selected to advance
our discussion. Discovery of fundamental particles are boldfaced.

10.1 Quarks | 207
Baryons

Σ

K 0(ds–)

p(uud)
S=0

n(udd)

–(dds)

Mesons

Σ0(uds)

+(uus)

Σ

S = +1

Λ0(uds)

Q = +1
Ξ–(dss)

Ξ–(uss)

π
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S = –1

–
uu– – dd
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(

–(du
–)

)

–
π +(ud )

–
uu– + dd + ss–
ƞ—
√6̄

(

)

K –(su–)

– – Q = +1
K 0(ds)
S = +1

S = +2
Q = –1

Q=0

S=0

Q = –1

Q=0

Figure 10.3. The Eightfold Way. The charges and strangeness of the lightest
baryons (left) and mesons (right), including their quark configurations.

after the muon and kaons (the first of the second-generation elementary and composite
particles) had been discovered.

10.1 Quarks
We noted how odd it is that there are three generations rather than the seemingly more
natural one, but until now, the different generations of quarks and leptons have had a “live
and let live” relationship to one another, and each generation seemed to differ from the
others only with regard to mass. But not only do different generations interact with one
another in a profound way, as we’ll see, but multiple generations are required to produce
CP violation, and thus matter-antimatter asymmetry. And to understand that we consider
the role of the strange quark.

10.1.1 The Strange Quark
The ups and downs are the lightest quarks by far (Table 10.1). This is not terribly
surprising, since the up and down quarks in turn make up the lightest baryons, the
protons and neutrons. Until 1947, protons and neutrons were all there were, hadronically
speaking.2
But in the late 1940s and 1950s there was an eruption of discovery of new strange
particles, including kaons and other exotica. Strangeness was not intended to be pejorative
but rather was a description of a new quantum number. As we now understand it,
a particle with a strangeness S = 1 contains a strange quark, S = −1 has a strange
antiquark, and otherwise, S = 0.
As with electric charge, strangeness was presumed to be a conserved quantity of
physical systems. As a practical matter, strangeness often is conserved by energetic
2

Hadrons are the superset of baryons (three quarks) and mesons (a quark-antiquark pair).
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Table 10.1. The quark doublets.
Name

Mass (GeV)

Charge

Up

(1.7–3.1)×10−3

+2/3

Down

(4.1–5.7)×10−3

−1/3

Charmed

1.29 ± 0.08

+2/3

Strange

0.10 ± 0.03

−1/3

Top

172.9 ± 0.7

+2/3

Bottom

4.19 ± 0.1

−1/3

considerations, since the strange quark has a mass of 95 MeV, more than 10 times that
of the next-lightest quark. But as we will see, this conservation is not absolute.
In 1961, Murray Gell-Mann found that categorization of the baryons and mesons then
known formed simple geometric patterns [74]. The lightest groups each formed octets
(Figure 10.3), in what has become known as the Eightfold Way. In some sense, the
Eightfold Way is a mere historical curiosity, as the quarks themselves were hypothesized
in 1964 [75, 170, 171] and discovered through deep inelastic scattering of very high energy
(∼20 GeV) electrons off protons in the Stanford Linear Accelerator four years later [30, 32].
While quarks are not detected in isolation, analysis of the outgoing electron scattering and
energy distribution demonstrated that the proton has substructure consistent with GellMann’s and Zweig’s predictions.
Though we now know that there are six flavors of quark (Table 10.1), at relatively
low energies we can simply pretend that there are only three, which means that we’re
especially concerned about the interplay between the down and its massive doppelgänger,
the strange.

10.1.2 The Cabibbo Angle
Consider the decay of a negative pion:
p− → e − + me .

(10.1)

This is about as simple as a weak reaction can get. A first-generation quark-antiquark
pair (du) decays into a first-generation lepton-antilepton pair (Figure 10.4).
But pion decay isn’t the only possible one of this type. The decay of a negatively charged
kaon looks remarkably similar to equation (10.1):
K − → e − + me .

(10.2)

A kaon consists of a (s u) pair. If strangeness (or generation generally) were conserved,
this kaon decay should be impossible. But experimentally, not only does leptonic kaon
decay happen, it does so at a rate comparable to that of pion decay!
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ν–e

e–

W–

u–

d
Figure 10.4. p− decay.

Consider the weak-interaction Lagrangian that we derived in the last two chapters.
In it, pairs of quarks appear in two different contexts. In the first, and arguably most
fundamental, we have terms of the form


gW
LW = − √ Wμ+ ucμ (1 − c5 )d  + ccμ (1 − c5 )s  + . . . , + . . . ,
2 2

(10.3)

where we’ve deliberately ignored a lot of very similar terms. One element might look
surprising. The d  and s  particles are written with primes to indicate that they are
eigenstates of the weak interaction but not necessarily eigenstates of mass.
On the other hand, the Higgs mechanism produces terms of the form
L M = md dd + ms s s + . . . .

(10.4)

In this case, the d and s states are eigenstates of the mass operator. There’s no reason
that d and s can’t be linear combinations of d  and s  , provided that the two sets of quarks
were related by a unitary transformation. We may think of the first two generations of
quark doublets under SU(2) L as
⎛

⎞
u
⎜ ⎟
⎝ ⎠;
d

⎛

⎞
c
⎜ ⎟
⎝ ⎠,
s

where d  represents a mixing between down and strange (but mostly down), and
s  represents a mixing between strange and down (but mostly strange). The down-type
quarks (down or strange) mix via
⎛

⎞ ⎛
⎞⎛ ⎞

d
cos
θ
sin
θ
C
C ⎟⎜d ⎟
⎜ ⎟ ⎜
⎝ ⎠=⎝
⎠ ⎝ ⎠,
s
− sin θC cos θC
s

(10.5)

where θC  13.1◦ is the Cabibbo angle, named after Nicola Cabibbo, who proposed the
relation in 1963 [33]. Cabibbo’s inference predated the quark hypothesis by about a year,
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and the discovery of quarks by half a decade, but the basic idea—that strangeness is not a
conserved quantity in the weak interaction—formed the basis of what we now understand
about quark mixing.
As a general rule, we consider only the down-type quarks to be mixed. This is a matter
of convention. We could, for instance, imagine that both u and d  are eigenstates of the
weak interaction. However, it’s far easier to “rotate away” the flavor mixing of either the
up-type or down-type quarks.3
A kaon, which nominally has only a strange and an antiup quark can decay as though
it had a down quark. Using this mechanism, we can compute the relative amplitudes of
down-to-up transition compared with a strange-to-up transition,
As →u
sin θC
=
 0.23.
Ad→u
cos θC

Weak quark interactions don’t quite conserve generation. Experimentally, we can see this
in the comparison of kaon and pion decay. Computing the relative decay rates for a twobody decay (equation B.2), we get
(K − → e − + e m )
= tan2 θC
(p− → e − + e m )

mp
mK

2

m2K − m2e
m2p − m2e

 0.19.

Cabibbo’s approach was generalized by Makoto Kobayashi and Toshihide Maskawa in
1973 to three generations of quarks. The Cabibbo-Kobayashi-Maskawa (or CKM) [33, 92]
matrix allows a transformation between the mass and weak eigenstate,
⎞ ⎛
⎞ ⎛ ⎞

V
d
V
V
ud
us
ub
⎜ ⎟ ⎜
⎟ ⎜d ⎟
⎜ ⎟ ⎜
⎟ ⎜ ⎟
⎜ s  ⎟ = ⎜ V V V ⎟ ⎜ s ⎟,
⎜ ⎟ ⎜ cd cs cb ⎟ ⎜ ⎟
⎝ ⎠ ⎝
⎠ ⎝ ⎠
b
b
Vtd Vts Vtb
⎛

(10.6)

where, as a reminder, the unprimed quarks correspond to the mass states, and the primed
correspond to the weak eigenstates. The elements of the CKM matrix can be constructed
from Euler angles, and represented by [119]4
⎤
⎤⎡
⎤⎡
−id
c
c
1
0
0
0
s
e
s
0
13
13
12
12
⎥
⎢
⎥⎢
⎥⎢
⎥
⎢
⎥⎢
⎥⎢
⎥⎢ 0
⎥ ⎢ −s c 0 ⎥
Vi j = ⎢
0
c
s
1
0
23
23 ⎥ ⎢
⎢
⎥ ⎢ 12 12 ⎥
⎦
⎣
⎦⎣
⎦⎣
−s 13 e id 0 c 13
0 0 1
0 −s 23 c 23
⎡

⎛
c 12 c 13

s 12 c 13

⎜
⎜
id
id
=⎜
⎜ −s 12 c 23 − c 12 s 23 s 13 e c 12 c 23 − s 12 s 23 s 13 e
⎝
s 12 s 23 − c 12 c 23 s 13 e id −c 12 s 23 − s 12 c 23 s 13 e id

3

⎞
s 13 e −id ⎟
⎟
s 23 c 13 ⎟
⎟,
⎠
c 23 c 13

(10.7)

You will have the opportunity to do so in problem 10.2.
I’ve used a shorthand where c 12 , for example, is the cosine of the θ12 mixing angle (what we were formerly
calling the Cabibbo angle, before we were made aware of three additional flavors of quark).
4
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though the exact form of this matrix is simply a convention and depends on the order in
which we apply rotations in this parameter space.
In general, an n × n unitary matrix (for an n-generation model) has n2 constraints. The
individual phases of the quarks may be rotated freely, and as there are 2n quarks in total,
this means that 2n − 1 constraints may be “rotated away.” Thus, there are
n2 − (2n − 1) = (n − 1)2

free parameters in the CKM matrix. This is fascinating! In a two-generation model, there’s
only a single parameter (the Cabibbo angle), but there are four parameters for a threegeneration model. Three generations, in other words, is the smallest number that allows
meaningful complex phases. The importance of this phase can’t be underestimated.
Kobayashi and Maskawa originally proposed a third generation of quarks, as that was
the minimum that would allow CP violation [92].
Experimentally, the amplitudes of the CKM mixing angles are [119]
θ12 = 13.04 ± 0.05◦ ;
θ13 = 0.201 ± 0.011◦ ;
θ23 = 2.38 ± 0.06◦ .

These mixing angles are all quite small. In other words, the flavor states (for quarks,
at least) are very nearly the same as the mass states, but not quite.
Given the hierarchy of angles, θ12  θ23  θ13 , any elements in the CKM matrix that
are quadratic in, for instance, sin θ13 sin θ23 can be said to essentially vanish. Inspection
of equation (10.7) reveals that only Vub , Vtd , and Vts can potentially have a significant
imaginary component.

10.1.3 The Cronin-Fitch Experiment
Wu’s measurements of P symmetry violation in cobalt-60 decays in the 1950s [166]
suggested that there is something unique about the weak force. If parity and charge
symmetry can be violated individually, how about the combination of charge and parity?
In 1964, James Cronin and Val Fitch [38] tested CP violations in neutral kaons.
Kaons, you will recall, were among the “strange” particles discovered in the late
1940s which ultimately helped kick off the quark model. Neutral kaons are particularly
intriguing:
 0
 K = |s d ;

   
 0
K = s d .

They look a lot like pions, but with a subtle difference. Pions, as we’ve seen, are
superpositions of up and antiup quarks, and down and antidown quarks (equation 5.40),
resulting in a particle which is an eigenstate of CP transformations with an eigenvalue of −1. Neutral kaons, in contrast, are not eigenstates of CP transformations
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but rather,
 
 
 0
ĈP̂ K 0 = −K ;

 
 
 0
ĈP̂K = − K 0 .

Since kaons and antikaons are so similar, it is useful to construct superposition states of
the two which are eigenstates of CP:
1    0 
|K 1 = √  K 0 − K
→ C P = +1;
2
1    0 
|K 2 = √  K 0 + K
→ C P = −1.
2

If CP symmetry is perfectly conserved, then K 1 and K 2 could be distinguished by their
decay products
K 1 → p0 + p0
K 2 → p0 + p0 + p0

s = 9 × 10−11 s ,
s = 5 × 10−8 s ,

since an even number of pions will have a CP value of +1, and an odd number will have
a CP of −1. Given the difference in decay times, a beam of K 2 particles can be created
simply by sending a beam of mixed kaons and observing a suitable distance away. Even at
relativistic speeds, virtually all the K 1 particles will decay after a few meters, and a beam
of pure K 2 particles will remain.5 The outgoing kaons should decay exclusively into three
pions. But this is not what Cronin and Fitch observed. About 0.2% of the decays were to
two pions, a direct measure of CP violation in the weak interaction.
Another way of looking at the CP violation is that the reaction
K0 ↔ K

0

(10.8)

is not symmetric. It appears that nature really does distinguish between matter and
antimatter.

10.1.4 CP Violation and the CKM Matrix
Since the electroweak Lagrangian is invariant under CP transformations, the symmetry
violation must be in the form of the quark multiplets themselves, and in particular, in the
CKM matrix. This is most clearly seen by looking at a piece of the classical Lagrangian
coupling the up and down quarks (though, of course, there are many additional terms):

gW 
∗
Lu,d = √ u L cμ d L Wμ− Vud + d L cμ u L Wμ+ Vud
,
2

(10.9)

where the complex conjugate appears in the second term because the CKM matrix is
required to be unitary. We’ve also simply identified the left-handed up and down fields
rather than using the (1 − c5 ) notation.
5

You will test this with realistic numbers in problem 10.5.
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Examination of equation (10.9) allows us to adapt our Feynman rules to include charged
quark interactions.
2 Vertex Factors.


Contribution × (2p)4 d(p)

Vertex

Charged current (quarks)

gW
−i √ cμ (1 − c5 )Vi j
2 2

Charged current (quarks)

gW
−i √ cμ (1 − c5 )Vi∗j
2 2

Representation
ui
dj
dj

W–

W–
ui

All up-type and down-type quarks mix in an identical way.
The Lagrangian transforms under CP to become

gW 
∗
,
LCu,dP = √ d L cμ u L Wμ+ Vud + u L cμ d L Wμ− Vud
2

which is identical to the original only if Vud (and ultimately, all other components of the
CKM matrix) is real. As a general rule, a complex phase produces a CP violation.

10.1.5 The Unitarity Triangle
Some of the best estimates of CP violation in the quark sector can be found by examining
the decays of B-mesons, B 0 (db) [6, 100] . Like their lower-mass counterparts, B-mesons
oscillate freely (and slightly asymmetrically) with their charge-conjugated partners.
However, for now we’ll focus specifically on one decay channel and its CP conjugated
partner,
B 0 → J /w + K S

B 0 → J /w + K S ,

where the J /w particle, the psion,6 comprises cc, and the K S particle is the short-lived
neutral kaon discussed earlier.7 Both are their own antiparticles. We can get a taste of the
CP violation in B-meson decay by considering the lowest-order diagrams describing the
processes (Figure 10.5).8
6 The psion, with a mass of ∼3.1 GeV, has the distinction of two names because it was discovered
simultaneously and independently by two groups, one at the Stanford Linear Accelerator [22] and one at
Brookhaven [20], and announced on the same day, November 11, 1974. This heralded the so-called November
Revolution, which led to the discovery of a whole host of high-mass composite particles. The psion caused such
a stir because it lived about a thousand times longer than comparable particles of similar mass, suggesting that
there was something fundamentally different about it from previously known particles. Indeed, there was; that
difference was the charmed quark.
7 We called it K then, but with the caveat that the neutral kaons themselves violate CP symmetry, so K is
1
1
similar to K S , but not exactly.
8 You may note that one diagram produces a K 0 , while the other produces a K 0 , even though they ostensibly
describe the same decays. As the two neutral kaons oscillate into one another, we have omitted those internal
processes for the sake of clarity.
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Figure 10.5. Two important contributions to B-meson decay. The two-vertex
amplitude A1 (left) is real-valued, while the four-vertex amplitude A2 has a complex
phase.

You might well wonder why we have included two diagrams, especially since they
differ in order. A minimum of two amplitudes are required for CP violation to create
an interference. Suppose the process has two amplitudes A1 and A2 , where the former is
real, and the latter has two complex phases:
A2 = |A2 | e id e iφ .

If we suppose φ is invariant under CP transformations, but d is not,
AC2 P = |A2 | e −id e iφ ,

and thus
|A|2 = |A1 |2 + |A2 |2 + 2|A1 ||A2 | cos(φ + d)
|AC P |2 = |A1 |2 + |A2 |2 + 2|A1 ||A2 | cos(φ − d)
|A|2 − |AC P |2
2 sin(φ) sin(d)|A1 ||A2 |
,
=−
|A|2 + |AC P |2
|A1 |2 + |A2 |2 + 2 cos(φ) cos(d)|A1 ||A2 |

which manifestly produces a different decay rate if both the symmetry-preserving and
symmetry-violating phases are nonzero.
We can get a sense of the asymmetry of the B-meson by considering the complex
phase of the amplitudes in Figure 10.5. The scattering amplitude may be simplified
significantly by recalling that the CKM matrix was required to be unitary, which produces
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Figure 10.6. The unitarity triangle.

nine equations of the form
Vud Vub∗ + Vcd Vcb∗ + Vtd Vtb∗ = 0.

(10.10)

Because of the importance of B-meson systems in detecting CP asymmetry,
equation (10.10) is generally referred to as “the” unitarity triangle, as it can be visualized
as a triangle in the complex plane (Figure 10.6).9
If all components of the CKM matrix were real (or even if they simply had the same
phase), the unitarity triangle would simply be a line segment. Its triangle-ness is a
testament to the fundamental CP asymmetry of the system. In particular, we may say


Vcd Vcb∗
,
b = arg −
Vtd Vtb∗

(10.11)

where “arg” refers to the complex phase.
The geometry of the unitarity triangle is a direct probe of the CP symmetry violation of
the B-meson system:


Vcd Vcb∗
(kinematic
.
A2 ∝ 1 +
×
contributions)
Vtd Vtb∗

Comparison of this last form with equation (10.11) allows us to more or less make a
direct measurement of the b angle from measurements of the difference in decay rates of
B-mesons and their antiparticles.
B-meson decay is not the only possible constraint on the unitarity triangle and the
elements of the CKM matrix. An up-to-date list of experimental results is compiled by the
Particle Data Group,10 shown in Figure 10.7. Putting current best estimates in terms of
the CP-violating term in the CKM matrix [119], we obtain
d = 68.8 ± 4.6◦ .

CP violation in the quark family is nearly maximal! Alas, there is no comparably clean
approach for measuring CP violation for leptons.
9

There are five other similar triangles, each with equal area, but this is the one with the easiest angles to
measure experimentally.
10 http://pdg.lbl.gov/.
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Figure 10.7. Current constraints on the unitarity triangle from CP symmetry violations in B-meson decay and other reactions. Credit: CKMfitter Group
(J. Charles et al.), Eur. Phys. J. C41, 1–131 (2005) [hep-ph/0406184], updated results
and plots are available at http://ckmfitter.in2p3.fr.

10.2 Neutrinos
Neutrinos are a nearly ubiquitous signature of weak interactions. Electron and muon
neutrinos are created in the upper atmosphere from the decay of pions and muons.
Radioactive decay products of unstable nuclei inside the earth shower us from below.
Particle accelerators and nuclear reactors produce high-energy neutrinos that bombard
us on every side.
All these sources are significant, but historically, solar neutrinos—or a deficit of them—
served as the earliest and most fundamental constraints on the question of mixing in the
lepton sector.

10.2.1 The Solar Neutrino Problem
Radiation from the sun is easy to see, but the internal mechanics are obscured by the
opacity of the stellar atmosphere. The specific fusion chains that release the energy—and
thus the emission spectrum of neutrinos—need to be inferred from a detailed model. But
for simplicity, we simply abstract the hydrogen-to-helium fusion process as
4 p → He + 2e + + 2me ,

suggesting that a comparable number of neutrinos and photons are produced, and at
similar energies (generally in the 1 MeV range). As a rough approximation, this yields a
solar neutrino flux on the surface of the earth of about 1015 –1016 m−2 s−1 . This may seem
enormous, but even so, the detection rates in neutrino detectors are extremely, low since
at the mega-electron-volt scale, cross sections are only of order 10−47 m2 (equation 8.10).
In the 1960s, Ray Davis [42] (who led the experimental effort) and John Bahcall [23]
(who did the theoretical work) built a 380 m3 neutrino detector in the Homestake
Mine in South Dakota—deep enough underground that background signals could be
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largely eliminated. The tank was filled with cleaning fluid to detect the neutrino capture
reaction:
me +

37

Cl →37Ar + e − .

The argon was then collected to serve as a proxy for the neutrino events.
Bahcall and his collaborators made several different models for the fusion chains in the
sun, but even with relatively generous assumptions, Davis found that the actual neutrino
counts yielded only about a third of the predicted rate. This discrepancy persisted for three
decades [24] and withstood countless efforts to refine either the solar model, the detection
rate, or the effects of neutrinos propagating through the sun. None seemed to adequately
explain the solar neutrino problem.

10.2.2 Neutrino Oscillation
The solution to the solar neutrino problem was proposed before the problem itself
was even discovered. The Italian-Soviet Scientist Bruno Pontecorvo [133] suggested that
neutrinos might oscillate between flavors, just as quarks form from an admixture of
states. As the Homestake detector was sensitive only to electron neutrinos, they must
have turned into something else en route, something not visible to the detector:
me ↔ mμ .

This transformation is known as neutrino oscillation and provided the first evidence for
neutrino mass.
As with quarks, the flavor states and weak interaction states of neutrinos are
superpositions of one another. However, because quarks interact via the strong force and
leptons don’t, the fundamental definition of which lepton is which is a little different than
it is for quarks.
With quarks, the flavors are primarily associated with mass states. That is, a proton
is “really” made of two u quarks and a d, but the weak interaction couples the u to the
d  (a superposition of all “down-type” quarks).
The flavors of neutrinos, however, are defined in terms of which charged lepton they
couple to under the weak force. We begin, as we did with quarks, considering a two-state
model for oscillations. Supposing neutrinos come in two flavors me and mμ and two masses
m1 and m2 , the descriptions will be superpositions of one another,
⎛

⎞ ⎛
⎞⎛ ⎞
m
cos
θ
sin
θ
e
12
12
⎜ ⎟ ⎜
⎟ ⎜ m1 ⎟
⎝ ⎠=⎝
⎠⎝ ⎠,
mμ
− sin θ12 cos θ12
m2

(10.12)

where θ12 is an as-yet-unknown parameter of the system. We hope it will not escape your
notice that the mass mixing in the two-state model is simply a representation of SO(2)
and is structurally identical to Cabibbo’s work with quarks.
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An electron neutrino is created in a reaction with an energy much, much larger than
any of the masses,
Ei =



p 2 + mi2

 p+

mi2
,
2E

where E  p is the energy of the neutrinos’, outgoing beam. The latter term, mi2 /2E
represents the energy of a particle in a fixed mass eigenstate. Thus, if we had a particle in
a pure mass eigenstate, it would evolve as
2


w(t) = |i exp −i mi t .
2E

(10.13)

But electron neutrinos aren’t pure mass eigenstates. They can be written as
superpositions:
|me = cos θ12 |1 + sin θ12 |2 .

At some later time, the wavefunction is
2
2


w(t) = exp −i m1 t cos θ12 |1 + exp −i m2 t sin θ12 |2 ,
2E
2E

and thus the probability of turning an electron neutrino into a mu neutrino is

2
Pme →mμ =  mμ |w(t)  = sin2 (2θ12 ) sin2
= sin2 (2θ12 ) sin2

m2 L
4E

(10.14)

1.267(m2 / eV2 ) (L / km)
,
(E / GeV)

where we’ve exploited the fact that neutrinos are traveling at essentially the speed of light
(hence L = t is the distance traveled), and we’ve defined m2 as the differences of the
masses, squared.
As the equation is written, we can’t say for certain whether m1 or m2 is the larger
mass, but oscillations in the sun help us out. As neutrinos propagate outward, there
is an amplitude for interaction with electrons, as shown in Figure 10.8, introducing an
additional interaction energy proportional to the density of electrons.
In the 1970s and 80s a Soviet team, Stanlislav Mikheyev and Alexei Smirnov [110], and
American physicist Lincoln Wolfenstein [165] independently found that the MSW effect
(as it’s become known) can enhance the oscillation rate of neutrinos at high density.
However, the MSW effect is asymmetric, because only electron neutrinos will interact
with the ambient electrons (and there are no ambient muons). As a result, the solar
neutrino oscillation fraction may be used to directly constrain m2 > m1 .
However, we have no such constraint relating m2 and m3 . The hierarchy could easily be
inverted with no physical or mathematical complications.
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Figure 10.8. Charged boson exchange in the MSW effect.

10.2.3 Oscillation Parameters
The generalization into three generations is known as the as the Pontecorvo-MakiNajagawa-Sakata, or PMNS, matrix [133, 108, 134])
|l = Uli |i ,

where l is the weak lepton state (me , mμ or ms ), and i is the mass eigenstate (1 through 3).
The PMNS matrix takes the form identical to the CKM matrix, CP-violating complex
phase and all (equation 10.7), but as suggested by the amplitude of solar neutrino
oscillations, there is a lot more mixing in the neutrino sector than in the quark sector.
Estimating the oscillation parameters with any degree of certainty requires two key
components: (1) a source of known flavor and energy spectrum and (2) a series of (large
and heavily shielded) detectors at different distances from the source.
Atmospheric neutrinos are produced in both electron and muon versions. As highenergy (100 MeV) cosmic rays strike the upper atmosphere, they form pions, which
can then subsequently decay into
p− → μ− + mμ ;

p− → e − + me .

The ratio of primary muon to electron antineutrinos is readily predictable from the
masses (equation B.3):
m2p − m2μ
n mμ
= 2
 0.43.
n me
mp − m2e

The first definitive test of neutrino oscillation came from the Super-Kamiokande experiment [8, 18, 70]. Using a 50,000-ton tank of ultrapure water, the detector was able to
measure the disappearance of atmospheric muon neutrinos via Cerenkov radiation.
At extremely high energies (and over short distances), the probability of oscillating to
an electron neutrino is negligibly small, but the probability of oscillating to a ms is much
higher, since the mass differences are greater. So atmospheric neutrinos give us a good
handle on θ23 and m223 .
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Figure 10.9. Neutrino oscillation for a 1 MeV me .

Table 10.2. Current Constraints on Neutrino Mixing Angles and Masses
for Normal Ordered Mass Hierarchy.

sin2 (θi j )
mi2j / eV2

1→2

2→3

1→3

0.308 ± 0.017

0.437+0.033
−0.023

0.0234+0.0020
−0.0019

−5
(7.54+0.22
−0.22) × 10

(2.43 ± 0.06) × 10−3

 m223

Note: The inverted hierarchy changes the parameters at the 1% level.
Credit: The Particle Data Group [119].

Nuclear reactor [9] and accelerator neutrinos [7, 8, 11, 12] typically emerge in energy
ranges of a few mega- and giga-electron-volts, respectively. But unlike with solar neutrinos, we have the option of placing multiple detectors at different distances from the
source. Likewise, neutrinos from reactor-based neutrino experiments give us a handle on
θ13 and m213 .
Current estimates of the mixing angles and mass differences can be found in
Table 10.2 [119]. The results are intriguing. While the CKM matrix for quarks features
mixing angles of only a few degrees (the largest is 13◦ ), neutrino mixing is extremely
large, with θ12  33◦ . It is a stretch to say that m1 and me are even approximately the same
particle.
The “natural” interpretation of the mass hierarchy of neutrinos is that m3  m1 and m2 ,
which are each quite low in mass. But, there could also be a mass inversion, where m3 is
the lightest (Figure 10.10). At this point, we can’t say, as observational constraints yield
mi2j . But assuming normal ordering, this puts a minimum total mass for the neutrinos at


mi > 0.05 eV.
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Figure 10.10. Possible mass hierarchy scenarios for neutrinos. The horizontal line
indicates the mass limits suggested by cosmological data from the Planck satellite
and baryon acoustic oscillations [130].

There are cosmological constraints on neutrino mass as well. One of the biggest
mysteries in observational astrophysics and cosmology is the existence of a substance
(or particle) known as dark matter. Cosmological evidence suggests that dark matter is
nonbaryonic and seems to constitute about 25% of the universal energy budget [56, 130]:
q DM  5.2 × 109 eV/m3 .

Most of the neutrinos in the universe are cosmological in origin, and at early times, they
were in thermal equilibrium with photons. That blackbody neutrino background persists
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at a temperature of about 1.95 K [124], corresponding to a number density of
nm  3.4 × 108 m−3

neutrinos and antineutrinos of all three species (in almost exactly equal numbers). At
the cold energies of the cosmic background, direct detection of primordial neutrinos will
likely remain impossible for the foreseeable future. But if we make the most simpleminded assumption possible—that neutrinos account for all dark matter—we arrive at

an upper limit for mass of mm  10 eV.
But there are tighter constraints than that. If the dark matter particles are sufficiently
light, then they remain relativistic for a long time after the Big Bang. This is known as hot
dark matter and is ruled out from cosmological predictions. In practice, these constraints
put the limit much lower [130], at


mi < 0.16 eV

(Planck)

i

But how do we determine the masses directly? One approach is to look for masses
kinematically. For instance, several experiments aim to measure the recoil of beta decays,
as in the decay of tritium:
T →32 He + + e − + me .

In principle, a precise measurement of the recoil of the helium and the electron should
yield an absolute mass estimate of the electron antineutrino mass (and thus, presumably,
the neutrino mass as well) to somewhere within 0.2 to 2 eV, which is outside the range
currently suggested by cosmological observations.

10.3 Neutrino Masses
Neutrinos have mass, but, compared with other fermions, just barely. If the same
mechanism gives neutrinos mass as it does other particles, the coupling constant needs
to be six to eight orders of magnitudes smaller for neutrinos than for the corresponding
quarks or charged leptons (Table 9.2). Neutrinos are generally taken to be massless in
the Standard Model. However, this assumption is not strictly required. It could simply be
that neutrino coupling is much, much smaller than other Yukawa couplings. If so, the
smallness of those terms is certainly unnatural.
However, if there is no Yukawa term (k f ) for neutrinos, we are left with the question
of where neutrino masses originate—if not Yukawa masses, then we need to move to
physics beyond the Standard Model.

10.3.1 The Majorana Equation
We begin with the massless neutrino hypothesis (which, recall, we know to be wrong).
There is an elegance to massless particles. The chirality (or spin) in one Lorentz frame will
be the same as in any other. In a world of entirely massless neutrinos, there would be no
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right-handed neutrinos and no left-handed antineutrinos; there’s simply no mechanism
in the weak interaction for producing them and no probability of detecting them.
We might even, under those circumstances, simplify matters by fiat: neutrinos and
antineutrinos are the same particle; the left-handed version we call the neutrino, and the
right-handed version we call the antineutrino. This was the intriguing approach suggested
by the Italian physicist Ettore Majorana in 1937 [107].
Majorana’s idea is more than just a bookkeeping device. If neutrinos really were
massless (and again, they aren’t), then the basis spinors for the Dirac equation
(equations 5.18,5.19) would produce a simple set of relationships:
Massless neutrinos : u+ ( p) = −v− ( p);

u− ( p) = v+ ( p) .

Up to a simple phase difference, a left-handed neutrino bears the same relation to a righthanded neutrino as it does to a left-handed antineutrino.
A Majorana particle is a fermion with itself as its antiparticle. For massless particles,
there’s no distinction between the Dirac formulation (which we’ve used for spin-1/2
particles throughout this text), and the Majorana. But for massive particles, things get
a bit more complicated.
As we’ve spent most of our time thus far exploring the Dirac model, we start from
there, writing the mass component of a Dirac Lagrangian in a somewhat novel way,
L M = (m D ww + m D wc wc ) ,

where m D is the Dirac mass (what we’ve hitherto simply referred to as “the mass” in the
Dirac equation), and wC = Ĉw (equation 5.38) is the charge conjugation partner of the
wavefunction. CPT symmetry requires particles and their antiparticles to have identical
mass.
However, it’s not the only way of generating a mass. We may add an additional
off-diagonal term,
⎛
LM =

w wc

⎞⎛ ⎞
m
m
D
M
⎜
⎟⎜ w ⎟
⎝
⎠⎝ ⎠,
mM mD
wc

(10.15)

where m M is the Majorana mass. Majorana mass terms do not arise in the electroweak
model as we’ve seen it. The Higgs can’t produce a coupling term of this sort unless it has
a weak isospin of 1. In that case, we’d require an entire Higgs sector.
We won’t dwell on mechanisms for generating a Majorana mass term, but instead
we’ll examine the intriguing possibility that there is a Majorana mass term in addition
to a Dirac one. We may thus generate the corresponding particle masses by finding the
eigenstates of the mass matrix in equation (10.15):
m± = m D ± mM .

Neutrinos still can be found in two states; they will just represent different states than if
there were no mixing. The possibility of negative masses (if m M > m D ) shouldn’t concern
you too much. We’ll deal with that in short order.
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10.3.2 The See-Saw Mechanism
We have constructed a model on the basis of SU(2)L ⊗ U(1) invariance. As a result, we
can’t simply insert new terms into the Standard Model Lagrangian without consequences.
Handedness has a profound impact on the Standard Model. Thus, it makes sense to break
our Dirac bispinor into left- and right-handed components via the normal mechanism:
w = wL + w R =

1 + c5
1 − c5
w+
w.
2
2

Further, as we showed in Chapter 8, terms like
wL wL = w R w R = 0

and thus equation (10.15) may be expanded in generality,
⎞⎛

⎛
0

LM =

w R (wc ) R w L (wc ) L

0 mD mR

⎞
wR

⎜
⎟
⎟⎜
⎜
⎟
⎟⎜
⎜ 0 0 mL m D ⎟ ⎜ (wc ) R ⎟
⎜
⎟
⎟⎜
⎜
⎟ ,
⎟⎜
⎜
⎟
⎟⎜
⎜ m D mL 0 0 ⎟ ⎜ w L ⎟
⎝
⎠
⎠⎝
(wc ) L
mR mD 0 0

(10.16)

where we’ve broken up the Majorana mass into left- and right-handed components such
that m M = m R + mL . Further, it can be readily shown through the properties of the
c5 matrix that
(wc ) R = (w L )c

(wc ) L = (w R )c ,

so some care must be taken when charge conjugating a left-handed particle versus taking
the left-handed component of a charge-conjugated particle.
Here’s where the magic of SU(2)L ⊗ U(1) symmetry can be exploited. The right-handed
neutrino (or the left-handed antineutrino) are singlets in the Standard Model. As a result,
they may have a Majorana mass term without charged leptons having a similar term.
Thus, if mL = 0 and m R = m M , then we are left with a mass matrix
⎞

⎛
0

0 mD mM

⎟
⎜
⎟
⎜
⎜ 0 0 0 mD ⎟
⎟
⎜
M=⎜
⎟
⎟
⎜
⎜ mD 0 0 0 ⎟
⎠
⎝
mM mD 0 0

(10.17)

which both satisfies the underlying symmetry and allows for a Majorana particle. The
eigenvalues of the mass matrix are thus

m± =

m2M + 4m2D ± mM
.
2

(10.18)
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The situation is most interesting in the limit of m M  m D . In that case
m+  mM ;
m− 

m2D
mM

(10.19)
.

(10.20)

The high-mass neutrino (equation 10.19) is essentially sterile. It comprises right-handed
neutrino and left-handed antineutrino states and therefore does not interact under normal
circumstances.
The low-mass neutrino is the one we normally encounter in weak interactions. But
something remarkable has happened. Its mass is no longer the pure Yukawa mass term
but, rather, is suppressed by a factor of m D /m M . A large Majorana mass produces a small
Dirac mass, and vice-versa. This interplay has become known as the see-saw mechanism.
Example 10.1: Assume that the most massive neutrino has a Dirac mass equal to the
mass of the top quark:
m3,D  mt  100 GeV.

Assuming that the Majorana mass scale is at Grand Unified Theory (GUT) energies,11
mM  1015 GeV,

what is the kinematic mass of a third neutrino species?
Solution:

i

mi  m3 

(100 GeV)2
= 10−11 GeV = 0.01 eV,
1015 GeV

a realistic mass scale for neutrinos based on oscillation experiments.

10.3.3 Are Neutrinos Majorana Particles?
The symmetries of the Standard Model seem to allow for the possibility of a Majorana
component and as we’ve seen, nature seems to have conspired to make almost every free
parameter that can be nonzero.
A Majorana neutrino is a big deal. It allows violation of lepton number just as neutrino
oscillation results in violation of electron, muon, and tau number, and manifests itself via
Lagrangian interaction terms of the form


L M = mM w R (wc ) L + (wc ) L w R ,

which can be quantized via equation (5.55) and result in interaction terms
ĤInt ∼ mM b̂ †p ,r ĉ q ,s + . . . .
11

More on that in Chapter 12.
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Figure 10.11. Majorana neutrinos would allow for the possibility of neutrino-less
double beta decay of heavy nuclei. We show the central interaction.

This converts an antineutrino (ĉ) into a neutrino (b̂ † ). Mixing terms of this sort allows
reactions of the form in Figure 10.11, with an amplitude proportional to m2M , in which
heavy nuclei can undergo double beta decay without a corresponding emission of an
antineutrino.
For example, xenon-136 normally decays into
136

Xe →136Ba + 2e − + 2me

with an extremely long decay time (>1021 yr). Beyond the outgoing nucleus (which will
be essentially stationary), only the electrons are easily detectable, but as they are part of a
four-body decay, their energy spectrum is continuous.
However, if neutrinos are Majorana particles, then a similar decay,
136

Xe →136Ba + 2e − ,

is also allowed [21]. The neutrino-less double beta decay involves only two particles, and
thus the telltale signature will be a delta function of energy at half the nuclear ionization
energy (Figure 10.12). The discovery of Majorana neutrinos would be an important
extension to the Standard Model, but as of this writing, it remains just a tantalizing
possibility.

Problems
10.1 The 0 consists of (uds) and has a mass of 1.115 GeV, making it the lightest strange baryon.
(a) How massive would the 0 need to be to allow a strong (strange-preserving) decay? Give the decay
explicitly. You may need to delve into the Particle Data Group online tables.
(b) Because the strange quarks can oscillate to the down, the 0 can decay, and one of the principal
channels is
0 → p + p− .
Draw the lowest-order Feynman diagram for the decay. For simplicity, treat the baryons as
fundamental rather than composite particles.
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Figure 10.12. A schematic double beta decay spectrum which includes a Majorana
peak at E = Q.
(c) Under the same assumptions, estimate (to within the correct order of magnitude) the timescale of
the decay. As we have not yet discussed the strong force, take the masses of the d and u to be half
the mass of the pion (This is a very gross and incorrect assumption that allows us to gloss over the
strong interaction). The Cabibbo angle should appear explicitly.
10.2 Show that the decision to assign the Cabibbo angle to the lower component of the quark doublet is
arbitrary.
10.3 The CKM mixing angles are hierarchical: θ12  θ23  θ13 . To get a sense of the “size” of imaginary
components, define the angles as θ12 ≡ k  1, θ23 ≡ Ak2 , and θ12 ≡ Ak3 (q − ig), as the last includes a
complex CP-violating term. Expand out the CKM matrix to second order in k.
This approach (though expanding to third order, rather than second) is known as the Wolfenstein
parameterization of the CKM matrix.
10.4 One important way of describing the CP-violating terms in the CKM matrix is through the Jarlskog
invariant J , defined as
Im[Vi j Vkl Vil∗ Vk∗j ] = J



ikm  j l n ,

m,n

where there is no sum on the left side. Extend the Wolfenstein parameterization to third order in k, and
compute the Jarlskog invariant to lowest nonvanishing order in k.
10.5 Neutral kaons have a rest mass of about 0.5 GeV. They were produced in the Cronin-Fitch experiments
with an energy of about 2.5 GeV, in equal amounts of the long- (s = 5 × 10−8 s) and short-lived
(s = 9 × 10−11 s) particles. Assuming, wrongly, that CP symmetry is maintained in this system, what
fraction of a kaon will be in the K S state after 0.1, 10, and 20 m? This last distance is approximately the
actual baseline of the Cronin-Fitch experiment.
10.6 Consider a subtly different formulation of CP asymmetry than that encountered in the text. A
particular particle X L decays with an amplitude A1 + A2 , where both components are complex. The
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CP-transformed particle X R has a decay amplitude A1 + A∗2 . What is the CP asymmetry
X − X
X + X
in terms of the phase angles φ1 and φ2 and the magnitudes of the amplitudes?
10.7 Antielectron neutrinos are produced in the sun with a typical energy of about 1 MeV. For the
purpose of this problem, consider a two-state oscillation between muon and electron neutrinos. Given
sin2 (2θ12 ) = 0.846, and assuming m212 = 8 × 10−5 eV, at what distance from their production site will
the antineutrinos have undergone maximal oscillation (smallest fraction of electron antineutrinos)?
What is the maximal fraction of muon antineutrinos? How does the oscillation scale compare with the
emission region (the diameter of the sun)?
10.8 A nuclear reactor produces about 2 GW of power, approximately 2% of which is in the form of 4 MeV
antineutrinos (me ). Assume a weak cross section of 10−47 m2 and a two-neutrino model (for small
distances and high energies, this is actually not a bad assumption).
You are designing an experiment to measure neutrino oscillation by measuring the disappearance
of electron antineutrinos. You place a “near” detector at a distance of 1 km and a “far” detector, to be
placed at half the distance of maximum oscillation.
(a) How many antineutrinos are produced in the reactor per second?
(b) At what distance should you place the far detector? You may assume the neutrino oscillation
parameters from the previous problem.
(c) Suppose you wish to design the experiment so that ∼100 events/year will be detected at the far
detector in the absence of oscillation. How many target protons do you need?
(d) Using the parameters from Table 10.2.3, estimate the probability of oscillating to a s neutrino in the
near detector.
10.9 Let’s do a quick estimate for the possibility of neutrinos as dark matter. Assume neutrinos are uniformly
distributed in the galaxy and have a number density of 3.4 × 1011 m−3 (1000 times the universal average)
and a total mass of 0.1 eV. What is the total mass (in solar units) contained within a sphere of radius
8 kpc (approximately 2.5 × 1020 m), roughly the sun’s orbital radius around the center of the galaxy?
This result can be compared with the observed stellar mass of approximately 1011 M within the
same radius.
10.10 The see-saw mechanism predicts that neutrino masses
m=

m2D
,
mM

where the Majorana mass m M can be assumed to be of order the GUT energy, 1015 GeV.
Assuming the Dirac masses m D are the same as the corresponding up-type quarks in each
generation, compute the masses and mi2j values.

Further Readings
•
•

•

•

•

Bigi, I. I., and A. I. Sanda. CP Violation. Cambridge: Cambridge University Press, 2000.
Boehm, Felix, and Petr. Vogel. Physics of Massive Neutrinos. Cambridge: Cambridge University Press,
1992. Though this volume predates the experimental discovery of neutrino oscillation and several particle
discoveries by more than half a decade, the theoretical underpinning of oscillations, Majorana masses,
and the like, are given a very solid, very pedagogical presentation in this slim volume. Students may find
Chapters 1 and 5 particularly relevant to this present discussion. Chapters 6 and 7 are also very helpful.
Griffiths, David. Introduction to Elementary Particles, 2nd ed. Hoboken, NJ: Wiley-VCH, 2008. Readers will
find Griffiths’s Chapter 1 description of the history of elementary particles a good introduction.
Kooijman, P., and N. Tuning. CP Violation. http://www.nikhef.nl/∼h71/Lectures/2012/cp-080212.pdf.
Kooijman and Tuning’s lecture notes on CP symmetry violation are among the most complete and
pedagogical around, with an extensive discussion of experimental confirmations.
Nakamura, K., and S. T. Petcov. Neutrino Mass, Mixing, and Oscillations, from Chapter 11 in The Review
of Particle Physics, K. A. Olive et al. (Particle Data Group), Chin. Phys. C., 38, 090001, 2014.
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The Strong Interaction

Figure 11.1. Murray Gell-Mann (1929–). Along with George Zweig,
Gell-Mann found that SU(3) formed the basis of the strong interaction,
c Joi.
as well as coined the word “quark.” Credit: 

In almost every way that matters, the strong interaction is significantly cleaner than the
electroweak model. The strong force is ambidextrous, unbroken, and acts upon only one
family of fermions: the quarks. However, the strong interaction is significantly more
complicated to probe experimentally, because quarks are never found in isolation, only in
bound mesons and baryons. Unlike their counterparts in electromagnetism, the strong
force carriers themselves have a strong charge, making many calculations possible only
numerically. Even so, there’s a great deal that the strong gauge symmetry can reveal about
the internal working of baryons.

11.1 SU(3)
11.1.1 Color
The Eightfold Way was predicated upon an SU(3) symmetry [74]. Unfortunately, it was
founded on an incorrect premise: that there were three flavors of quarks (up, down, and
strange were all that were known at the time). Flavors matter, in that they govern the mass
and electric charge of quarks, but so far as the strong force is concerned, all that matters
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is color—an analogy (and nothing more) with how humans perceive visible light [75, 170,
171]. By rather arbitrary convention, the quarks come in three colors, labeled red, green,
and blue, which may be expressed as a column vector,
⎛

⎞
q
⎜ r⎟
⎜ ⎟
⎟
 =⎜
⎜ qg ⎟ ,
⎝ ⎠
qb

(11.1)

and thus the strong force is often called chromodynamics. The color symmetry is
unbroken. A red up quark and a blue up quark are identical in every measurable way,
and a universal substitution of one for the other would leave every measurable quantity
unchanged.
Color was introduced as a makeshift concept to make quarks of the same flavor
distinguishable. The ++ baryon, for instance, comprises three up quarks, and even if
two possible spin states are included, there is no way for all three quarks to satisfy the
Pauli exclusion principle unless they are distinct in some way—labeled, for instance, with
distinct colors.
As color is a perfect symmetry of the strong interaction, for the moment we’ll take it
as axiomatic that color can’t be detected directly. Going a step further, we presuppose an
important rule:
All free particles are color singlets.

For a baryon, we may suppose that our color-free rule implies that we need a red, a green,
and a blue quark, while for mesons it would seem that a red-antired pair (for instance)
would do nicely. But our rule about color singlets is more complex than that. Consider a
meson with a color combination |r r . The meson isn’t a color singlet, because a rotation
under SU(3) would turn the meson into |g g  or some other linear combination of colors
and anticolors. In fact, there are eight linear combinations of quark-antiquark colors that
are simply rotations of another: the color octet. For instance,
1
√ [|r r  + |g g ] (one element of the color octet)
2

(11.2)

By our ad hoc color rule, the only naturally occurring mesons—pions, for instance—are
going to be color singlets:
1 
|p = √ |r r  + |g g  + |bb (quark-antiquark singlet)
3

(11.3)

Baryons are somewhat more complicated. It is not sufficient to simply say that the
quarks each need to be of a different color. We know from our work on the exchange
operator (equation 5.59) that swapping the label of two fermions (in which quarks are
included) should yield a minus sign, so it takes a bit of thought (and application of the
Levi-Civita tensor) to construct a baryonic state which is symmetric upon color swapping.
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The only combinations of baryon states that will allow that are of the form
1
| p = √ [|r g b + |g br  + |br g  − |bgr  − |gr b − |r bg ] (three-quark singlet).
6

So far, it’s just an assumption that free particles are color singlets. The explanation will
have to wait until our discussion of asymptotic freedom.

11.1.2 The Gell-Mann Matrices
Colors are analogous to electric charge, but as there are three of them, the analogy clearly
isn’t perfect, since we’re dealing with three possible charges, rather than two. To get a
sense of what color charge really means, we start with the Lagrangian for a “free” quark
(which we counterfactually pretend exists):
L = i i cμ ∂μ i − mi  i i .

(11.4)

The subscript i refers to the flavor (as opposed to the color) of the quark, and
we implicitly sum over all flavors. The state  refers to the three possible colors
(equation 11.1).
The free-field Lagrangian is invariant under SU(3) symmetry transformation:


 → e −ig S θ ·k ;
 → e

ig S θ ·k

(11.5)

.

(11.6)

We saw earlier (equation 4.22), that the SU(N) group will have N 2 − 1 orthogonal
generators, which means that SU(3) will have eight, known as the Gell-Mann matrices:
⎛
⎜0
⎜
k1 = ⎜
⎜1
⎝
0

1
0
0

⎛
⎜0
⎜
k4 = ⎜
⎜0
⎝
1
⎛
⎜0
⎜
k7 = ⎜
⎜0
⎝
0

0
0
0

⎞
0⎟
⎟
0⎟
⎟
⎠
0
⎞
1⎟
⎟
0⎟
⎟
⎠
0

⎞
0⎟
⎟
0 −i ⎟
⎟
⎠
i 0

⎛

⎜0
⎜
k2 = ⎜
⎜i
⎝
0
⎛
⎜0
⎜
k5 = ⎜
⎜0
⎝
i

0

k8 =

√1
3

⎛
⎜1
⎜
⎜0
⎜
⎝
0

−i
0
0

⎞
0⎟
⎟
0⎟
⎟
⎠
0

⎞
0 −i ⎟
⎟
0 0⎟
⎟
⎠
0 0

⎛

⎜1 0
⎜
k3 = ⎜
⎜0 −1
⎝
0 0
⎛
⎜0
⎜
k6 = ⎜
⎜0
⎝
0

0
0
1

⎞
0⎟
⎟
0⎟
⎟
⎠
0

⎞
0⎟
⎟
1⎟
⎟
⎠
0

⎞
0⎟
⎟
1 0⎟
⎟.
⎠
0 −2
0

The Gell-Mann matrices are very versatile. By inspection, k1 , for instance, corresponds
to the element of the quark-antiquark color octet in equation (11.2). The remainder of
the elements are simply rotations of that combination in SU(3), which makes them
observationally indistinguishable.
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Figure 11.2. Proton-neutron interaction by an exchange of virtual pions. Don’t
be confused by the apparent swapping of proton (udu) for neutron (udd). The
correspondence of “which particle is which” between the identities of the bottom
particles and the top is simply a matter of how we’ve opted to twist the diagram.

The Gell-Mann matrices also describe the colors associated with gluons. Simply reading
off from rows (anticolors) and columns (colors), we find that the gluon associated with k1
will be a superposition of |r g  and |gr  and allow a color exchange between red and green
quarks.
There are eight Gell-Mann matrices, but naively we’d expect nine, since there are nine
combinations of color-anticolor. The ninth is a singlet with a matrix representation of
⎛
⎜1
1 ⎜
?
k9 = √ ⎜
0
3⎜
⎝
0

0
1
0

⎞
0⎟
⎟
0⎟
⎟,
⎠
1

which is identical to equation (11.3), the color description of a free meson. If gluons were
allowed to be found in the singlet state, then as massless particles, they would have an
unlimited range and would be as omnipresent as photons. Experimentally, there are no
free gluons, which means that gluons can’t exist as color singlets. This raises the obvious
question: if gluons are not color singlets, how do they communicate between protons and
neutrons to hold together atomic nuclei?
The answer is, they don’t. While gluons hold together protons and neutrons themselves, the internucleon strong force is effectively mediated by the pions (Figure 11.2).
This was, indeed, Hideki Yukawa’s original motivation in the 1930s for describing the
potential that bears his name [168]. Yukawa’s prediction of the pion predated its discovery
by more than a decade.
In some sense, the short range of the strong interaction between nucleons is fundamentally different from the short range within them. Within nucleons, the range of the strong
force is limited by color confinement.1 Between nucleons, it’s limited by the mass of
the pion.

1

A fancy name given to our rule about the colors allowed for free particles.
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11.1.3 Gluon Dynamics
For the moment, we’ll focus only on interquark forces and the dynamics of the gluons. We
have seen this recipe before, in the discussion of the electroweak interaction. The key to
determining the covariant derivative in the Lagrangian is calculation of the commutation
between the generators. The SU(3) group is non-Abelian; the group members (or at least
some of them) do not commute:
[ki , kk ] =

2i f i j k kk .
k

Unlike with the Pauli matrices (for which f i j k is the Levi-Civita symbol), the structure
constants for the group need to be listed explicitly (problem 11.2),
f 123 = 1;

1
f 147 = f 165 = f 246 = f 257 = f 376 = ;
2

√
f 458 = f 678 =

3
,
2

and the same must be done for all cyclic permutations. Anticyclic permutations get a
minus sign. That is, for instance, f 768 = − f 678 . We can quickly generate the Noether
currents for the SU(3) symmetry as
J (k)μ = g S cμ kk ,

(11.7)

where g S is the strong force coupling constant. The dynamical Lagrangian for gluons
must be invariant under local SU(3) gauge transformations, but fortunately for us,
we have a template for generating a gauge-invariant Lagrangian from our work with the
SU(2) gauge (equation 8.21):
(i)
i
G (i)
μ → G μ + ∂μ θ − 2

f i j k G (μj ) θ k .

(11.8)

j,k

The gluon fields can then be used to generate a covariant derivative,
i
 μ,
∂μ → Dμ = ∂μ + g S k · G
2

(11.9)

where the vector refers to the eight-dimensional space spanned by the Gell-Mann
matrices. And thus, the the Faraday tensor for gluons is
(i)
(i)
Fμm
= Dμ G (i)
m − Dm G μ
(i)
= ∂μ G (i)
m − ∂m G μ + 2g S

f

j kl

(l )
G (k)
μ Gm ,

(11.10)

jk

which results in a chromodynamic Lagrangian,
(k)μ
L S =  icμ ∂μ − m  − G (k)
−
μ J

1 (k)μm
F
F(k)μm .
16

(11.11)

We’ve achieved this result with somewhat less fanfare than with previous gauge theories.
A couple of comments are in order. As we shall see at the end of this chapter, the
dynamic term in equation (11.11) isn’t really the only possible form. It is also possible to
introduce a CP-violating term, one that so far has evaded detection.
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Second, following the same argument from the electromagnetic and electroweak
theories, any addition of a mass term necessary spoils the gauge invariance; gluons are
massless. That’s okay because, as we’ve noted, the strong interaction uses an entirely
different mechanism (color confinement, as opposed to a massive mediator) to keep the
force local.

11.1.4 Feynman Rules for Quantum Chromodynamics
We have already seen how a classical Lagrangian can be turned into Feynman rules.
Considering how closely related the strong interaction is to theories we’ve already seen,
the modified Feynman rules may be read almost directly from the classical Lagrangian.
2 Vertex Factors.

Contribution × (2p)4 d(p)

Vertex

8

−

Strong (quark)

k=1

−g S f

Strong (three-gluon)

j kl



Representation
qj

ig S μ
kk c
2

qi
λ, l, q3

ν, k, q2

g μm (q 1 − q 2 )k +

g mk (q 2 − q 3 )μ + g kμ (q 3 − q 1 )m

−ig S2 f kli f mni (g μk g mq − g μq g mk )+

Strong (four-gluon)

G(i, j)

f kni f l mi (g μm g kq − g μk g mq )+

μ, j, q1
ρ, n
λ, m

ν, l
μ, k

f kmi f nli (g μq g mk − g μm g kq )

In the three-gluon contribution, all the momenta are assumed to be pointed in toward the
vertex. Outgoing momenta should get a minus sign.
3 Propagators.
Propagator
Gluons

Contribution
−i

d 4 q i g μm d j k
(2p)4 q i2

Representation
qi →

In many ways, the strong force appears staggeringly similar to that of electromagnetism. The coupling constant is larger (how much larger turns out to be a function
of scale), but otherwise, gluons essentially look like eight different types of photons, with
the additional requirement that color must be conserved at every vertex.
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p3(c3)

p4(c4)

G→

p1(c1)

p2(c2)

Figure 11.3. A two-vertex calculation of quark interaction.

11.1.5 The Strong Force Yukawa Potential
The similarities between the strong and electromagnetic interactions are obvious enough
that it would be odd not to compute the Yukawa potential between two quarks.
As we’ve noted on multiple occasions, quarks don’t appear in isolation, which means
that we can’t rightly consider “a red quark and a blue quark.” Rather, we can take the nine
possible combinations of two-quark colors and break them into an antisymmetric color
triplet,
1
1
1
√ [|r b − |br ] ; √ [|bg  − |g b] ; √ [|gr  − |r g ] ,
2
2
2

(11.12)

which may be roughly interpreted as two quarks in different colors states, and a sextet,
1
1
1
|r r ; |g g ; |bb; √ [|r b + |br ] ; √ [|r g  + |gr ] ; √ [|bg  + |bg ] ,
2
2
2

(11.13)

which are monochromatic combinations. This is in direct analogy to the quark-antiquark
“octet” (enumerated by the Gell-Mann matrices, representing pairs of different colors)
and the color “singlet” (equation 11.3).
We’ll calculate the force between two quarks of specific colors to get a sense of the
interaction, but you’ll have the opportunity in problem 11.3 to show that our result for
quarks of different colors gives the sign (but a different coefficient) for a pair of quarks in
one of the triplet states.2
For quarks with different flavors, the only two-vertex Feynman diagram will be the
t-channel (Figure 11.3). We hold off for a moment on specifying the states but can

2

This may seem like an odd choice. Why not simply compute the interaction of the triplet now? In short,
because we haven’t yet proven that quarks really exist only in color-singlet bound states. We’re trying to motivate
that now, which is why we start with pure-color states.
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describe them more generally as
⎛

c 11

⎞

⎜ ⎟
⎜ ⎟
⎜ ⎟
1 = ⎜ c 12 ⎟ u(1),
⎜ ⎟
⎝ ⎠
c 13

where the components of the column vector c 1 give the color or superposition color state
of the quark. The Feynman rules for a quark-quark interaction thus yield the pleasing
relationship
8

A=−

g S2
[u(3)cμ u(1)][u(4)cμ u(2)]
(c 3† kk c 1 )(c 4† kk c 2 ).
4( p1 − p3 )2
k=1

(11.14)

All the strong interaction information is contained in the summation over the possible
mediator terms. Following equation (7.38), the amplitude more or less immediately
produces a Yukawa potential,

V (r ) =

αs (c 3† kk c 1 )(c 4† kk c 2 )
,
r
4

(11.15)

where the strong fine-structure constant αs is defined as

αs =

g S2
.
4p

(11.16)

This definition is easier stated than quantified. It describes the strength of a free strong
interaction, and no such thing exists, which is why we haven’t yet given a numeric value
for α S . But we can dream, and for now, we’ll assume that we may apply equation (11.15)
by simply specifying the color states of the system.
Example 11.1: Using the strong Yukawa potential in equation (11.15), compute the
interaction energy between two free quarks of differing color and flavor.
Solution: For concreteness, take c 1 (and c 3 , as we are assuming no color exchange)
in Figure 11.3 to be red, and c 2 (and c 4 ) to be green, though, clearly, the symmetry
of the system suggests that this choice is somewhat arbitrary, so long as the particles
differ.
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The only Gell-Mann matrices which produce nonzero contributions are k3 and k8 ,
which produce, respectively,
⎛
 ⎜1 0
⎜
0 ⎜
⎜0 −1
⎝
0 0

⎡
(c 3† k3 c 1 )(c 4† k3 c 2 )

⎢
⎢
=⎢
⎢ 1
⎣

0

⎡

⎞ ⎛ ⎞⎤
0⎟ ⎜ 1 ⎟⎥
⎟ ⎜ ⎟⎥
⎜ ⎟⎥
0⎟
⎟ ⎜ 0 ⎟⎥
⎠ ⎝ ⎠⎦
0
0

⎛
⎢
 ⎜0 0
⎢
⎜
⎜
×⎢
⎢ 0 1 0 ⎜0 −1
⎣
⎝
0 0
⎛

⎡
(c 3† k8 c 1 )(c 4† k8 c 2 ) =

⎢
1⎢
⎢ 1
3⎢
⎣

0

 ⎜1 0
⎜
0 ⎜
⎜0 1
⎝
0 0

⎛
⎢
 ⎜1 0
⎜
⎢
⎢
×⎢ 0 1 0 ⎜
⎜0 1
⎝
⎣
0 0
⎡

⎞ ⎛ ⎞⎤
0⎟ ⎜ 0 ⎟⎥
⎟ ⎜ ⎟⎥
⎜ ⎟⎥
0⎟
⎟ ⎜ 1 ⎟⎥ = −1
⎠ ⎝ ⎠⎦
0
0

⎞ ⎛ ⎞⎤
0 ⎟ ⎜ 1 ⎟⎥
⎟ ⎜ ⎟⎥
⎜ ⎟⎥
0⎟
⎟ ⎜ 0 ⎟⎥
⎠ ⎝ ⎠⎦
0
−2
⎞ ⎛ ⎞⎤
0 ⎟ ⎜ 0 ⎟⎥
⎟ ⎜ ⎟⎥ 1
⎜ ⎟⎥
0⎟
⎟ ⎜ 1 ⎟⎥ = 3 ,
⎠ ⎝ ⎠⎦
0
−2

which sum to −2/3, and thus
Vr g (r ) = −

 
1 αS
.
6 r

Different colors attract one another, but as free quarks don’t exist, and color isn’t a fixed
label, this result is only part of the story. In problem 11.3 you will find more generally that
quark pairs in the triplet state attract with an interaction potential V (r ) = − 23 αrS .
Example 11.2: What is the Yukawa potential between two quarks of the same color?
Solution: The previous example may be followed directly but with the slight difference
†
†
that the k3 contribution yields +1 rather than −1. Thus, (c 3 kk c 1 )(c 4 kk c 2 ) = 43 , or
 
1 αS
.
Vr r (r ) = +
3 r

(11.17)

Quarks with like colors repel one another, just as particles with like electromagnetic
charges do.
Even in the simplified Yukawa potential model, we can get a sense of why certain types
of bound hadrons are allowed, but not others. Provided the quarks in a baryon are of
different colors, any given one will attract the other two. However, if any two quarks are
the same color, a baryon will be blown apart from pure energy considerations.
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And as with electric charge, the effective strong charges are reversed for antiparticles.
Mesons, which comprise quark-antiquark pairs, will preferentially be formed with the
same colors. If one existed, an ambient quark of any color would find a meson to appear
strong-force neutral.
While it seems energetically reasonable that naturally occurring composite particles are
colorless (either rgb in quarks or color-anticolor combinations in mesons), we haven’t yet
explained why color is never found in isolation in nature. And to get a sense of that, we’ll
need to roll up our sleeves and compute Feynman diagrams with more than two vertices.

11.2 Renormalization
Every Feynman diagram that we’ve encountered so far has been designed to deliver
the most information with the least amount of work. In electromagnetic interactions,
we’ve gotten a lot of mileage out of simple two-vertex diagrams. Each additional
vertex introduces a correction proportional to the fine-structure constant αe (∼1/137)—
suggesting that higher-order diagrams add nothing more than further precision to an
already decent estimate of the scattering amplitude.
However, by the late 1940s, Julian Schwinger, Richard Feynman, Sun-Itiro Tomonaga,
and Freeman Dyson realized that even a single closed loop would introduce an infinite
perturbation [81]. They introduced a new approach known as renormalization to “sweep
the infinities under the rug.” We’ll deal with the implications of this swindle in short
order, but first, we’ll need to see where the infinities come from and what renormalization
is. To minimize our difficulties, we’ll begin with a simple case: the mass of a scalar
particle.

11.2.1 Bare and Effective Mass
In Chapter 6 we introduced a toy scalar model for two interacting fields: a massive field φ
and a massless field g, which plays the role of an overly simplified photon (equation 6.1):
1
1
1
L = ∂μ φ∂ μ φ − m2 φ 2 + ∂μ g∂ μ g − kφ 2 g.
2
2
2

While we generally group the dynamic and mass terms on one side of the ledger and
interactions on the other, we’ve seen from our work on the Higgs field that the division
is not so unambiguous between the two. Instead, we may quantize the φ 2 term in the
Lagrangian to describe a point in spacetime wherein a φ gets annihilated and another
gets created, with an amplitude of 12 m2 . This situation is illustrated in the left panel of
Figure 11.4.
We don’t normally think of mass terms as a straight-line diagram, but once we do,
we open the door to introducing higher-order perturbations. For instance, we may put a
loop in the middle the diagram—undetectable from the outside but presumably altering
the amplitude (and hence the mass) of the φ particle. Computing the amplitude of the
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p2

p2
1
– m2
2

q1

q2

p1
p1
Figure 11.4. Left: The self-interaction of a φ particle in the toy scalar theory. Right:
A second-order contribution of the φ self-interaction energy. Solid lines represent
massive φ particles, while dashed lines are massless g particles.

second-order diagram from the Feynman rules, we obtain
A2 = i

k2
(2p)4

(q 2

d 4q
,
− p1 )2 − m2 )

− m2 )((q

(11.18)

where we’ve substituted q = q 2 for tidiness.
On purely dimensional grounds, this integral is a cause for concern. We are, in
principle, integrating over all momenta, which means that the integral takes the form
 3
q dq /q 4 = ln(∞), a most unpleasant state of affairs. This infinity arises because a
propagator being created and annihilated at the same point necessarily produces a zero in
the denominator. In renormalization, we imagine that a particle is created and absorbed
at very nearly the same point to replace an infinity with something very large—of order
the Planck scale. We’ll soldier on and make the best of equation (11.18). We begin by
neatening up a bit.
We first note the definite integral relation3
1
=
ab

1
0

dx
.

2
ax + b(1 − x)

Setting b = (q 2 − m2 ) and a = [(q − p1 )2 − m2 ], equation (11.18) we can rewritte as
A2 = i

k2
(2p)4

1

dx
0

[q 2

− m2

d 4q
.
+ p12 x − 2q · p1 x]2

(11.19)

This may not look like much of an improvement, since we’ve gone from a fourdimensional integral to a five-dimensional one. However, in “completing the square” the
definite integral form will allow us to separate our second-order amplitude for the next
stage in renormalization. We further apply the coordinate transformation
q → q + xp1 ,

3

This and several other relations in this discussion are taken from Appendix E in J. J. Sakurai’s Advanced
Quantum Mechanics [145], who in turn credits Feynman. Sakurai’s collection of integrals in renormalization is
one of the most comprehensive and pedagogical approaches available.
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which simplifies equation (11.19) to
A=i

1

k2
(2p)4

dx

[q 2

0

− m2

d 4q
.
+ p12 x(1 − x)]2

In principle we could solve for q 0 as a function of q and m, identify the poles, and perform
a contour integral, as we did when we computed the scalar propagator (equation 7.25 and
the work leading up to it).
But there’s another approach. Integrating over Minkowski space is a nuisance, since
space and time behave differently from one another. However, in the 1950s Gian Carlo
Wick introduced an approach wherein we can treat the timelike coordinate on a par with
the others [161]. Under a Wick rotation we perform the transformations
q E0 = iq 0 ;

q Ei = q i .

(11.20)

Under this transformation 4-vectors behave like ordinary four-dimensional Euclidean
vectors (the subscript E is for Euclidean). This transformation yields the relations
d 4 q = −id 4 q E

d 4 q E = 2p2 q E3 dq E

q 2 = −q E2 ,

where the 2p2 is the solid angle over the surface of a four-dimensional unit sphere, and
we’ve labeled q E as a spacelike vector, as that’s precisely what it is. Wick-rotating our
second-order amplitude quickly gives us
A=

k2
(2p)4

1

dx
0

[−q E2

d 4q E
,
− m2 + m2 x(1 − x)]2

where we have utilized the fact that p12 = m2 . As the amplitude is now isotropic in the
Wick-rotated Euclidean space, we may directly write a perturbation to the φ mass as
A2 =  12 m2 :
m2 =

k2
4p2

∞

1

dx
0

dq E
0

q E3
.
[q E2 + m2 (1 − x + x2 )]2

We see immediately that our worst fears are realized. If q E is allowed to be integrated to
infinity, the mass contribution will blow up. However, we can regularize the integral by
imposing a cutoff at q E = M, which we’ll generally set as the Planck energy.4 Integrating
and taking only the leading terms, we get
m2 

k2
ln
8p2



M2
m2


(11.21)

in the limit of M m.
What we measure in the lab isn’t the bare mass m at all. Rather, it’s the combination of
meffective = mbare + m.
4 This is one of the crudest approaches to regularization, but by no means the only one. Others involve
multiplying through by a factor of M2 /(M2 − q 2 ) which goes to unity at low energy and produces a cutoff term
at |q | > M. Some involve adding additional terms that cancel the propagator at high energies. For our work, we
will use a simple cutoff.
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p3

k + Q/2

p4

Q
p1
p2

k – Q/2

Figure 11.5. Left: The t-channel diagram for e–e scattering. Right: One-loop
correction to the electromagnetic force.

The effective mass of a particle is the one that enters into Newton’s second law and
everything else derived from it. The bare mass, on the other hand, is more or less
irrelevant.

11.2.2 Effective Theories
Renormalization plays a role not only in the self-interaction of particles but also in their
interactions with others. In understanding quarks—the central players in the strong
interaction—it might help to first refer to their leptonic cousins. Indeed, the pioneers of
renormalization did their work some two decades before quarks were even experimentally
detected. I warn you in advance that renormalization of fermionic theories gets a little
hairy mathematically, but the lessons learned from a familiar system (Møller scattering)
will be immediately applicable to others.
The amplitude for the t-channel of Møller scattering (derived from the left panel of
Figure 11.5) is
A1 = −4pαe [u(3)cμ u(1)]

g μm
[u(4)cm u(2)],
Q2

(11.22)

where Q ≡ p1 − p3 is a measure of the overall energetics of the encounter, and where we
have substituted for the fine-structure constant in anticipation of what follows.
Applying the Feynman rules for the right-hand diagram in Figure 11.5, we get
A2 = i

αe2
[u(3)cμ u(1)][u(4)cm u(2)]Tr
2
p Q4

d 4k

/ − m)cm (/k − Q/2
/ − m)
cμ (/k + Q/2
.
2
2
((k + Q/2) − m )((k − Q/2)2 − m2 )

(11.23)

There is a lot going on here, not least of which is that we’ve surreptitiously introduced
two new rules with regard to closed fermionic loops:
1. Each closed fermionic loop multiplies the diagram by −1.
2. The contribution to the closed loop is found by following the fermions around a full loop
(including the c matrices) and taking the trace of the resulting terms.

Equation (11.23) looks a bit intimidating, but turning it into something more familiar is
simply a matter of applying the various trace theorems in Appendix A (with especially
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judicious uses of equation A.16). As traces over all odd powers of c vanish, the only
nonzero contributions to the amplitude are

/ − m)cm (/k − Q/2
/ − m) = 4m2 g μm + 8kμ km − 4k 2 g μm − 2Qμ Qm + g μm Q2 .
Tr cμ (/k + Q/2

It can be shown (and we leave it as an exercise in problem 11.6) that the Qμ Qm terms
identically vanish upon contraction with the spinors. We may further “simplify” the
amplitude by following the scalar mass example to complete the square and apply a
coordinate shift k → k + Qx,
A2 = i

4αe2
[u(3)cμ u(1)][u(4)cm u(2)]
p2 Q 4

dx

d 4k

g μm (m2 − k 2 + Q2 x(1 − x)) + 2kμ km
[k 2 − m2 + Q2 x(1 − x)]2

(11.24)

where we have eliminated all odd powers of k and terms proportional to Qμ Qm , which
both vanish upon integration.The amplitude simplifies dramatically from the generalized
relationship5
d 4k

g μm ( − k 2 ) + 2kμ km
=0
(k 2 − )2

(11.25)

in four-dimensional spacetime. If  = m2 − Q2 x(1 − x),
A2 =

16αe2
[u(3)cμ u(1)]g μm [u(4)cm u(2)]
Q2

dx

dk E

[k 2E

k 3E x(1 − x)
,
 2 x(1 − x)]2
+ m2 + | Q|

 2 = −Q2 , since the
where we have performed a Wick rotation and substituted | Q|
scattering 4-vector has only spacelike nonzero terms.
This last form of the amplitude is remarkable. It includes exactly the g μm /Q2 contribution that mimics the first-order propagator. In other words, by comparison with
equation (11.22), we may generate a perturbation to the fine-structure constant,
αe = −

4αe2
p

dx

dk E

k 3E x(1 − x)
,
 2 x(1 − x)]2
[k 2E + m2 + | Q|

 2 , can be written
which, to first order in | Q|
4α 2
αe  − e
p


dx

dk E


 2
k 3E x(1 − x) 2k 3E x2 (1 − x)2 | Q|
−
,
[k 2E + m2 ]2
[k 2E + m2 ]3

(11.26)

Even if no momentum at all is transferred in the scatter, there is an enormous—infinite,
in fact—correction to the fine-structure constant in the form of the first term on the
right. If we regularize the integral over k at k E = M, we get a renormalized fine-structure
constant:
 2 

M
αe
ln
.
α R (0) = αe 1 −
3p
m2

(11.27)

5 This is one of many incredibly useful integrals which may be found in Appendix E of Peskin and
Schroeder’s Introduction to Field Theory [128]. For now, you may take this relation as fundamental.
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Even if the limiting energy is at the Planck scale, this represents only about an 8%
correction, and in reality, it doesn’t matter anyway, since we measure the renormalized
fine-structure constant in the lab, as opposed to the bare one. The energy-dependent term
in equation (11.26) is perfectly convergent and yields a running coupling constant,


α R (0)
α R (Q ) = α R (0) 1 +
f
3p
2



 2
| Q|
m2


,

(11.28)

where, in generality,
1

f (u) = 6

x(1 − x) ln(1 + xu(1 − x))d x.

0

 2 /m2
This function produces u  u/5 for u = | Q|

f

 2
| Q|
m2




 ln

1. At relativistic energies



 2
| Q|
,
m2

a limit we’ll generally use when considering quark interactions.
From the sign of the results, it appears that electromagnetism grows stronger at higher
energies or, equivalently at small scales.6 This should not come as a surprise. The
vacuum, as we’ve seen, consists of a bubbling sea of electron-positron pairs (and others)
constantly popping into and out of existence. As the virtual positrons are attracted to the
real electron and the electrons are repeled, the polarization screens the central electric
charge much as charges are screened in a conducting material. What we observe in the
lab, therefore, isn’t the true electric charge but the screened version:
q e = q bar e + q .

This is an example of an effective field theory in so far as we can essentially ignore
the effects on small scales by swallowing them into the coupling constant. We can’t
measure directly what portion of the measured electric charge is the bare value and what
is subtracted by polarization. Even at relativistic speeds, the fractional correction to the
fine-structure constant is only ∼10−3 , meaning that under many circumstances, it can be
ignored.

11.2.3 Implications of Renormalization
If a single loop can contribute an infinity, then we can presumably exacerbate the problem
by adding more loops (for instance, as illustrated in Figure 11.6).
Fortunately, we don’t need to integrate every possible diagram of this sort. Instead, we
may treat the third-order diagram as a perturbation on a perturbation, which in turn may
be extended to fourth order, and so on,
1 + x + x2 + . . . =

6

1
,
1−x

The crossover point is roughly l ∼ 1/me .
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Figure 11.6. A third order e–e scattering diagram.

and thus we can generalize the energy dependence on coupling constants as
α R (Q2 ) =

1−

α R (0)
.
 2 /m2 )
f (| Q|

α R (0)
3p

(11.29)

Renormalization can be used to patch over myriad numerical sins with relatively little
effort. But there is a cost. As Feynman described it [63]:
The shell game that we play . . . is technically called ‘renormalization.’ But no matter how clever
the word, it is still what I would call a dippy process! Having to resort to such hocus-pocus has
prevented us from proving that the theory of quantum electrodynamics is mathematically selfconsistent. It’s surprising that the theory still hasn’t been proved self-consistent one way or the
other by now; I suspect that renormalization is not mathematically legitimate.

Feynman’s concerns have been echoed by countless others, but there’s a sense in
which renormalization must be valid—higher-order diagrams produce very precise
measurements of the electron magnetic moment, for instance. But still, we should be
cautious. As with the gauge-dependent terms in the electromagnetic stress-energy tensor,
we recognize the problem of simply accepting a mathematical model because it produces
sensible results that seem to accord with reality.
But does renormalization give sensible results? In the 1950s there was a great deal of
concern that the charge of the electron could be perturbed in this way. It was known as
the “zero charge problem” at the time and was premised on the idea that the bare charge
of the electron depended, somehow, on where we chose our ultraviolet cutoff [81].
However, there’s a sense in which these concerns can be a bit esoteric. We’re quite used
to abstracting away details on small scales. When chemists work with molecules, they
generally may ignore the atomic nature of matter. When atomic physicists experiment on
atoms, they may generally ignore interactions of quarks, and so on. At present, we will
simply acknowledge the criticism as valid and move on.
How do we figure out whether a theory will lend itself to an infinity that we can
subsequently “sweep under the rug”? Not every theory is as obliging as our toy scalar
theory or even electromagnetism. The simplest test for renormalizability requires us to
return to our constraints on the Lagrangian density, but in spacetime dimensionality d
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(as opposed to simply assuming d = 4). A Lagrangian and the corresponding fields have
units of
[L] = [E ]d

[φ] = [E ]1

[Aμ ] = [E ]1

[w] = [E ]3/2 ,

as we’ve seen. Thus, a coupling constant between n B boson fields (scalar or vector) and
n F fermionic fields will have dimensionality
3

[k] = [E ]d−n B − 2 n F .

In general, a theory is renormalizable if the coupling constant is a positive (or zero)
function of energy. Our scalar theory has a constant with units of E 1 , while the
electromagnetic, weak, and strong coupling constants are all dimensionless (at least in
3+1 dimensions). Thus, the groups in the Standard Model are all renormalizable.
As a counterexample, consider general relativity with a coupling constant of G =
E −2
Pl . Gravity, it seems, is not a renormalizable theory—which has greatly held up its
quantization. It is interesting to note that gravity would be normalizable in higher
dimensions, and the Standard Model not normalizable in fewer than 3+1.

11.3 Asymptotic Freedom
Renormalization presents a number of conceptual problems in quantum electrodynamics, but when quarks were discovered in the late 1960s, a whole new set of complications
was introduced. As David Gross described it [81]:
[T]he paradigm of quantum field theory—Quantum Electrodynamics (QED)—was infrared
stable; in other words, the effective charge grew larger at short distances and no one had ever
constructed a theory in which the opposite occurred.

The strong interaction is just such a theory: the effective charges appear to grow weaker
at short distances. In 1973, Gross and Frank Wilczek [82] simultaneously with H. David
Politzer [132] derived a renormalization scheme for quantum chromodynamics (QCD)
which explains (among many other things) the color confinement that we’ve been treating
as axiomatic. Because gluons themselves have color, they don’t just couple to quarks,
they couple to each other (e.g., Figure 11.7). Quark loops and gluon loops produce very
different signatures on quark-quark interactions.

11.3.1 Quark Loops
Consider the quark-loop contribution of quark-quark scattering. We’ve essentially already
done this, as the calculation is nearly identical to electromagnetic loop electrons. There is
a bit of a complication. In electromagnetism, electrons run free, and thus it’s meaningful
to talk about the coupling constant at zero energy. With quark interactions, the zero point
will present a problem, and so we’ll introduce a characteristic energy μ (typically in the
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k + Q/2

k – Q/2

p1

Figure 11.7. Left: A renormalizable quark loop. Right: A renormalizable gluon
loop.

GeV-TeV range, depending on the context) such that the running coupling constant can
be written as:



 2
| Q|
α S (μ2 )
2
2

n f ln
α S (| Q| )  α S (μ ) 1 +
.
3p
μ2

(11.30)

The factor n f refers to the number of quark species (six, in the Standard Model), since
any one of them can produce an internal loop.7 As with electromagnetism, the creation of
virtual quark loops does, indeed, increase the effective coupling constant at small scales.
In contrast, the gluon loops have exactly the opposite effect, decreasing the effective
coupling constant.

11.3.2 Gluon Loops
Application of the Feynman rules to the right-hand panel of Figure 11.7 produces (after a
bit of work)
A2 = i

g s4
4(2p)4

8
k,l ,m,n=1

d 4k
Q4

Q
2

−k

2

Q
2

+k

2

[u(3)cμ u(1)][u(4)cm u(2)]

× f l mn f kmn [c 3† kk c 1 ][c 4† kl c 2 ] g μα (k + 3Q/2)b − g αb (2k)μ + g bμ (k − 3Q/2)α
× g μα (k + 3Q/2)b − g αb (2k)μ + g μb (k − 3Q/2)α ,

where Q = p3 − p1 is the 4-momentum of the scatter, and k = q 3 − Q. The various
momenta simplify dramatically, as do the structure constants from the Gell-Mann
matrices
8

f acd f bcd = nc dab,

(11.31)

c,d=1

7 Even this factor isn’t quite right, since loops upon loops add correction factors of order unity. At the
moment, we’re most concerned with the sign of the effect and the approximate scaling.
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Figure 11.8. The gluon “tadpole.”

where nc is the number of colors (three in QCD). Applying the contraction yields
A2 = i

α S2
Nc [u(3)cμ u(1)][u(4)cm u(2)][c 3† kk c 1 ][c 4† kk c 2 ]
4p2
 


d 4k
9 2
9
2
×
 2
2 g μm k + Q + 5kμ km − Qμ Qm .
4
4
Q2 Q4 − k 2

There are four energy-dependent terms in this perturbation:
•

Terms proportional to Qμ Qm will vanish upon contraction with the spinor terms (as you will
demonstrate in problem 11.6).

•

Terms proportional to g μm Q2 will remain.

•

Terms that include g μm k 2 and kμ km do not vanish by direct integration. Rather, there are
several more diagrams, including Figure 11.8, that exactly cancel the contribution, as well as
slightly modify the Q2 term (9/4 → 11/4).8

The nonvanishing contributions look very familiar. Simply following the example of the
running coupling constant for electromagnetism allows us to quickly write a contribution
to the running strong constant of
α S (Q2 )  −11Nc



 2
| Q|
α S (μ2 )
ln
.
12p
μ2

This relationship is only approximate, since we’ve neglected a lot of high-order diagrams. In the strong force, these contributions can be quite important.9 At the energy
8 We’d be remiss if we didn’t point out a couple of complications. In 1967, Ludvig Faddeev and Victor
Popov recognized that gauge symmetries in field theories will often introduce additional possible terms into
the Lagrangian—and thus into the amplitude [57]. We saw something of this sort when we discussed the
electromagnetic stress-energy tensor. Faddeev and Popov’s ghosts are required to produce a single answer,
regardless of gauge choice. Introduction of the ghosts is required to get all terms ∝k 2 to cancel. A deeper
discussion of ghosts would take us too far afield.
9 We have noted multiple times that our calculations are merely approximate and have hand-waved factorof-2 corrections. Strong interactions typically don’t converge at high energy, and quark confinement prohibits
low-energy phenomena. As a result, computers need to be employed to effectively make strong force predictions.
The brute-force approaches typically involve creating a lattice of discrete points in spacetime and propagating
gluons and quarks between them, rather than continuously. A lattice separated by spacing a cuts off energy
at ∼1/a, and as there are 19 orders of magnitude between the lightest baryons and the Planck scale, it would
require ∼1076 lattice points to effectively model a proton.
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scales of MZ [119]
α S (MZ2 )  0.118,

which then gets a multiplier for each gluon color (8). Thus, each higher-order correction
in the strong interaction is of order unity. Strong calculations do not converge quickly.

11.3.3 Quark Confinement
Fermions screen, and gluons antiscreen under the strong force; the combined effect is
α S (Q2 ) =

α S (μ2 )
1+

α S (μ2 )
(11nc
12p

− 2n f ) ln



 2
| Q|
μ2

.

(11.32)

The dominant sign of the screening depends entirely upon the number of colors in the
theory and the number of fermions. In this case
11 × nc − 2 × n f = 21,

which means that the gluons dominate. At low energies (large separations), ln(Q2 /μ2 )
becomes highly negative, and the running coupling constant goes to infinity once,

 2  μ2 exp −
| Q|


1
,
α S (μ2 )

which corresponds to roughly the few hundred mega- to giga-electron-volt range, or a
confinement length of roughly
r ∼ 10−16 m.

Quarks flying around inside a neutron or proton experience a relatively weak interaction,
but beyond a characteristic distance, forces becomes infinitely large. Thus, to liberate
a quark, it is energetically favorable to create a quark-antiquark pair that leaves the
remaining mesons and baryons colorless.
The opposite effect can be seen in electromagnetism, but the breakdown is at high
energies (equation 11.28):

|Q|  me exp

3p
2α E


 10280 MeV.

This point is known as a Landau pole after Lev Landau, who noted the constraint in the
1950s [96]. The very fact that such a pole can exist was one of the chief causes of the crisis
of faith surrounding the entire endeavor of field theory. However, in the typical range of
electromagnetic interactions, this pole never provides a practical barrier to analysis.
Higher-order quantum field theory calculations reveal a remarkable insight: the
strength of fundamental interactions is a function of energy. The effective fine-structure
constant, for instance, gets larger at higher energies as interacting particles get increasingly closer to the bare electric charge. There seems (see the cartoon in Figure 11.9) to
be an approximate intersection of all three strengths at an energy scale of approximately
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Figure 11.9. From the Particle Data Group [119], Fig 16.1. The Standard Model
coupling constants nearly converge at high energies.

1015 GeV. This is the Grand Unification Theory (GUT) scale, and we will return to it in
the next chapter.10 By contrast, electroweak unification occurs on energy scales roughly
12 orders of magnitude lower, and there seems to be very little physics in between
(Figure 1.5). This desert requires some sort of explanation, as do a number of other
complications that we’ve so far politely ignored. The time has finally come to discuss
the constraints on our ignorance.

Problems
11.1 Consider the meson color singlet
1 
|w = √ |r r  + |g g  + |bb .
3
Apply a rotation by an angle θ using the k1 generator, and find the resulting color.
11.2 Compute the following commutators directly. Verify that they reproduce the structure constants given in
the text.
(a) [k1 , k2 ]
(b) [k2 , k8 ]
(c) [k7 , k3 ]
11.3 In example 11.1, we computed the interaction energy between two free quarks of differing flavors and
colors and found that they are attractive. As there are no free quarks, compute, instead, the Yukawa

10 It is telling that the three coupling constants do not precisely intersect one another, even once high-order
corrections are included.
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potential (equation 11.15) for two quarks in the antisymmetric quark triplet
1
w = √ = [|r b − |br ] .
2
11.4 Show that Wick rotation and contour integrals produce the same result for
d 4k
k 2 − m2
in the cutoff limit of high energy. Are they identical for finite cutoff? If not, why not?
11.5 Consider the mass correction for a “proton-like” scalar particle with a bare mass of 1 GeV, a dimensional
coupling constant k = 0.1 GeV, and an energy cutoff at the Planck scale. Use equation (11.21) to estimate
the renormalized mass correction.
11.6 In the derivation of equation (11.24) we argued that
Qμ Qm [u(3)cμ u(1)][u(4)cm u(2)]
vanishes identically, where Q = pq − p3 . Show that this is the case.
11.7 Consider the second-order correction to the t-channel for φ–φ scattering in our toy scalar theory,

p4

p3
k + Q/2

Q

Q
k – Q/2

p1

p2

with the interaction Lagrangian,
L = kφ 2 g,
where mg = 0, mφ = m, and the φ particles are assumed to be distinguishable. In equation (7.26) we found
a lowest-order amplitude:
A1 = −

k2
.
2 p02 (1 − cos θ )

(a) Apply the Feynman rules and simplify, but do not renormalize, the second-order diagram.
(b) Use a Wick rotation to turn your amplitude into a one-dimensional integral over k E .
(c) Evaluate the perturbation in the low-energy limit (m |Q|).
11.8 For two massive scalar fields φ A , φ B and a massless scalar mediator g in 1+1 dimensional space,
determine, and show, whether the interaction Lagrangian
L = kφ A φ B g
is renormalizable.
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11.9 An electron propagator or mass diagram has a second-order correction,

p
p–k

k
p

where we may consider the internal correction 2 ( p) as
A2 = u( p)2 ( p)u( p)
for a mass correction, and similarly for a propagator. The self-energy  is what we’d get from the Feynman
rules in the absence of the external spinors. It is a 4 × 4 matrix.
(a) Use the Feynman rules to compute 2 . Simplify as much as possible, but leave the term as an explicit
integral over k.
(b) “Complete the square,” shift k → k + px, perform a Wick rotation, and evaluate the self-energy term
with a regularization cutoff M. You may ignore finite terms.
(c) What is the contribution if this serves as a mass term correction?
11.10 In the calculation of bosonic loops, we used the relationship
f acd f bcd = ndab ,
c,d

where n is the number of “colors” in an SU(n) gauge theory, f acd is the structure constant for the group,
and the sum is over all members of SU(n). Does this relationship hold for SU(2)? For f abc = abc compute
the explicit structure constant contraction for n = 2.
11.11 Compute the explicit contraction of the Gell-Mann matrix structure constants
8

f 3bc f 8bc
b,c=1

and
8

f 3bc f 3bc .
b,c=1

Further Readings
•

•

•

•

Cottingham, W. N., and D. A. Greenwood. An Introduction to the Standard Model of Particle Physics.
Cambridge: Cambridge University Press, 1998. Though fairly brief, Chapters 16 and 17 on the strong
interaction are a good introduction for the novice.
Griffiths, David. Introduction to Elementary Particles, 2nd ed. Hoboken, NJ: Wiley-VCH, 2008. While
Griffiths glosses over some of the more gruesome details, the discussion of asymptotic freedom and loop
diagrams in Chapter 9 is instructive.
Gross, Franz. Relativistic Quantum Mechanics and Field Theory. Hoboken, NJ: Wiley-VCH, 1993.
Chapter 16 has an excellent discussion of renormalization schemes.
Peskin, Michael E., and Dan V. Schroeder. An Introduction to Quantum Field Theory. Boulder, CO:
Westview Press, 1995. The ambitious student will find the entire book worth a read, but in particular,
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•

•

emphasis should be given to Chapters 11 and 12, which deal with renormalization, and to Appendix A,
which has many invaluable relations.
Quigg, Chris. Gauge Theories of the Strong, Weak, and Electromagnetic Interactions, 2nd ed. princeton, NJ:
Princeton University Press, 2013. Chapter 8, on the strong interaction, is definitely worth a read.
Sakurai, J. J. Advanced Quantum Mechanics. Boston, MA: Addison-Wesley, 1967. Sakurai’s book is a classic,
and Appendix E, in particular, has many gems for students wishing to perform practical renormalization
calculations.
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Beyond the Standard Model

Figure 12.1. Howard Georgi (1947–). Georgi, along with Sheldon Glashow, was
among the first to construct gauge Grand Unified Theories, including those based
on SU(5) and SO(10).

12.1 Free Parameters
It is remarkable how wide a range of phenomena can be predicted from a relatively simple
set of assumptions. But all the same, it’s hard to shake the impression that there must be
something deeper. Even in the “traditional” Standard Model, there are 19 free parameters,
with another 7 arising from the observational fact of neutrino mass1 (Figure 12.2).
Knowing nothing else, we might guess that every mass or energy should be at the
Planck scale, and every dimensionless quantity should be 0, 1, 2p, or some other simple
quantity. That none of the Standard Model parameters can be predicted from simple
arguments is cause for at least some consternation. Some are so far from unity as to
1

We are playing fast and loose with the limits of the Standard Model here. By convention, neutrino masses
are generally considered outside the scope of the model, but at this point in history, I find this position difficult
to defend.
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Figure 12.2. The tunable parameters of the Standard Model.

appear unnatural. By way of example, we’ve seen that while neutrino masses are naively
expected to be either similar to the other fermions or zero—they’re neither.2
We don’t know why the parameters appear in nature as they do, but there are two broad
categories of explanation:
1. There is an underlying and as-yet-undiscovered principle which will be able to predict all
the seemingly arbitrary parameters.
2. The parameters (or some subset of them) are simply accidents of either history or the laws
of nature.

If the parameters are accidental, there are enormous consequences for those accidents. If
the up quark, for instance, were much more massive than the down, then neutrons would
be the lightest baryon—a disaster for nuclear physics and chemistry as we know it, but
that’s not how nature played out.
There are many ways in which we have gotten lucky with regard to the parameters of
the Standard Model. As Freeman Dyson argued in 1971 [51], even an increase of a few
percent in α S would mean that the strong force would become even more dominant in
the interior of atoms, and diprotons would become energetically favorable to deuterium.
Even the number of fermion generations has proved fortuitous. Sakharov’s criteria
required a CP violation for a matter-antimatter asymmetry [144]. However, CP-violating
terms enter the CKM matrix only if there are at least three generations of quarks. That
there are exactly three generations seems to be a stroke of good luck.
The dimensionality of spacetime seems likewise to be unusually suited to complex
life [136, 153]. Fewer than three macroscopic spatial dimensions produces too simple
a physics (eliminating, for instance, cross products from physical theories), while more
than three produces unstable orbits, even quantum mechanically.3
2

This motivated our discussion of the Majorana mechanism, on which the jury is still out.
This refers only to macroscopic dimensions. String theories generally rely on many more microscopic
dimensions, but that discussion is well outside the scope of this book.
3
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In 1973, Brandon Carter coined the term anthropic principle to describe the suitableness of the universe (both in general and at this particular cosmological epoch) to the
sort of life capable of understanding it. The anthropic principle was refined further by
John Barrow and Frank Tipler [27], who described the “weak” version:
The observed values of all physical and cosmological quantities are not equally probable but
they take on values restricted by the requirement that there exist sites where carbon-based life
can evolve4 and by the requirements that the universe be old enough for it to have already
done so.

Merely giving a phenomenon a name doesn’t really solve the problem, and we hasten
to point out that this sort of speculation takes us dangerously far from what is normally
considered predictive science. As with a number of similar issues discussed earlier in the
book, we simply note an unresolved issue and move on.
A deeper and, we hope, resolvable issue is the the question, why these symmetries and
not others? While translational and Lorentz invariance seem, in some sense, cooked into
the equation of spacetime, the same cannot be said for SU(3) ⊗ SU(2)L ⊗ U(1). Could this
be a reflection of something simpler?

12.2 Grand Unified Theories
At this remove in history, we simply accept electricity and magnetism as being two aspects
of the same force, but it was the first great unification, begun by Maxwell and completed
by Einstein. Likewise, one of the key insights into the development of the Standard Model
centered around the electroweak unification, resulting in predictions of the Higgs boson,
massive weak mediators, and much else.
Unification is natural. The laws of nature arise from a common source, so there’s a
sense in which the fundamental interactions shouldn’t merely resemble one another but,
looked at in an appropriate way or at sufficiently high energies, should really be identical.
The structures of the electroweak and strong interactions are sufficiently similar to one
another that it’s reasonable to suppose that an accepted Grand Unified Theory (GUT) lies
just beyond the horizon.
GUTs address a series of connected problems. The two families of fermions—quarks
and leptons—are clearly related to each other, and yet one responds to the strong
force, and the other only to the electroweak. Perhaps they are a subgroup of some
larger symmetry. There is no consensus GUT, but we’d like to give a few tractable,
falsifiable models to give a sense of what physics beyond the Standard Model might look
like.
4 Even to devotees of anthropic principles, the requirement of carbon-based life seems excessive. Most would
accept any intelligent observer.
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12.2.1 SU(5)
In 1974, Howard Georgi and Sheldon Glashow proposed arguably the first GUT in the
sense that we now understand it: a symmetry group, SU(5), which is intended to bring
together the electroweak and strong interactions [77].
SU(5) is special in a number of ways. We’ve seen that there are an infinite number
of continuous groups of the form SU(N), SO(N), U(N), and their various combinations.
However, the larger the symmetry group, the more fundamental particles in the theory,
and the more mediators. For instance, we’ve seen that SU(N) has N 2 − 1 generators and
thus N 2 − 1 mediators. To date, we’ve detected or inferred 12: the eight gluons predicted
from SU(3), three weak mediators from SU(2), and the photon.
Out of a desire for simplicity, as well as to not aggravate the universe by predicting
a bunch of new particles, we want the fundamental symmetry group to be as small as
possible. SU(5) is the smallest group that contains SU(3), SU(2)L , and U(1) as subgroups.
But small as it is, SU(5) still has 24 mediators: twice the number we’ve detected
experimentally.
Symmetry groups also provide a way of describing a fundamental particle in terms
of a multiplet. For SU(5), one useful representation of a transformation and multiplet
vector is
⎛
⎛
⎜
M = ⎜
⎝

⎞
m

SU(2)
?
? SU(3)

⎜ ⎟
⎞⎜ − ⎟
⎜e ⎟
⎜ ⎟
⎟⎜ ⎟
⎟⎜d ⎟ ,
⎠⎜ r ⎟
⎜ ⎟
⎜ ⎟
⎜ dg ⎟
⎝ ⎠
db

(12.1)

L

where the left-handed particles are enumerated explicitly, and block-diagonal components
of the matrix representation of the group element illustrate that SU(2) and SU(3) are
subgroups of SU(5).5 The off-block-diagonal terms in principle allow a mixing between
quarks and leptons.
If baryon and lepton number aren’t conserved, then what is? Inspection of the multiplet
vector for SU(5) reveals something interesting in that regard: both the color and the
charge in the vector add to zero—a consequence of the fact that the generators of the
group are traceless (required for “special” in SU(N)).
We can say a fair amount about the significance of the additional and off-diagonal
elements in the transformation matrix. For one, they must contain 12 excess mediators,
above and beyond those seen in the Standard Model. Since those terms can mediate
interactions between antidown quarks and either electrons or neutrinos, conservation of
electric charge dictates that the mediators must have charges of either +4/3 (X bosons,
as they’re known), or +1/3 (Y bosons).
5 as is U(1), which simply introduces a phase over the whole matrix and which we will ignore for the
time being.
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But the abbreviated list of fundamental particles in equation (12.1) raises questions
almost immediately. For instance, where are the two other generations of particles? The
answer is that this, and most other GUTs, provide a framework for combining the quark
and lepton sectors only within a single generation. Of deeper concern might be the
conspicuous absence of up quarks. The Georgi-Glashow model deals with the missing
particles by constructing them as antisymmetric superpositions of . There are 10 such
particles that arise in this way:
m

e+

dr

dg

db

m

0

e+

dr

dg

db

e+

−e +

0

ur

ug

ub

dr

−dr

−ur

0

ub

ug

dg

−dg

−ug

−ub

0

ur

db

−db
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−ug

−ur

0

This representation, 10 (as the set of composite particles is colloquially known), contains
all the downs, ups, and antiups, as well as the positron.
The SU(5) group generates 15 fundamental particles which are designated as
left-handed—with their antiparticles designated as right-handed. A quick count leaves
us with a bit of a problem: there is only a single left-handed neutrino and its antiparticle,
the right-handed antineutrino. Neutrinos are, indeed, produced in a left-handed helicity
state in the weak interaction, but they’re only left-handed in all Lorentz frames if they
are massless, and we know from neutrino oscillation measurements that at least two
generations of neutrinos have mass. A working GUT should have room for a right-handed
neutrino.
Even so, there is an enormous appeal to a theory like SU(5). Rather than three separate
coupling constants, we anticipate only one, g GUT , from which the other three would be
expected to emerge from spontaneous symmetry breaking. We can even anticipate, based
on our experience with the electroweak model, that the X and Y bosons should have
masses similar to the GUT scale, around 1015 −1016 GeV.
This enormously high mass can help explain why it is that we’ve never produced X
and Y bosons in the lab. But in principle, their presence could be inferred through the
signature of proton decay,
p → e + + p0 ,

as illustrated in Figure 12.3. Proton decay is a fairly generic outcome of GUTs and is the
final ingredient (along with CP violation) in the observed matter-antimatter asymmetry
in the universe. It is a direct experimental test of conservation of baryon number.
We don’t need to do a detailed analysis of the proton decay, as there are only two
dominant effects which govern the amplitude: (1) the very massive mediator which
contributes ∼g 2 /MX2 , and (2) the proton (the only other energy scale in the system) is
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Figure 12.3. Left: A possible mechanism for proton decay in
Right: Simplified proton decay with the X-mediator treated as a point.

SU(5).

much, much more massive than either the outgoing pion or positron, and thus, by simple
dimensional analysis6
A∼

2
m3p
g GUT

MX2

,

where we have ignored all dimensionless quantities. The decay rate may then be
approximated as
p ∼

2
m5P
αGUT
.
4
mX

(12.2)

That the decay rate is so sensitive to the mass of the X particle in some sense obscures
dependence on other variables. Proton decay has not yet been observed, and the current
experimental constraints are [116]
sproton > 8 × 1033 yr;

m X  1016 GeV,

which, unfortunately, is somewhat larger than the unification scale suggested by
Figure 11.9—approximately 1015 GeV. A detailed analysis suggests that the proton
lifetime in the Georgi-Glashow theory should be sSU(5)  1032 yr, and thus the minimal
model of SU(5) would seem to be ruled out [77, 116, 119].
Even if proton decay constraints didn’t rule out SU(5), we’d still be left with a massless
neutrino, unexplained mixing angles, a hierarchy problem, and a number of infinities
to be explained. But at least a successful GUT will explain the baryon asymmetry in the
universe, as well as the relative strengths of the fundamental forces.

6 This is also extremely reminiscent of the Fermi model of neutron decay, wherein we substituted a very
massive mediator for a dimensional coupling constant.
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12.2.2 Beyond SU(5)
It’s disappointing that the simplest possible unifying symmetry seems not to have been
exploited by nature. Thus, choosing the next-best alternative becomes something of an
aesthetic consideration. Georgi suggested SO(10), a supergroup of SU(5), as a candidate.7
We have encountered SO(n) before, and in particular, SO(2) and SO(3). The groups
represent rotations in n-dimensional real space. It may, at first, seem odd that real-valued
rotations can be a supergroup of the complex transformations of SU(5), but bear in mind
that groups like U(1) and SO(2) are simply isomorphisms of one another. They represent
the same information—a rotation of a single angle—but presented in a different way and
acting on a different type of object.
The SO(n) groups have n(n − 1)/2 generators, which for SO(10) corresponds to 45
mediators, with the properties of the X and Y bosons we’ve seen previously. Most
important, as SO(10) is a larger group than SU(5), there’s room in the embedding of
SO(10) for a right-handed neutrino, which is a shorthand for saying that SO(10) allows
for neutrino masses.
A larger symmetry group also allows for a fair amount of freedom in the formulation
of the various Higgs-like potentials. This, in turn, predicts significantly longer proton
lifetimes, on the order of 1034 −1035 yr, depending on the choice of constants [93]. The
good news is that there is a large parameter space yet to be explored by experiment.
The bad news is that the cost of detecting proton decay is proportional to the lifetime
to be measured. The constraints on proton decay established by SO(10) and other simple
groups like SU(8) and “flipped” SU(5), require a factor of 10 or more improvement in the
current constraints.8

12.3 Supersymmetry
The Standard Model generally treats fermions as the “bosses,” with bosons arising either
primordially (Higgs) or via gauge symmetries (all the rest). There’s no particular reason
that particles should be segregated this way. Supersymmetry, or SUSY as it’s frequently
abbreviated, is predicated on unifying the particles of different statistics.9 As early as the
1970s [43, 58], a number of researchers began constructing supersymmetric theories,
both for aesthetic reasons and, as we’ll see, because SUSY addresses some very real
shortcomings in the Standard Model.
The underlying premise of SUSY is that there is a whole host of particles beyond those
we’ve already discovered, typically at higher energies than we’ve yet probed; for every
known fermion, there is an undiscovered bosonic partner with a spin of 0, and for every
7

Most accounts place the discovery in the same evening.
Supersymmetric extensions of GUTs generally predict even longer lifetimes, making falsification tough
but, in principle, doable.
9 Though it may be clear from the context, “statistics” in this case refers to the distinction of fermions and
bosons.
8
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Figure 12.4. Two nearly identical diagrams which modify the self-interaction
of a Higgs particle. Left: A second-order bosonic loop. Right: A second-order
fermionic loop.

known boson, there’s a new spin-1/2 fermion.10 As to why we might suppose there’s such
an enormous number of unknown particles, we need to return to renormalization.

12.3.1 The Higgs Mass
The measured and bare mass of a particle are not the same, as we’ve seen. For the Higgs
boson, however, the mass corrections have an interesting twist, depending on whether
the virtual particle is a boson or a fermion (e.g., Figure 12.4).
Consider the interaction of a Higgs boson with a massive scalar particle with a
dimensionless coupling constant k S . Application of the Feynman rules is straightforward
and quickly yields a mass correction of
2
MH



kS
M2
M2 − m2B ln
2
8p
m2B

,

(12.3)

where M is the high-energy mass cutoff, and m B is the mass of the virtual boson. This
simple loop provides some interesting insights:
1. Bosons give a positive mass perturbation to the Higgs. This is a fairly generic result.
Whatever the spin of the boson (so long as it’s an integer), the contribution to the amplitude
will be positive.
2. The mass correction to the Higgs is of order the cutoff energy in the renormalization
scheme—presumably the Planck mass.11

The fermionic contribution to the Higgs mass is a little more complicated. Assuming
√
a coupling constant of k F / 2, we can quickly simplify the right-hand diagram in

10 We give the forewarning that, to date, there’s zero direct experimental evidence that supersymmetry
manifests in nature. This is why it’s physics beyond the Standard Model.
11 Because we’re solving for M2 , this is known as a “quadratic divergence,” but the contribution to the
H
mass itself is linear.
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Figure 12.4 to yield
A=i

k2F 1
2 (2p)4

d 4 q Tr


(q/ + m f )(q/ − /p + m f )
,
(q 2 − m2f )((q − p)2 − m2F )

which simplifies dramatically if we assume that the bare Higgs mass is small compared
with m F .12 Doing so gives a mass correction to the Higgs:
2
MH

=−

k2f
4p2


M

2

− 3m2f

ln

M2
m2f


.

(12.4)

Fermionic contributions subtract from bare Higgs mass, and twice as much in magnitude
as the scalar correction.13 Bosons and fermions would contribute potentially canceling
linear mass corrections to the Higgs mass, with only logarithmic corrections remaining,14
but only if there were an equal number of bosons and fermions in the Standard Model.
There are not.
•

Fermions: 90 degrees of freedom
For each of three generations:
– An up-type and a down-type quark, each with three possible colors and their
antiparticles and two handedness states (24 total)
– Charged lepton and its antiparticle in both spin states (4)
– Left-handed neutrino and right-handed antineutrino (2)

•

Bosons: 28 degrees of freedom
– Photon in two spin states (2)
– W± and Z0 , each in three spin states (9)
– Scalar Higgs (1)
– Eight massless gluons in two possible spin states (16)

There are far too many observed fermions.
For the experimental mass of the Higgs to be as small as it is, the bare mass would
have to be on the order of the Planck scale. The differences of fermionic and boson loops
would then combine to subtract off the bare mass from the renormalization correction
to yield a final mass that is 1 part in 1017 times smaller than the original. That is some
phenomenal fine-tuning!
We’re not free to simply invent new particles to balance the contributions of fermions
and bosons. Rather, if physics beyond the Standard Model is anything like physics within,
new particles will come from new symmetries.
12 It most certainly is, say, compared with the top quark. For low-mass terms, we get the same leading
quadratic contribution, but the detailed calculation is more complicated.
13 This is sensible, as fermions have twice as many spin states as do scalar particles, and thus twice as many
degrees of freedom.
14 Under those circumstances, the Higgs would be expected to be of the same order of mass as the heaviest
fermions, but not the Planck scale.
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12.3.2 What SUSY Is and What SUSY Does
The underlying prediction of all supersymmetric theories is straightforward: every
Standard Model particle has a superpartner with the same color and charge and opposite
statistics (fermion ↔ boson). Naively, we’d expect the superpartners to also have the same
mass as their “ordinary” counterparts, but this is manifestly not the case.15
Schematically, supersymmetric models introduce a new operator of the form
Q̂ ∼

√

mâb† ĉ f ;

Q̂† ∼

√

mĉ †f âb ,

where the subscript indicates whether the creation or annihilation operator is for a
fermion or a boson.16 There must be a supersymmetric operator per degree of freedom,
but naturally, the masses and coupling constants will be very closely related to one
another. Applying the commutation and anticommutation rules for bosons and fermions
yields an anticommutator for the supersymmetric operator:


{ Q̂, Q̂† } = m âb† âb + ĉ †f ĉ f = m(Nb + N f ).

(12.5)

This is simply the Hamiltonian for stationary particles!
If we introduce Q̂ operators into the the fundamental Lagrangian, we immediately
pave the way for a doubling of particles. Each of the known bosons acquires a fermionic
spin-1/2 partner with names like the Zino, the photino, the higgsino, the gluino, and
the Wino,17 which is generally denoted with a tilde: Z̃. Likewise, fermions get a bosonic
partner with identical charge but spin 0—the selectron, sneutrino, squark, and so on.
Under SUSY, conservation of spin, conservation of lepton number, and conservation
of quark number clearly don’t hold. Rather there is a new symmetry R,
(−1) R = (−1)2s +3(B−L ) ,

which results in the three familiar conservation laws separately, only at low energy.
Supersymmetry must be broken, at least with regard to mass, as evidenced by the
fact that we haven’t produced a superpartner in a lab. This would be a simple feat
if, for instance, selectrons and electrons had the same mass. Superpartners could act
as virtual particles in scattering processes (Figure 12.5) and would be detected through
high-precision measurements of cross sections.
However, superpartner masses can’t be too high. If they were significantly larger than
the Higgs, then the logarithmic terms in equations (12.3 and 12.4) wouldn’t cancel nearly
enough, and we’d be left with a new fine-tuning problem. Thus, the “natural” mass of
superpartners should be in the range of a few hundred giga-electron-volts, the difference
from ordinary particles a result of symmetry breaking.
15

This is a very good thing for chemistry. If electrons could, via emission of a photino, transform into a
selectron, then the most energetically allowed state would be all the bosonic selectrons in the ground state.
Even if supersymmetry holds, the breaking of mass degeneracy helps us out by making electron to selectron
transition energetically forbidden.
16 This is a simplified model for particles at rest. Conceptually, it bears the same relationship to complete
supersymmetric theories as did the quantum harmonic oscillator to bosonic fields.
17 Pronounced, a bit stodgily, as the “weeno.”
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Figure 12.6. Adapted from the Particle Data Group [119], Fig. 16.1. Contra the
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Further, for the higgsino to mediate proton decay, it needs to have energies of order
the GUT scale, some 13 orders of magnitude higher than the Higgs mass [135, 157].
The “ordinary” Higgs typically becomes a doublet in supersymmetric models,
while the higgsino is a color triplet. This unnatural difference between the two, known
as the doublet-triplet splitting problem requires an extraordinary degree of fine-tuning—
precisely the sort of thing supersymmetry was meant to address.
While not itself a Grand Unified Theory, supersymmetry was introduced because
it solves a wide range of problems in the Standard Model and tends to complement
GUTs. In addition to the mass corrections to the Higgs, SUSY adjusts the effective
coupling constants for the Standard Model theories (e.g., equation 11.28). Recall that in
nonsupersymmetric theories (Figure 11.9), the three coupling constants only approximately converged around 1015 GeV.
Under most SUSY models, the coupling constants meet at a point to within 1%, and the
GUT scale increases by roughly an order of magnitude (Figure 12.6). This is aesthetically
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pleasing and also pushes the expected proton lifetime up by ∼103−4 , to timescales still
allowed by experimental constraints.
Even more tantalizingly, superpartners might be potential candidates for dark matter
particles. At first blush, this doesn’t seem very promising. At masses of several hundred
giga-electron-volts, it seems difficult to imagine that a supersymmetric particle will be
stable. However, there are multiple species of neutralinos that are superpositions of
the Zino, photino, and the higgsino. The lightest of these would have no natural decay
channel and thus would be stable, abundant, and massive—precisely the desiderata for
dark matter.
Supersymmetry solves a lot of problems, but is it correct?
The obvious smoking gun would be the experimental discovery of a superpartner.
No such particles have been found in the energy ranges that have been explored.
Phenomenological minimal supersymmetric models (pMSSM) seem to be ruled out by
accelerator data at the LHC [2]. The high mass of the Higgs itself constrains the possible
parameter space considerably. With 19 free parameters (including mass terms for all the
partners), it is difficult to explore all possible models directly. But Monte Carlo analyses
have suggested that a very small viable combination of parameters remains. The ATLAS
collaboration has run analyses of more than 40,000 models, of which approximately 50
remain viable after the LHC Run 1. Supersymmetry can’t be ruled out conclusively, but
the prospects don’t look good.

12.4 The Strong CP Problem
Neutralinos aren’t the only dark matter candidate. Another possibility is introduced by a
remaining mystery with the strong interaction. The strong force, so far as we know, is
entirely CP invariant. But that need not be the case. An additional term may be added to
the strong Lagrangian which satisfies the SU(3) and Lorentz symmetry requirements,
LC P

Str ong

=θ

α S (i) (i)μm
F F̃
,
8p μm

(12.6)

where the “tilded” version of the gluon fields are the permutation
1
(i)
= μmrq F (i)rq ,
F̃μm
2

and the  object is a four-dimensional generalization of the Levi-Civita symbol. The
strength and sense of the symmetry violation is governed by the value and sign of
θ . This strong form may appear a bit confusing, so it’s useful to consider what the
electromagnetic analog would look like:18
LC P

EM

=θ

αe  
E · B.
8p

(12.7)

18 The electromagnetic version violates U(1), so there’s no possibility of its existence. Nevertheless, we
introduce it as a familiar form.
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For any nonzero value of θ , this hypothetical interaction term is manifestly asymmetric
 (as
under P transforms. The sign of E (as a vector) inverts under a P transform, but B
an axial vector) doesn’t. However, since both the electric and magnetic field yield a minus
sign under a C transform, equation (12.7) is symmetric under C transforms and therefore
asymmetric under CP (as is the corresponding term in the strong force).
An interaction Lagrangian of the form in equation (12.6) could, for instance, give rise
to an electric dipole in the neutron, but so far no signal has been detected, yielding
experimental estimates of θ that are unnaturally small [119]:
|θ| < 10−10 .

Why should there be CP violation in the weak interaction but not the strong? In every
gauge symmetry thus far introduced, every possible nonzero parameter which preserved
the symmetry has been found to be nonzero.19
While it is possible that θ could be small simply by chance, a priori it seemed reasonable
to suppose that it should lie with uniform probability between 0 and 2p. That the effective
CP-violating charge should be as small as it is, is known as the strong CP problem.
In 1977 Roberto Peccei and Helen Quinn [125] suggested that the solution lay in
introducing a new chiral symmetry for quarks, labeled U(1)PQ :
5

w → e −ibc w.

(12.8)

For a massless quark, the chiral symmetry is perfect. Indeed, if there was any massless
quark, the chiral phase could be “rotated away” by symmetry, and θ = 0 would simply
be a gauge choice. However, all quarks have mass, which adds a decidedly non–gauge
invariant term to the Dirac Lagrangian:
mww → mww − 2ibwc5 w.

Peccei and Quinn introduced a new scalar field, the axion, to keep the Lagrangian
invariant under the chiral symmetry. It may not be immediately obvious why the axion
helps; if θ represents the phase of the axion (it does), then shouldn’t the phase be
uniformly likely around the unit circle?
The CP-violating term in the strong interaction allows for coupling between the axions
and gluons, producing a “tilting” of a Higgs-like potential that yields a nonzero ground
state which then cancels the value of θ selected by nature.
LAxion = θ −

φA
fA

α S (i) (i)μm
F F̃
,
8p μm

where φ A is the axion field, f A is the decay constant (∼1010 GeV [119]), and θ is the
parameter to be canceled. This is quite a trick! The CP-violating term θ is randomly
generated by some unknown process, but the Peccei-Quinn solution is constructed in
just such a way to make it cancel identically.
19 A possible exception is the CP-violating term in the neutrino PMNS matrix, for which no direct CP violation
has been found, but that may speak to the weakness of neutrino interactions.
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This is a lot of work to get rid of a term which experimentally seems to be zero, but in
an important sense, it’s testable. The axion itself is assumed to be a real particle, and just
as the Higgs produces mass for the quarks and leptons, the coupling to the gluon field
produces an axion mass of
mA 

6 × 10−7 eV
,
f A/1010 GeV

but current astrophysical and laboratory constraints put the possible axion mass at
m A  10−2 eV (astrophysical).

Even at those low masses, axions could have important cosmological implications:
axions (if they exist) could be the elusive dark matter particle. They theoretically have
many nice properties: they are numerous (produced, if they exist, at rough equilibrium
with photons) and electrically neutral. Provided
m A  2 × 10−5 eV (dark matter),

axions could contribute to some or all of the dark matter in the universe.
There is yet another problem. Particle detector constraints have steadily eaten away
at the parameter space of possible axion masses and interaction cross sections [119].
Further, axions would have been produced early enough in the universe to produce
isocurvature fluctuations in the density field—that is, a surplus of axions in one region
of space would correspond to a deficit of other types of matter. However, large-scale
observations of the distributions of galaxies have suggested that the universe was not,
in fact, seeded by isocurvature fluctuations.

12.5 Some Open Questions
While a dark horse confirmation of SUSY or a successful Grand Unified Theory may
address some of the holes in the Standard Model, those questions are just the tip of the
iceberg. We don’t know (and may never know) how finely tuned the Standard Model is,
and for the most part, physicists have made their peace with the small knobs of nature.
However, the Standard Model exists in a larger context of physics and cosmology, and
some very important questions remain unanswered.
What Are Dark Matter and Dark Energy?
Most of the matter in the universe, approximately 85%, appears to be nonbaryonic.
Constraints from galaxy rotation curves, gravitational lensing, and detailed analysis
of the cosmic microwave background give every indication that dark matter is real,
relatively cold (and thus relatively massive), and electrically neutral. But what is it? We’ve

12.5 Some Open Questions | 267
explored several possibilities, including axions,20 neutrinos,21 and the lightest supersymmetric partner.22
Dark energy, which accelerates the expansion of the universe, is even more troublesome. While we found that scalar fields can mimic dark energy, the true vacuum of
the inflaton or Higgs field must be fine-tuned to enormous precision to account for the
current dark energy density.
Likewise, the electroweak vacuum energy density behaves a lot like dark energy in
terms of the equation of state but is a factor of 10120 times larger than the observed value.
SUSY, naively, would seem to address this question, since a virtual photino field should
partially counteract the electromagnetic field. But, alas, because the SUSY is a broken
symmetry, even if it is correct, the SUSY Casimir effect would leave us with a vacuum
energy “only” 1060 larger than the observed dark energy density. While technically an
improvement, it seems like a Pyrrhic victory.
Strictly speaking, dark energy need not be reconciled by particle physics at all. General
relativity allows for the possibility of a true cosmological constant embedded in the
Einstein field equations. While this is unsatisfying, it leaves a question that at least may
be answered by another branch of physics.
How Will Gravity Be Unified with the Other Forces, If At All?
The Casimir effect suggests that a nonzero vacuum energy is, in fact, real and large. And
yet the smallness of dark energy suggests that gravity in some sense doesn’t “see” all the
source terms in the stress-energy tensor. What is the interplay between general relativity
and the Standard Model?
While quantum field theory may be performed on a curved spacetime,23 we’ve made
significantly less progress addressing the converse question of how space is quantized.
There are numerous approaches, from loop quantum gravity [19, 141] to superstring
theory [164], both of which are beyond the scope of this book. We’ve seen that a quantized
gravity is a nonrenormalizable theory, but it remains unclear whether there is a graviton
and whether it can be experimentally detected.
Why Is There an Energy Desert?
Electromagnetic unification becomes important on a scale of mega-electron-volts. The
electroweak force comes in at 100 GeV or so. But most GUT models tend to unify the
three gauge forces at around 1016 GeV. There are 14 orders of magnitude in energy where
a desert of new energy is expected (Figure 1.5). Why is this? It also seems strange that
there are only three orders of magnitude between the GUT scales and the Planck scale.
20 Which haven’t been detected, and would produce primordial density perturbations inconsistent with
observations.
21 Which appear far too light to do the job. However, if neutrinos are Majorana particles, and the Majorana
scale is low enough, sterile neutrinos could act as dark matter. But those are a lot of “ifs.”
22 Whose prospects are tightly bound with SUSY itself, and thus quite dim.
23 This is the origin of the hypothetical Hawking radiation surrounding black holes [86].
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We have frequently commented on the peculiarity of so much low-energy physics given
that the most natural energy scale is the Planck, but the enormous gap between where
we’re able to probe experimentally and the Planck limit almost seems like a dare from
nature.
Hierarchy, Parsimony, and All That
Why are the apparent strengths of the fundamental interactions in the Standard Model
so different from one another under normal laboratory conditions? Why is the Higgs so
much smaller than the Planck scale? We’re beset by a number of hierarchy problems, but
they all seem to arise from the fundamental issue that we are unable to set any absolute
scales without inserting them manually.
It seems strange, to say the least, that the Higgs mass and other physical quantities are
as finely tuned as they are without some governing physical principle at work, and yet
we’ve seen that the extended Standard Model has 26 free parameters. Many physicists
have a perhaps misguided belief in parsimony, what we might generally call Occam’s
razor.
This is something of an unfortunate state of affairs, since we’re unable to say anything
more than that we find it distasteful to have to set so many dials by hand. Science, of
course, is supposed to be predictive, but as we have only universe to experiment on,
we don’t actually know at this point whether we’ll ever be able to simplify a Theory of
Everything to a point that won’t offend our delicate aesthetic sensibilities.

Problems
12.1 Based on the construction of SU(5), give the charges and colors of the six elements in the upper right and
lower left blocks of equation (12.1), and identify them as X, Y, X, or Y bosons.
12.2 In our discussion of Grand Unified Theories, we found an approximate (and fairly general) relationship
for proton decay:
2
 ∼ αGUT

m5p
MX4

,

where the constraints on the rate are found by observing N protons for T years and in the absense of a
decay, setting the lower bound to s > NT . (As we saw in problem 7.2, this isn’t quite right, but we’ll ignore
the constant factor of a few.) Assume that αGUT = 1 and that the prefactors to the decay rate are also 1.
The Super-Kamiokande experiment comprises an underground pool of 50,000 tons of ultrapure water.
Assume that all potential proton decays would be detectable via Cerenkov radiation.
(a) How many protons are in Super-K hydrogen?
(b) Suppose no proton decays were detected in 3 years. What is the minimum lifetime of the proton?
(c) What does that imply about the minimum mass of the X-boson?
(d) Suppose, instead, we observe for 100 years. How does that change your answer in part (c)?
12.3 Compute the anticommutator { Q̂, Q̂† } from the supersymmetric operators, and verify the Hamiltonian
(equation 12.5).
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Further Readings
•

•

•

•

•

Aitchison, Ian. Supersymmetry in Particle Physics: An Elementary Introduction. Cambridge: Cambridge
University Press, 2007. This relatively slender volume provides a good overview of the minimal supersymmetric model (MSSM).
Georgi, Howard, Lie Algebras in Particle Physics: From Isospin to Unified Theories, 2nd ed. Boulder, CO:
Westview Press, 1999. Chapters 18 (on SU(5)) and 24 (on SO(10)) are especially relevant for discussions of
physics beyond the Standard Model.
Peacock, John A. Cosmological Physics. Cambridge: Cambridge University Press, 1999. While it’s a little
out of date at this remove, Chapter 8 has a nice discussion of the interplay of Grand Unified Theories and
cosmology.
Sikivie, P. The pooltable analogy to axion physics. Phys. Today, 49N12:22-27, 1996. While nontechnical
in nature, this paper is a very endearing description of the beauty (and the seeming swindle) of the
Peccei-Quinn mechanism for resolving the strong CP problem.
Susskind, Leonard. (2010). Supersymmetry and Grand Unification. Downloaded from http://
theoreticalminimum.com/courses/particle-physics-3-supersymmetry-and-grand-unification/2010/spring.
Susskind has a delightful “order-of-magnitude” approach to supersymmetry and, in particular, in his
discussions of renormalization and SU(5) (lecture 10), which connect to the material presented both in
this and in the previous chapter.

Appendix A Spinors and c -Matrices

The Dirac equation for an isolated particle is written

 μ
±c pμ − m w( p) = 0,
where the c-matrices are written



0 I
0
0
i
c =
c =
I 0
−ri

ri



0

,

(A.1)

where the Pauli matrices are defined by

r1 =

0

1

1

0




r2 =

0

−i

i

0




r3 =

1

0



0 −1

subject to the commutation relation



ri , r j = 2i
rk i j k .

(A.2)

(A.3)

k

Likewise, the c-matrices have the anticommutation relations
{cμ , cm } = 2g μm .

(A.4)

There is also the helicity gamma matrix

c5 = ic0 c1 c2 c3 =

−I 0
0

I

c5


,

(A.5)

which obeys the anticommutation relation
{c5 , cμ } = 0

(A.6)

for all four of the c-matrices.
4-vectors may also be contracted with the c-matrices according to
μ
/p = c pμ .

(A.7)
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BISPINORS
For particles propagating along the z-axis, there are 4 orthogonal solutions to the Dirac equation:
⎛
m
u± ( p) = √
E + pz

⎜
⎜
⎜
⎜
⎜
⎝

1
0
E + pz
m

⎛

⎞
⎟
⎟
⎟
⎟;
⎟
⎠

⎜
⎜
⎜
m
⎜
√
z
E−p ⎜
⎜
⎝

0
⎛
⎜
⎜
⎜
m
⎜
v± ( p) = √
E − pz ⎜
⎜
⎝

0
1
0
−E + p z
m

⎞
⎟
⎟
⎟
⎟;
⎟
⎟
⎠

⎛
√

m
E + pz

0
1
0
E − pz
m

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎠

1

⎜
⎜ 0
⎜
⎜ E + pz
⎜− m
⎝
0
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⎞
⎟
⎟
⎟
⎟ .
⎟
⎠

(A.9)

where the adjoint is defined by
w ≡ w † c0 .

(A.10)

The orthogonality condition is given by
ur ( p)us ( p) = 2mdr s ;

(A.11)

vr ( p)vs ( p) = −2mdr s ,

(A.12)

and all contractions with u and v spinors (with the same 4-momentum) are zero.

CASIMIR’S TRICK
Many quantum field theory calculations produce amplitude terms of the form
A ∼ [u(1)cμ u(2)][u(3)cμ u(4)].
Casimir’s trick involves computing the square of the amplitude over all combinations of spin states. While we
do not prove the relationship, it can be shown that


[u(1)cμ u(2)][u(2)cm u(1)]∗ = Tr[cμ ( /p 2 + m2 )cm ( /p 1 + m1 )],

(A.13)

All spins

where typical scattering processes will involve two such traces. While we have written cμ , and cm for
concreteness, in reality, these may represent any 4 × 4 matrices constructed from products of c-matrices,
including combinations like cμ c5 .
For antiparticles, there is the similar relation


[v(1)cμ v(2)][v(2)cm v(1)]∗ = Tr[cμ ( /p 2 − m2 )cm ( /p 1 − m1 )] .

(A.14)

All spins

For cross terms (interference), things get a bit more complicated. For instance, it is not uncommon to have
terms like


[u(1)cm u(3)][u(3)cμ v(4)][v(4)cm v(2)][v(2)cμ u(1)]

All spins



= Tr ( /p 1 + m1 )cm ( /p 3 + m3 )cμ ( /p 4 − m4 )cm ( /p 2 − m2 )cμ ,

(A.15)

where we’ve assumed a cross term between fermions (1,3) and antifermions (2,4). This generalizes in a
straightforward way.
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Evaluation of the traces requires the relationships
Tr(cμ ) = 0
Tr(cμ cm ) = 4g μm
Tr(cμ cm ck ) = 0
Tr(cμ cm ck cj ) = 4(g μm g kj − g μk g mj + g μj g mk )


Tr c5 cμ cm ck cr = 4i μmkr ,
which can be used to eliminate all odd powers of c-matrices. The permutation tensor  μmkr is the four-index
analog of the Levi-Civita, but with  0123 = 1, and all elements with repeated indices equal to zero. Permutation
of adjacent indices produces a reversal of sign.
A common trace term in Feynman diagrams involves variants of
/ mB
/ ] = 4[Aμ Bm + Am Bμ − A · Bg μm ].
Tr[cμ Ac
In generality,

 μ

μ
[u(1)cμ u(2)][u(2)cm u(1)]∗ = 4 p1 p2m + p1m p2 + g μm [m1 m2 − p1 · p2 ]

(A.16)

(A.17)

All spins

and similarly for antiparticles.
Casimir’s trick simplifies dramatically in a couple of limits:
•

In the limit of two stationary (or at least nonrelativistic) particles,
p1 = p2 = 0
yields


[u(1)c0 u(2)][u(2)c0 u(1)]∗ = 8m1 m2

All spins

•

for μ = m = 0, and zero otherwise.
For one massless particle:

μ
μ
[u(1)cμ u(2)][u(2)cm u(1)]∗ = 4[ p1 p2m + p1m p2 − g μm p1 · p2 ],
All spins

which for μ = m = 0 yields

[u(1)c0 u(2)][u(2)c0 u(1)]∗ = 4[E 1 E 2 + p1 · p2 ].
All spins

PARITY
The electroweak model does not respect P symmetry. As a result, it’s useful to decompose spinors into lefthanded and right-handed components using the c5 matrix
w L ,R =


1
1 ∓ c5 w,
2

(A.18)

where
w = wL + w R .
It is straightforward to show from the anticommutation relation (equation A.6) that
wL wL =


1 †
w (1 − c5 )c0 (1 − c5 ) w = 0,
4

(A.19)

with a similar relation for the right-handed terms. Thus,
ww = w L w R + w R w L .

(A.20)

Appendix B Decays and Cross Sections

DECAYS
An N-particle decay rate may be calculated via

=S

|A|2 (2p)4 d (p)

1
2M


out states



d 3 pi 1
(2p)3 2E i


(B.1)

in the center-of-mass frame. M is the mass of the decaying particle, S is the degeneracy factor for outgoing
particles, and A is the amplitude of the process.

TWO-BODY DECAY
For a two-body decay, the rate may be dramatically simplified:
 = S|A|2

pF
,
8pM2

(B.2)

where p F is the magnitude of the uniquely determined outgoing momentum
pF =

1 
(M − m1 − m2 )(M − m1 + m2 )(M + m1 − m2 )(M + m1 + m2 ).
2M

(B.3)

For larger numbers of outgoing particles, the result is not uniquely determined. Indeed, for N outgoing
particles, there are 3N − 7 free parameters for the decay.

THREE-BODY DECAY
For a three-body decay, the outgoing energies cannot be determined uniquely and depend instead on the
directions of the particles (Figure B.1).
The decay rate may be simplified to a three-dimensional integral in full generality:

=S



p12 p2
|A|2
d p1 d E 2 d(cos θ )d M − E 1 − E 2 − E 3 ) ,
3
(4p) M E 1 E 3 (E 1 , E 2 , θ )

where the relationships between p1 and E 1 are governed by the normal dispersion relation. Likewise,
conservation of momentum demands
p32 = p12 + p22 + 2 p1 p2 cos θ.
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2
θ
1

3

Figure B.1.

The decay rate doesn’t simplify much more unless we place additional constraints on the masses of the particles
and make a few assumptions. For many realistic systems, m2  0 (as might be the case for a weak decay
involving a neutrino):

=S

|A|2 M2 + m21 − m23 − 2ME 1 2
p d p1 d(cos θ ).
2(4p)3 M E 1 (M − E 1 + p1 cos θ )2 1

(B.4)

This expression, in turn, can’t be simplified much further, since the scattering amplitude is likely to be a
function of all three outgoing energies, which are in turn a function of the scattering angle

E2 =

M2 + m21 − m23 − 2ME 1
,
2 p1 cos θ + 2M − 2E 1

(B.5)

and
E3 = M − E1 − E2.

However, we can consider the case for which one of the particles absorbs virtually all the energy of the decay,
m3  M, as is the case for neutron decay and other beta decay processes. Defining
E ≡ M − m3 ,

and considering only systems wherein
m1 < E 1  M,

we may approximate the decay rate as

=S

|A|2 E − E 1
(4p)3
M2

E 12 − m21 d E 1 d(cos θ ).

(B.6)

The angle θ between the two “light” particles in the decay does not play an explicit role in the rate, though it
might enter the amplitude.
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SCATTERING
The general form for a scattering cross section is

r=S

  d 3 pi 
1
,
|A|2 (2p)4 d (p) 
(2p)3 2E i
4 ( p1 · p2 )2 − (m1 m2 )2

(B.7)

where A is the amplitude of the scatter and is given by the Feynman rules.
Scattering is particularly simple in the case where there are two incoming particles of identical mass, and
two outgoing particles, also of identical mass. In that case, the cross section may be written as
dr
|A|2 | p F |
=S
,
d
(16p)2 E 02 | p I |

(B.8)

where E 0 is the energy of each particle in the system, and p F and p I are the magnitudes of the outgoing and
incoming momenta, respectively, satisfying
E 02 = m2I + p 2I = m2F + p 2F .

Appendix C Feynman Rules

The following rules are developed in the text and are used to compute a scattering amplitude A for a Feynman
diagram.

PRELIMINARIES
Regardless of the quantum field theory, a few initial steps will set the scene for QFT calculations.
1. Compute and simplify (as much as possible), the kinematic components of the decay rate (equation 7.12)
or cross section (equation 7.19).
2. Compute the degeneracy term 1/n! for identical types of outgoing particles.
3. Draw all possible Feynman diagrams to as high an order as precision requirements demand. Each
quantum field theory has a fundamental vertex which can be inferred directly from the classical
interaction Lagrangian. A valid Feynman diagram can be twisted and rotated with abandon, so long
as the appropriate number (and type) of particles go into and the appropriate number go out of each
vertex.
4. Label each ingoing particle p1 , p2 , and spin, s 1 , s 2 , . . . and each outgoing particle pn+1 , pn+2 , and
similarly with spin. For each draw an arrow (or assume a convention) which indicates that the
4-momentum of the particles are going into or out of a vertex. Label each vertex with an index μ, m, . . .
to correspond to the 4-momentum component of the mediating boson.

THE AMPLITUDE
Take the product of all relevant terms from the diagram.

1 External Lines.
Particle

Contribution

Outgoing scalar

1

Incoming scalar

1

Representation
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Particle

Contribution

Outgoing fermion

us ( p)

Incoming fermion

us ( p)

Outgoing antifermion

vs ( p)

Incoming antifermion

v s ( p)

Outgoing photon

 (r )μ∗

Incoming photon

 (r )μ

Representation

MODIFICATIONS AND REMINDERS
i. The Greek index on the external bosons is the same as the index on the relevant vertex.
†
ii. In strong interactions, the color vector of ingoing quarks is labeled c i , and of outgoing quarks, c j .

2 Vertex Factors.
Vertex



Contribution× (2p)4 d(p)

Toy scalar theory

−ik

Electromagnetism

iq e cμ

Charged current (leptons)

Charged current (quarks)

gW
−i √ cμ (1 − c5 )
2 2

gW
−i √ cμ (1 − c5 )Vi j
2 2

Representation

νl
l–

W–

ui
dj

W–
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Contribution× (2p)4 d(p)

Vertex

dj

gW
−i √ cμ (1 − c5 )Vi∗j
2 2

Charged current (quarks)

W–
ui

q, l

−ig W cμ (c V − c A c5 )

Neutral current

Representation

Z0

q, l

Higgs boson (charged)

W–

ig W MW g μm

H

W–

Higgs boson (neutral)

ig W

Z0

MZ
g μm
cos θW

W–

g2
i W g μm
2

2 Higgs boson (charged)

−

Higgs fermion

−

Strong (quark)

Z0

−g S f

j kl



i mf
gW
2 MW

H
qj

8

ig S
k k cμ
2

g μm (q 1 − q 2 )k +

g mk (q 2 − q 3 )μ + g kμ (q 3 − q 1 )m

f kni f l mi (g μm g kq − g μk g mq )+

f kmi f nli (g μq g mk − g μm g kq )

G(i, j)
qi




−ig S2 f kli f mni (g μk g mq − g μq g mk )+
Strong (four-gluon)

H
H

Z0

k=1

Strong (three-gluon)

H
H

W–

2
gW
i
g μm
2 cos2 θW

2 Higgs boson (neutral)

H

Z0

λ, l, q3

ν, k, q2

μ, j, q1
ρ, n
λ, m

ν, l
μ, k

MODIFICATIONS AND REMINDERS
i. The conservation of 4-momentum term d(p) represents the difference of the incoming and outgoing
particles. For internal lines, especially, the “direction” of the 4-momentum (into or out of the vertex),
while arbitrary, must be clearly specified.
ii. For vertices involving vector bosons, the Greek index refers to the outgoing boson.

280 | Appendix C Feynman Rules
iii. Follow each fermionic line backward and write the terms from left to right. Doing so will produce scalar
combinations of the form
[u(2)cμ u(1)].
iv. For weak interactions, u is an up-type quark (up, charmed, top), d is a down-type quark, and Vud is the
element of the CKM matrix.
v. For neutral current interactions,
c V = T3,: − Q sin2 θW

c A = T3,L ,

where T3,L is the weak isospin for a left-handed particle, and Q is the electric charge.
vi. For each quark-gluon vertex, follow the quark lines backward to collect terms like
†

[c 2 kk c 1 ].
vii. For three-boson vertices, the momenta are assumed to point inward. Outgoing momenta should get a
minus sign in the amplitude contribution.

3 Propagators. For each internal line, label the momentum (and include the direction with an arrow) q i , and
integrate over all possible values.

Propagator

Contribution



Scalar


Fermions

Photons

W±

Z0

Gluons

d 4q

i
i
(2p)4 q i2 − m2

d 4 q i (q/ i + me I)
(2p)4 q i2 − m2e
 4
d q i g μm
−i
(2p)4 q i2


q q
g μm − i,μ 2 i,m
 4
MW
d qi
−i
2
(2p)4
q i2 − MW


q q i,m
 4
g μm − i,μ
2
MZ
d qi
−i
(2p)4
q i2 − MZ2
 4
d q i g μm d j k
−i
(2p)4 q i2
i

Representation

qi
qi
qi
qi

qi
qi →

MODIFICATIONS AND REMINDERS
i. For each internal fermionic loop, multiply by −1, and take the trace of the resulting term.
ii. For bosonic loops use the “upstairs” version of the metric g μm to contract the indices.

4 Cancel the Delta Function. Multiply the particle, vertex, and propagator contributions together, and
integrate over virtual particles {q i }. The result yields
−i(2p)4 Ad(p)
for the overall process, from which you may read out the amplitude.

5 Antisymmetrization. Include a minus sign between diagrams that differ only in the interchange of two
incoming or outgoing fermions.

Appendix D Groups

All groups, continuous and discrete, have the following requirements.
1. Closure. If g i and g j are part of the group, then
gi ◦ g j = gk

(D.1)

must be as well.
2. Identity. There must exist an element I such that
gi ◦ I = I ◦ gi = gi

(D.2)

for all members of the group.
3. Inverse. For every element g i there exists an inverse g j = (g i )−1 such that
g j ◦ gi = gi ◦ g j = I
4. Associativity.
g i ◦ (g j ◦ g k ) = (g i ◦ g j ) ◦ g k .
Most of the groups encountered in the Standard Model are continuous Lie groups whose elements may be
written in the form
 

M = e −i θ·X ,

(D.3)

where the generators are Xi . The structure constants of a group may be written as
[Xi , X j ] =



2i f i j k Xk ,

(D.4)

k

where for an Abelian group, all the structure constants are necessarily zero.
The commutation relations are extremely important. Supposing X and Y are two noncommuting operators
or functions, the Baker-Campbell-Hausdorff relation yields
1

e X e Y = e X+Y+ 2 [X,Y] ,

(D.5)
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and, importantly in non-Abelian gauge theories:
e X Ye −X = Y + [X, Y].

(D.6)

SOME IMPORTANT LIE GROUPS IN THE STANDARD MODEL
•
•
•

Special (S): The determinant of the matrix is +1.
Orthogonal (O): The inverse is equal to the transpose, MMT = I
Unitary (U): The inverse of a complex-valued M is equal to the Hermitian transpose, MM† = I

So:
•

U(1) has 1 generator, X = 1, representing a phase
M = e −iθ .

•

SU(N) is reducible to an N × N matrix with N 2 − 1 generators:
– SU(2): The three generators are the Pauli spin matrices.
– SU(3): The eight generators are the Gell-Mann matrices.

•

SO(N) is reducible to a real-valued N × N matrix with N(N − 1)/2 generators and describes rotations
in N dimensions.
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